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Abstract

Kernelized LASSO (Least Absolute Selection and Shrinkage Operator) has been
investigated in two separate recent papers (Gao et al., 2008) and (Wang et al.,
2007). This paper is concerned with learning kernels under the LASSO formula-
tion via adopting a generative Bayesian learning and inference approach. A new
robust learning algorithm is proposed which produces a sparse kernel model with
the capability of learning regularized parameters and kernel hyperparameters. A
comparison with state-of-the-art methods for constructing sparse regression models
such as the relevance vector machine (RVM) and the local regularization assisted
orthogonal least squares regression (LROLS) is given. The new algorithm is also
demonstrated to possess considerable computational advantages.

1 Introduction

Statistical Learning plays a key role in many areas of science, finance and industry. Most
learning problems involve learning from data. In a typical scenario, we have an outcome
measurement, usually quantities that we wish to predict based on a set of features. In
supervised learning, we are given a set of examples of input vectors {xi}N

i=1 (features)
along with corresponding targets {ti}N

i=1, the latter of which might be real values (in

∗The author to whom all correspondences should be addressed.
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regression) or class labels (classification). We suppose that input data is of dimension d.
Using this set of input and output data, we wish to build a prediction model or learner
which will enable us to predict the outcome for new unseen inputs.

The linear least square model is the most popular which estimates linear regression
coefficients, with the L2 ridge regularization on coefficients (Hastie et al., 2001). To better
identify important features in the data, Tibshirani (1996) introduced the L1 penalty
instead of using the L2 ridge regularization. The new approach is called the Least
Absolute Selection and Shrinkage Operator (LASSO). In the classical LASSO, the L1
penalty is applied to the weight of each component of the linear predictor x, defined as
follows,

βlasso = argmin
β

N∑
i=1

(ti − β0 −
d∑

j=1

βjxij)
2 +

√
λ

d∑
j=1

|βj| (1.1)

where xij is the j-th component of vector xi and λ is some constant, called the regularized
parameter. In the above formulation, the underlying model is in a linear form of x =
(x1, x2, ..., xd)

T , i.e.,

t = t(x; β) + ε = β0 +
d∑

j=1

βjxj + ε.

where ε is an additive noise.
The L1 LASSO penalty causes the solution to become nonlinear in ti’s and usually

a quadratic programming algorithm is used to compute them. Because of the nature of
the regularization, changing the value of λ causes some components βlasso

j of the solution
to become zero. This is a desired property in kernel machine models described below.

There are many methods to compute the solution of LASSO, such as constrained
Active Set Quadratic Program solver (Coleman & Hulbert, 1989), the scaled Gauss
Seidel algorithm, the scaled Grafting (Perkins et al., 2003), the scaled Iterated Ridge
(Tibshirani, 1996), the Iterative Soft Thresholding (Daubechies et al., 2004), the Non-
Negative Squared algorithm (Meinshausena, 2007), the Primal Dual Log Barrier (Osborne
et al., 2000), the scaled Gradient Projection for Sparse Reconstrunction (Figueiredo et al.,
2007), the Shooting algorithm (Fu, 1998), the Sign Constraints (Tibshirani, 1996), the
Sub Gradient strategy (Zhang & Zeng, 2005), and the Unconstrained Approximation
algorithm (Schmidt et al., 2007). However, these methods have to rely on the value of
the regularized parameter associated with the L1 penalty. A fundamental problem with
these methods is how to choose a suitable value for the tunable regularized parameter
λ. Cross-validation is a viable tool for estimating the best value of the parameter, but
it has been demonstrated that the least angle regression (LAR) procedure (Efron et al.,
2004) turns out to be more promising. The LAR exploits the special structure of the
LASSO problem, and provides an efficient way to compute the solutions simultaneously
for all values of the parameter.

In the past two decades, researchers had been working on extending the linear model
used in the classical L1 LASSO formulation (1.1) to generalized linear models with some
underlying basis functions. To learn the nonlinear dependence between the target t and
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the feature x based on the training data, the Kernel Machine Model (KMM) makes
predictions based on the function:

t = t(x; β) + ε = β0 +
N∑

j=1

βik(x,xj) + ε (1.2)

where ε is an additive noise and k(x,xj) is a kernel function, effectively defining one basis
function for each sample in the training set.

Kernel methods (Schölkopf & Smola, 2002) have demonstrated great successes in solv-
ing many machine learning and pattern recognition problems. For example, many kernel
methods produce a model function dependent only on a subset of kernel basis functions
associated with some of the training samples xi. Those samples are called the “support
vectors” in support vector machine (SVM) methods (Vapnik, 1998; Schölkopf & Smola,
2002; Gao et al., 2001). The SVM and kernel machine models (KMM) are regarded as
state-of-the-art techniques for regression and classification problems with tremendously
successful applications in many areas, e.g. (Hidalgo et al., 2003; Dror et al., 2005). Al-
though the SVM produces a sparse model, in some cases the number of support vectors
is still quite large. This drawback prompts other formulations to produce better sparse
kernel models. It is worth mentioning here two specific approaches: (1) the relevance vec-
tor machine (RVM) method (Tipping, 2001) derived from a Bayesian learning framework
of kernel machine and (2) the Local Regularization assisted Orthogonal Least Square
(LROLS) regression (Chen, 2006) constructing sparse regression models with good per-
formance in nonlinear system identifications.

We already know that the LASSO regularization actually favors a sparse component
model, so applying the LASSO regularization to kernel machine models may result in a
nonlinear sparse model. An earlier attempt, called “generalized LASSO”, can be found in
(Roth, 2004). More recently, two separate works (Gao et al., 2008) and (Wang et al., 2007)
also considered applying the L1 penalty on the weights βi in (1.2) and the corresponding
algorithms for the solutions, see (2.1).

Although the LAR procedure can identify all the solution paths for the classical
LASSO, it could not be directly used to model (1.2). In a revised approach, Wang,
Yeung & Lochovsky (2007) considered the algorithm for the entire solution path for
both the regularized parameter and a kernel parameter in the kernelized LASSO setting.
However, there is still no way to decide the final sparse structure of the model. The
algorithm proposed in (Gao et al., 2008) employs a Bayesian learning strategy, so that the
regularized parameter can be learned from the data and at the same time the algorithm
also produces a sparse kernel model.

In this paper, we investigate the Bayesian approach proposed in (Gao et al., 2008)
in further detail and address the problem of learning kernel hyperparameters under the
E-M framework. Our approach is similar to the one recently introduced in (Park &
Casella, 2008), but differs in learning procedure per se. (Park & Casella, 2008) uses Gibbs
sampling method to inference parameters in the linear model, also see (Bae & Mallick,
2004), which is not appropriate for the nonlinear kernel model adopted in this paper.
The key contribution of this paper is to show how the Bayesian variational algorithm is
established for the kernelized LASSO (2.1) based on the technique used in (Gao et al.,
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2002) and (Gao, 2008) and investigate the method for learning kernel parameters under
the kernelized LASSO formulation.

The rest of the paper is organized as follows. In Section 2, the concepts of L1 LASSO
in the Bayesian formulation are given and the algorithm, called BSKL-LASSO method,
for finding L1 LASSO solutions is presented in Section 3. Section 4 is dedicated to
investigating the relationships between the proposed BSKL-LASSO algorithm and other
classical sparse kernel algorithms such as LROLS and RVM. The experimental results
are presented in section 5, followed by our conclusions in Section 6.

2 L1 LASSO Bayesian Model

In supervised learning we are given a set of examples of input vectors X = [x1,x2, ...,xN ] ⊂
Rd, d is the dimension of the input space, along with corresponding targets t = (t1, t2, ..., tN)T

which are independent and identically distributed (iid). In our setting, we only focus on
regression problems in which the targets t are real values or real vector values by focus-
ing on model (1.2). For this training set, we wish to learn a model of the dependency
of the targets on the inputs with the objective of making accurate predictions of t for
previously unseen values of x. We assume that the model noise random variable ε follows
a Gaussian distribution of mean 0 and variance σ2.

It is easy to see that under the Gaussian noise assumption the estimate for β0 can
be given by t =

∑N
i=1 ti. If the target {ti}N

i=1 is centered, then β0 = 0. Without loss of
generality, we will assume β0 = 0 in our discussion.

Model (1.2) uses K = {k(x,x1), k(x,x2), ..., k(x,xN)} as a dictionary of basis func-
tions. With this in hand, we formally define the sparse kernel learning with L1 LASSO
penalty as follows

min
N∑

i=1

(
ti −

N∑
j=1

βjk(xi,xj)

)2

+
√

λ
N∑

j=1

|βj| (2.1)

where
√

λ is called the regularizer. By tuning the value of
√

λ, a regularization path
algorithm was developed in Wang et al. (2007).

There is a key difference between the minimization problem (2.1) with the model
(1.2) and the conventional SVM regression problem (Schölkopf & Smola, 2002). In con-
ventional SVM regression, the regularization is applied on the gradient of the unseen
hyperplane in the kernel feature space, while in (2.1) the regularization is applied directly
on the weights of basis functions. Thus in the conventional SVM regression, the function
k must satisfy the Mercer’s kernel condition (Schölkopf & Smola, 2002). However, the
minimization problem (2.1) does not impose any restriction on the kernel function used.
Actually the basis function k(x,x′) could be any functions although we still use the term
“kernel” for it.

One of the most commonly used kernel functions in machine learning is the squared
exponential kernel, defined as

k(x,x′) = v exp

{
−1

2

d∑
k=1

ak(xk − x′k)
2

}
+ b
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where the term b represents a bias, v(> 0) is called variance and those ak(≥ 0) is the scale
applied on the kth component of the input vector x. We call those the kernel parameters,
or simply hyperparameters. When we deal with hyperparameters in a kernel, we would
write the kernel function as k(x,x′; Θ) where Θ denotes all the hyperparameters. For
example, for the squared exponential kernel defined above, Θ = {b, v, a1, ..., ad}. For the
sake of simplicity, we simply denote kernel by k(x,x′) but bear in mind that there are
some hyperparameters used in the kernel function.

Practices tell us that the values of these hyperparameters could have great influence
on the performance of the learnt model. As a result, learning hyperparameters from the
data is one of the difficult learning tasks. Cross-validation (CV) is a good technique to
handle a single hyperparameter, but it is not realistic to apply CV technique to infer
large number of hyperparameters.

To develop an approach for learning hyperparameters, we propose to apply the
Bayesian inference. For this purpose, let us introduce some new notations. Given the
input data X and the corresponding target t, let K be the Gram matrix of the kernel
function k1 defined on the input data X, i.e., K = [k(x1, X), k(x2, X), ..., k(xN , X)] where
k(xi, X) = [k(xi,x1), k(xi,x2), ..., k(xi, xN)]T . Due to the assumption of independence
of the data points, the likelihood of the complete training data can be written as

p(t|X, β, σ2, Θ) =
1

(2πσ2)N/2
exp

{
− 1

2σ2
‖t−Kβ‖2

}
(2.2)

where Θ is the set of kernel hyperparameters.
To introduce the L1 LASSO penalty on weights β = (β1, β2, ..., βN)T , we impose on

β a prior of Laplacian distribution for each weight, defined as

p1(βi|λ) =

√
λ

2
exp

{
−
√

λ|βi|
}

. (2.3)

Based on (2.3) and the independence assumption, the joint distribution of all the com-
ponents of β can be written as

p1(β|λ) =
(
√

λ)N

2N
exp

{
−
√

λ(|β1|+ |β2|+ · · ·+ |βN |)
}

. (2.4)

To develop a generative Bayesian model, we further assume priors on both the inverse
of the noise variance 1/σ2 and the variance of the Laplacian distribution λ. A suitable
prior for the scale parameter τ = 1/σ2 could be a Gamma distribution:

p(τ |a, b) = Gamma(τ |a, b) =
ba

Γ(a)
τa−1 exp{−bτ}.

To make the prior non-informative, we might fix its parameters to a = 500 and b = 1.
Given specifications (2.2) and (2.4), the joint distribution of the data set (X, t), the

weight variables β and the hyperparameter τ (or σ2) is given by

p(t, β, τ |X, Θ, λ) = p(t|X, β, τ, Θ)p1(β|λ)p(τ |a, b) (2.5)

1It is not necessary for k to be a Mercer kernel.
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In Bayesian inference, we shall find out the posterior of β and τ given the training
data set, i.e., p(β, τ |t, X, Θ, λ). According to Bayesian formula, we have to deal with the
integration of (2.5) over β. Unfortunately, due to the existence of Laplacian distributions
in the likelihood, the integration is intractable.

We note that Laplacian likelihood (2.3) can be expanded as a superposition of an
infinite number of Gaussian distributions given by the following relation (Pontil et al.,
1998)

p1(β|λ) =

∫ ∞

0

√
ηλ

2π
exp

{
−ηλ

2
β2

}
p(η)dη (2.6)

with

p(η) =
1

2
η−2 exp

{
− 1

2η

}
(2.7)

Instead of directly handling the joint distribution defined in (2.5) we introduce a new
latent variable ηi for each βi as defined in (2.7) and consider the following new joint
distribution

p(t, β, η, τ |X, Θ, λ) =
1

(2πσ2)N/2
exp

{
− 1

2σ2
‖t−Kβ‖2

}
× ba

Γ(a)
τa−1 exp{−bτ}

×
N∏

i=1

√
ηiλ

2π
exp

{
−ηiλ

2
β2

i

}
1

2
η−2

i exp

{
− 1

2ηi

}
(2.8)

Now it is easy to see that the parameter λ can be absorbed into the new latent variable
ηi. Without loss of generality, we will set λ = 1.

3 Algorithm Derivation

The new distribution can be handled by using a variational Bayesian approach (Gao et al.,
2002; Gao & Xu, 2007; Gao, 2008). An algorithm for learning β, η and τ was proposed
in (Gao et al., 2008) by using the variational procedure. The algorithm produces the
anticipated sparse model by identifying those ηi with large values and removing the
corresponding basis functions k(x,xi) from the model.

To further develop an approach for learning kernel hyperparameters, we first note
that in the joint distribution (2.8) the variable β can be analytically integrated out. We
can exploit this advantage to propose a new procedure for the Type-II ML estimates for
the latent variables η, τ and all the possible kernel hyperparameters.

First we have

p(t, η, τ |X, Θ) =

∫
p(t, β, η, τ |X, Θ)dβ

=
1

(2π)N/2
|τ−1I + Kdiag(η)−1KT |−

1
2 exp

{
−1

2
tT (τ−1I + Kdiag(η)−1KT )−1t

}
1

2N
(det diag(η))−2 exp

{
−

N∑
i=1

1

ηi

}
ba

Γ(a)
τa−1 exp{−bτ}
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Hence the log of p(t, η, τ |X, Θ) is given by

L =− 1

2

[
log |τ−1I + Kdiag(η)−1KT |+ tT (τ−1I + Kdiag(η)−1KT )−1t

]
+

N∑
i=1

(−2 log ηi −
1

2ηi

) + (a− 1) log τ − bτ + C

where C is a constant independent of variables t, η and τ . L gives the log marginal
likelihood of hyperparameters Θ and the log posterior for both latent variables η and τ
in the Bayesian learning hierarchy. By adopting the Maximum A Posterior (MAP), the
optimal MAP estimates can be found by maximising L with respect to η and τ respec-
tively; and with the Type-II Maximum Likelihood (ML) method the hyperparameters Θ
can be obtained by maximising L with respect to Θ.

To find the derivative of L with respect to its parameters, we rewrite the formula for
L as follows, denote by ,

L =
1

2
log |Σ|+ N

2
log τ +

1

2
log |diag(η)| − 1

2
τ‖t−Kβ‖2 − 1

2
βT diag(η)β

+
N∑

i=1

(−2 log ηi −
1

2ηi

) + (a− 1) log τ − bτ + C

where

Σ = (diag(η) + τKT K)−1 and β = τΣKT t (3.1)

and we have used the determinant identity, see Appendix A of Mardia et al. (1979),

|diag(η)||τ−1I + Kdiag(η)−1KT | = |τ−1I||diag(η) + τKT K|

and the Woodbury inversion identity

(τ−1I + Kdiag(η)−1KT )−1 = τI − τK(diag(η) + τKT K)−1KT τ

Both η and τ are positive, so we can optimize L with respect to log(η) and log(τ) as
a unconstrained optimization problem. The derivative of L with respect to log(τ) is

∂L

∂ log(τ)
=

[
1

2

[
N

τ
− ‖t−Kβ‖2 − tr(ΣKT K)

]
+

a− 1

τ
− b

]
∂τ

∂ log(τ)

where we have used identities ∂(Z−1) = −Z−1(∂Z)Z−1 and ∂ log(det Z) = tr(Z−1∂Z).
Setting ∂L

∂ log(τ)
to zero gives

τMAP =
a− 1 + N

2

b + 1
2
(t−Kβ)T (t−Kβ) + 1

2
tr(KT KΣ)

(3.2)
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The derivatives of L with respect to log(η) are

∂L

∂ log(ηi)
=

[
1

2

∂ log |Σ|
∂ηi

+
1

2

∂ log |diag(η)|
∂ηi

− 1

2
β2

i −
2

ηi

+
1

2η2
i

]
∂τ

∂ log(τ)

=

[
1

2
tr(Σ−1 ∂Σ

∂ηi

) +
1

2
tr(diag(η)−1∂diag(η)

∂ηi

)− 1

2
β2

i −
2

ηi

+
1

2η2
i

]
∂τ

∂ log(τ)

=

[
−1

2
Σii +

1

2ηi

− 1

2
β2

i −
2

ηi

+
1

2η2
i

]
∂τ

∂ log(τ)

Setting ∂L
∂ log(ηi)

to zero results in the following equation

−3

2
− 1

2
ηiβ

2
i −

1

2
ηiΣii +

1

2

1

ηi

= 0

from which we propose an iterative formula for ηMAP as

ηnew
i =

1/ηi − 3

β2
i + Σii

(3.3)

where Σii is the ith diagonal element of Σ.
To work out the derivative of L with respect to the hyperparameters Θ in the kernel

function, we can use the chain rule if we first work out ∂L
∂K

where K is the Gram matrix
of kernel function. Note that both Σ and β in (3.1) are functions of K. To simplify our
proposed iterative procedure, as one option we fix β to the value of the “last” iterative
step. That is, when we calculate ∂L

∂K
, we take β as a constant. Under this assumption,

we shall have
∂L

∂K
=

1

2

∂

∂K
log |Σ| − 1

2
τ

∂

∂K
‖t−Kβ‖2

It is easy to show that the second term of the above formula

∂

∂K
‖t−Kβ‖2 = 2(Kβ − t)βT .

For the first term, let us work out the partial derivative with respect to each element kij

of K as

∂

∂kij

log |Σ| = tr

[
(ΣT )T · ∂(diag(β) + τKT K)

∂kij

]
= τtr

[
(ΣT )T · ∂(KT K)

∂kij

]
= 2τ

n∑
l=1

kilσlj = 2τ(KΣ)ij

Hence we have
∂

∂K
log |Σ| = 2τKΣ.

Finally this gives us

∂L

∂K
= τ

[
KΣ− (Kβ − t)βT

]
(3.4)
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For different kernel function k, it is easy to work out ∂K
∂Θ

. Combining (3.4) and ∂K
∂Θ

gives the gradient ∂L
∂Θ

which will be used in a gradient-based optimization procedure.
In summary, we formulate our Bayesian Sparse Kernel Learning with LASSO (BSKL-

LASSO) algorithm as follows:

1. Initialize τ = 1/σ2, a = 500 and b = 1, and randomly initialize both η and Θ;

2. Calculate Σ = (diag(η) + τKT K)−1 and β = τΣKT t;

3. Update τ by using (3.2);

4. Update each ηi by using (3.3);

5. Apply a gradient-based optimization procedure to L with respect to Θ for about 1
to 5 iterative loops with the current values of Θ as the starting point;

6. If any ηi is greater than a given larger threshold like 1012, the corresponding basis
function k(x,xi) is removed from model (1.2);

7. Repeat steps 2 to 6 until the change of log ηi is less than a given tolerance or a
maximum number of iterative steps has arrived.

4 Relation to other Sparse Modeling Algorithms

The support vector machine (SVM) method (Schölkopf & Smola, 2002) has been around
for about a decade and has been regarded as the state-of-the-art technique for regression
and classification applications. The SVM method embodies the structural risk minimiza-
tion principle under which the SVM produces excellent generalization capability with a
sparse model representation. In the SVM regression implementation, it is the so-called
ε-insensitive loss function that helps make the learnt model sparse. For example, the
sparsity property would be lost when a conventional square loss function is applied as
done in least square SVM (LS-SVM) (Suykens et al., 2002). Despite the many good em-
pirical results obtained using the SVM method, data modeling practitioners have begun
to realize that the ability for the SVM method to produce sparse models has perhaps
been overstated. For example, it has been shown that the standard SVM technique is
not always able to construct parsimonious models in system identification (Drezet &
Harrison, 1998).

Although the resulting model given by the SVM method takes the same form as
defined in (1.2) with many weights βi being 0, the penalty was not directly imposed on
the weights as specified in our BSKL-LASSO method.

A recently proposed sparse kernel modeling algorithm, called Locally Regularization
assisted Orthogonal Least Squares regression (LROLS) (Chen, 2006), has attracted pop-
ularity. The LROLS employs an orthogonalized regressors of the kernel basis regressors,
i.e., k(xi, X) in our notation, and applies an L2 penalty on the weights of the orthog-
onalized regressors rather than the L1 penalty as used in our BSKL-LASSO method.
The sparsity is achieved by using a greedy forward selection process according to the
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significance of the orthogonalized regressors. In the LROLS, a local regularizer was in-
troduced for each weight. This local regularizer, which has the same role as the latent
variable ηi in the extended Bayesian model (2.8), was learnt by using MacKay’s evidence
framework (MacKay, 1992). The LROLS has demonstrated to be a powerful sparse re-
gression algorithm, particularly for system identification problems. Another successful
application of the LROLS is to estimate sparse kernel density functions from data (Chen
et al., 2008). However the current version of LROLS procedure does not have the ability
to learn kernel hyperparameters, so the application of the LROLS algorithm depends on
the right choice of the kernel hyperparameters. We can observe from the work in this
article that a similar Bayesian procedure can be established for the LROLS to learn the
kernel hyperparameters.

The RVM (Tipping, 2001) has a close connection to the BSKL-LASSO method. Both
methods use the same kernel model defined in (1.2) and the square loss function, the
difference is that in RVM a spherical Gaussian prior with mean 0 and diagonal covariance
α, regarded as hyperparameters, is imposed on the weight vector β and furthermore a
Gamma hyperprior distribution is specified for the variance α based on the parameter a
and b. That is,

p(β|α) =
N∏

i=1

N (βi|0, α−1
i )

p(α) =
N∏

i=1

Gamma(αi|a, b)

It is worthy to note that we can integrate p(β|α)p(α) over α and the result is actually
a student-t density function. The initial motivation for using Gamma distributions as
the hyperprior in the Bayesian hierarchical of the RVM is that the hyperparameters αi

are examples of scale parameters and suitable priors therefore are Gamma distributions.
It turns out that the RVM algorithm can be regarded as a Bayesian learning procedure
for the Bayesian regression in which we impose a student-t distribution on the weights
β.

In this regard, we may consider the RVM and BSKL-LASSO two sparse kernel mod-
eling algorithms designed in forward and backward way. To see this, for the RVM, we
begin with a Bayesian hierarchical structure of a Gaussian likelihood for target and a
spherical Gaussian prior over the weights plus a Gamma hyperprior imposed on the co-
variance of Gaussian prior. This means that we actually work on a Bayesian model in
which we have a student-t distribution for the weights.

In the reverse way, the BSKL-LASSO begins with a Bayesian model where we impose
a L1 Laplacian distribution (2.4) over the model weights β, then through (2.6) and (2.7)
we introduce new latent variables η and we end up with a new Bayesian hierarchy (2.8)
in which we have a similar Gaussian prior for the weights while the hyperprior for the
covariance of the Gaussian is determined by (2.7).

This analysis has already shown that the student-t penalty also has the capability of
generating sparse models.
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We already pointed out that the ε-insensitive noise used in the SVM regression helps
generate sparse models. This fact was used in (Roth, 2004) to propose the generalized
LASSO where the sum of squares loss function, i.e., Gaussian noise models, is replaced
by the ε-insensitive noise model. Similar work can also be found in (Gao et al., 2002)
and (Gao et al., 2007).

5 Simulation Examples

In this section, we will test the new BSKL-LASSO method for the LASSO regression
problems on both a synthetic data set and one real world data set. The experiment will
be used to assess the ability of BSKL-LASSO in learning kernel hyperparameters and
also compare BSKL-LASSO to three other related algorithms, the Modified Variational
Bayesian Inference Algorithm (MVBIA) (Gao et al., 2008), Chen’s LROLS (Chen, 2006)
and Tipping’s RVM (Tipping, 2001). The RVM algorithm is implemented by including
parameter learning as described in appendix C of (Tipping, 2001) to the existing Matlab
code (http://www.miketipping.com/index.php?page=rvm). We call the implemented
RVM algorithm as the modified RVM (mRVM) in the sequel.

Example 1: In this example we use a Gaussian radial basis function (RBF) network
to model the scalar function

sinc(x) = sin(x)/x, −10 ≤ x ≤ 10.

The RBF kernel function used in the experiment takes the following form

k(x, x′; σ2
w) = exp

{
− 1

2σ2
w

(x− x′)2

}
where σ2

w is called the width of the RBF kernel. The full RBF model (1.2) is defined by
all the RBF regressors with centers at each input training data.

A set of training data {(xi, ti)}100
i=1 is generated for the input xi by drawing from the

uniform distribution over [−10, 10] and target noise within ti was given by a Gaussian
with zero mean and variance 0.1. The target is quite noisy compared to the maximal
target values ±1. Initially, N = 100 in the full RBF model (1.2).

In the experiment, the width of the RBF kernel function is set to 3 for MVBIA
and LROLS algorithms because it is believed this value is appropriate for the regression
problem here. Actually we got this value by using CV on the RVM algorithm with
Tipping’s original Matlab code. Both the mRVM and the BSKL-LASSO algorithms are
going to learn the value of σ2

w from the data. In our experiment, the learnt σ2
w = 2.6193

for mRVM and 3.2258 for BSKL-LASSO, respectively. All the four algorithms produced
sparse models. The models produced and their predictions on unseen data are presented
in Figure 1. For example, the model map of the 7-term model produced by the BSKL-
LASSO algorithm is shown in Figure 1 (d) where the significant vectors (or selected
regressors) are marked with ©.

Table 1 compares the MSE values over the training and testing sets for the models
constructed by the MVBIA, LROLS, mRVM and BSKL-LASSO. The first two algorithms
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(b) Model produced by the RVM algo-
rithm
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(c) Model produced by the LROLS al-
gorithm
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(d) Model produced by the BSKL-
LASSO algorithm

Figure 1: The results for the simple scalar sinc function modelling problem: dots are the
noise training data, the dash-curve is the underlying function sinc(x), the solid curves
are models generated from the different algorithms and the marker ◦ indicates the key
regressor vectors selected by each algorithm
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Table 1: Mean Square Errors (regrs=regressors)

Methods LROLS(9∗) MVBIA(7) mRVM(6) BSKL-Lasso(7)
Training MSE 1.3745e-3 1.2675e-3 1.5889e-3 1.5369e-3
Test MSE 1.3737e-3 1.2692e-3 1.5975e-3 1.5209e-3
*The number of regressors found by the algorithms

produced MSEs slightly better than mRVM and BSKL-LASSO. This is not a surprising
result as we have used the appropriate value for the kernel width in both MVBIA and
LROLS algorithms. However without knowing anything about the kernel width, both
mRVM and BSK-LASSO still produced comparable results. In summary, the result
given by the BSKL-LASSO is comparable to the results generated by the other three
algorithms. In practice the BSKL-LASSO has a similar computational cost as the MVBIA
algorithm and we did observe that after around 25 iterative loops the BSKL-LASSO have
pruned most of unnecessary kernel basis functions from the model.

Example 2: The second example is a practical modeling problem. In this example,
we are about to construct a model representing the relationship between the fuel rack
position (input) and engine speed (output) for a Leyland TL11 turbocharged, direct
inject diesel engine operated at low engine speed. A detailed system description and
experimental setup can be found in Billings et al. (1989). The data set consists of 410
samples. We use the first 210 data points as training data in modeling and the last 200
points in model validation. An RBF model of the form

t = t(x; β) = β0 +
N∑

i=1

βik(x,xi) (5.1)

but this time the input vector xi is defined as

xi = [ti−1, ui−1, ui−2]
T (5.2)

where ti−1 is the engine speed and u means the fuel input at the last time step and the
kernel to be used is a RBF kernel defined on three dimensional vectors,

k(xi,xj; {σk}) = exp

{
−1

2

[
σ1(ti−1 − tj−1)

2 + σ2(ui−1 − uj−1)
2 + σ3(ui−2 − uj−2)

2
]}

where σi are positive scales. Actually this is a time series modeling problem.
For both MVBIA and LROLS to work, we suppose σ1 = σ2 = σ3 = 1/1.69 where 1.69

was the best value for the kernel width as reported in (Chen, 2006). As done in Example
1, we used this specific value for our initial testing. The total number of regressors is
N = 210 at the initial stage. For each algorithm, we conducted 10 runs with different
initial conditions. Table 2 reports the best case among 10 runs for both MVBIA and
LROLS because we are using them as benchmark for comparison, while it reports the
average results for mRVM and BSKL-LASSO as we want to know the robustness as well.
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Table 2: Mean Square Errors (regrs=regressors)

Methods LROLS (34) MVBIA (11) mRVM (11.6) BSKL-LASSO (9.8)
Training MSE 4.35e-4 4.51e-4 (7.0825±6.35)e-005 (5.4253±2.29)e-005
Test MSE 4.87e-4 4.77e-4 (7.2118±6.57)e-005 (5.4598±2.36)e-005
Est. Para
σ1 N/A N/A 0.3311±0.201 0.5568±0.129
σ2 N/A N/A 0.1846±0.130 0.3337±0.128
σ3 N/A N/A 0.2225±0.086 0.1226±0.081

In our own experiments, a great effort was made to choose an appropriate value for
the parameter ξ used in LROLS (Chen, 2006). We found that the number of regressors
to be retained is very sensitive to the value of ξ. For example, in our experiment, we
found that the number of regressors to be retained changes rapidly from 22 to 51 even
when there is a very small change to the value of ξ.

We let both mRVM and BSKL-LASSO algorithms automatically learn all the scale
values σ1, σ2 and σ3. Table 2 lists the average training and test errors for mRVM and
BSKL-LASSO algorithms. It seems that the results given by both LROLS and MVBIA
are better than the averages from both mRVM and BSKL-LASSO, however both mRVM
and BSKL-LASSO have capability of learning kernel parameters. Learned average values
for three kernel parameters are listed on the table. From the table, we also note that
the model produced by BSKL-LASSO uses less regressors than that from mRVM while
the average performance of BSKL-LASSO is better than mRVM in terms of mean square
errors. An interesting finding from BSKL-LASSO is in most cases that BSKL-LASSO
found that the last round fuel input ui−2 has less impact on the current engine speed
than the first round ui−1 because the estimated scale value σ3 is almost half of σ2 while
the result from mRVM does not show such a phenomenon.

The constructed RBF model by the best BSKL-LASSO run was used to generate the
one-step prediction ti of the system output according to (5.2) for i ≤ 410. The iterative
model output t̂di was produced by

xd
i = [t̂di−1, ui−1, ui−2]

T

t̂di = t(xd
i ; β)

The one-step model prediction and iterative model output for this 10-term model selected
by the BSKL-LASSO algorithm are shown in Figure 2 in comparison with the system
output.

Example 3: Example 2 has slightly demonstrated the capability of the BSKL-LASSO
algorithm in identifying the most relevant input features. In this experiment, we want
to investigate this capability further. The following synthetic function is taken from
(Friedman, 1991):

t(x) = 10 sin(πx1x2) + 20(x3 − 0.5)2 + 10x4 + 5x5 +
10∑

k=6

0 · xk

14
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(d) Output plot of iterative model pre-
diction

Figure 2: The results for modelling the relationship between the engine speed and the
fuel rack position
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Table 3: Mean Square Errors

Methods Training MSE Test MSE No of Regressors (ave)
mRVM 0.026098±0.0039 0.028614±0.0067 59.8±10.72
BSKL-LASSO 0.010513±0.0018 0.017842±0.0019 10.7±3.713

Table 4: Estimated Kernel Hyperparameters

Param mRVM BSKL-LASSO Param mRVM BSKL-LASSO

σ1 8.0000±10.32 3.2235±0.945 σ6 17.8361±6.285 0.0381±0.021
σ2 9.9522±10.49 4.7489±2.157 σ7 5.9369±9.539 0.0825±0.051
σ3 19.9991±0.002 0.1820±0.265 σ8 8.0012±10.32 0.5982±0.215
σ4 15.9674±8.416 4.1316±1.140 σ9 15.6863±8.308 0.1018±0.111
σ5 0.2805±0.886 2.3956±0.941 σ10 0.00002±0.000 0.0391±0.025

where the input x = (x1, x2, ..., x10) were defined on the 10-dimensional unit hypercube
and the input variables x6 through x10 do not make any contribution to the function
value t.

To construct a training dataset, 300 inputs {xi} were uniformly drawn from the 10-
dimensional unit hypercube and the corresponding targets {ti} were the function values
added with Gaussian noise of standard deviation 20% of the maximum function value.
For the test dataset, we use 1000 noise-free examples.

We want to learn a model defined by (1.2) with a 10-dimensional RBF kernel function
as follows

k(x,x′; {σk}) = exp

{
−1

2

10∑
k=1

σk(xk − x′k)
2

}
We run both mRVM and BSKL-LASSO algorithms, respectively, 10-folds on the

dataset with different initialization for the hyperparameters. The average numbers of
kernel basis functions retained in the model are 10.7 for BSKL-LASSO and 59.8 for
mRVM, respectively. See Table 3 for more details on the average training and test
mean square relative errors. The average values of the estimated parameters σk (k =
1, 2, ..., 10) are shown in Table 4. From the table we can see the estimated values of σk

(k = 6, 7, ..., 10) produced by BSKL-LASSO are at 0.1 scale. It is very interesting to
note that the estimated σ3 is almost at the small scale. The possible explanation to the
phenomenon is that x3 makes a squared contribution to the function value which is not
very significant as 0 < |x3 − 0.5| < 0.5.

We can also note that the standard deviation values revealed that the mRVM algo-
rithm is not stable for this example while BSKL-LASSO offer robust results.

6 Conclusions

The BSKL-LASSO algorithm has been proposed for solving kernel regression modeling
problems with the LASSO penalty. The proposed algorithm produces robust sparse
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kernel models as demonstrated by both synthetic and practical datasets. The overall
performance offered by the BSKL-LASSO algorithm is comparable to the performance
of mRVM in terms of finding sparse kernel model while it, in some sense, outperforms
mRVM in terms of determining the importance of kernel hyperparameters as shown by
Examples 2 and 3. The examples also show that the BSKL-LASSO can produce com-
parable sparse models to both MVBIA and LROLS which use known kernel hyperpara-
meters, at the comparable level in terms of training and test errors. The computational
requirements for this iterative model algorithm are very simple and its implementation
is straightforward. The Bayesian technique used in this paper has certain link with a
recent work (Park & Casella, 2008). Both used the expression of indefinite mixture of
Gaussian for the L1 distribution, however the authors of (Park & Casella, 2008) adopted
Gibbs sampling algorithm to find the prediction model in the case of linear model which
is not appropriate to the case of kernel models used in this paper.
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