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ABSTRACT 

This paper presents a prototype real-time intrusion detection system (IDS) for the Windows platform. It combines data 

mining and intrusion detection techniques to detect intrusions from sequences of native API calls. It analyses Windows 

native API calls in real-time using the probabilistic cover coefficient clustering algorithm. We intentionally used a simple, 

computationally-fast algorithm that is able to incorporate historical data into the detection process while still allowing the 
IDS to run in real-time. We demonstrate our prototype using artificial intrusion sequences. Although the test data produced a 

number of false positives, no false negatives were recorded.  
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1. INTRODUCTION 

The number of people using the Internet has grown to about 16% of the world’s population (Miniwatts 
Marketing Group, 2006). It is naïve to assume that all these users have good intentions. Research shows that an 

unprotected computer will be attacked after being connected to the Internet for about ten minutes (Lehtinen et 

al. 2006). One reason for this lack of security is that new Internet technologies have been developed and adopted 

faster than the approval and deployment process for new security standards (Piscitello and Kent, 2003) and this 

has been exploited maliciously by some users. Malicious attacks have now moved to the stage where automated 

tools, such as rootkits, are used to carry out one or more attacks (Householder et al. 2002). Hackers are now 

making their programs harder to detect, writing them with a modular structure so they can be quickly upgraded 

or modified.  

The growth of malware and number of vulnerabilities has led to the creation of programs to detect and 

prevent intrusions such as anti-virus software, firewalls and intrusion detection systems (IDS). An IDS is an 

automated system that attempts to detect intrusions and then carries out some action such as alerting an 

administrator or thwarting the attack (Labib, 2004).  

In this paper, we present a prototype real-time intrusion detection system for a Windows environment, 

called WinCID (Windows Clustering for Intrusion Detection). WinCID aims to detect intrusions for standalone 

Windows applications based on sequences of native API calls. A native API call is a kernel-level message sent 

when a Windows program needs to interact with the underlying operating system. WinCID works by collecting 

native API calls in a text file and then converting them into short call sequences for real-time analysis. WinCID 
incorporates the probabilistic cover coefficient (PCC) classifier technique for real-time clustering of API calls 

(Can and Ozkarahan, 1990) (Anderson et al. 2003). In Section 2, we introduce properties of the WinCID system. 

In Section 3, we present the architecture of WinCID and report the results of testing with an artificial data set. 

Conclusions are given in Section 4. 

2. AN INTRUSION DETECTION SYSTEM: WINCID  

With the growth of the Internet, intrusions have become more commonplace. One of the methods for combating 

these is with an IDS.  An IDS is a piece of software that runs on a computer or a network and automatically 



detects intrusions by recording system or network behavior and analyzing it to detect security problems 

(Cavusoglu et al., 2005).  Some sort of predefined action is then taken such as logging the attack or taking 

measures to stop the attack. 

In 1996, Forrest (Forrest et al. 1997) first suggested that short sequences of system calls could be used to 

represent the normal behavior of programs. These sequences are added to a database so that the system calls of a 

benign program can be recorded. Any system call activity that does not match these normal patterns is 

considered an intrusion. This work formed the basis of much work in the area of IDS. For example, Hofmeyr et 

al. (Hofmeyr et al. 1998) demonstrate that sequences of system calls can be used for intrusion detection by 

developing an IDS that successfully detects intrusions using short sequences of system calls from privileged 
Unix programs.   

A perfect IDS would detect all attacks. However, there are many real-world factors that make this 

impossible to achieve, such as differences between operating systems and the increasing sophistication of 

attacks (Bruen, 2002). IDS implementations also suffer from false positives and false negatives (Bruen 2002; 

Cavusoglu et al. 2005). A false positive occurs when an IDS generates an alarm for a normal activity. In the case 

of false negative, an attack occurs but the IDS fails to identify it as such. 

The main types of IDS are network-based and host-based. WinCID is a host-based IDS (HIDS) that aims to 

detect intrusions in real time using data from a single host. In our prototype implementation, we monitored the 

activities of Internet Explorer (IE) 6 for real time analysis of API calls. In reality, other activities such as 

network communication and overall system state (e.g., registry settings) can also be monitored. The amount of 

data collected can affect system performance and requires more storage space, and the quantity of data analyzed 

in real-time can have a significant performance impact if the analysis engine is not computationally efficient. 

Although our prototype IDS only monitors at the application level, due to the efficiency of our algorithm we 

believe there will be no performance impact if additional resources are monitored.  

Not only does WinCID uses a computationally simple algorithm, it also incorporates historical data into the 

real-time analysis. The WinCID program, like many other intrusion detection systems, contains the following 

features as documented in (Labib, 2004): data collection, feature selection, analysis and action.  
The data collection step involves collecting native API calls using strace for NT (Symantec 2006) on the 

monitored host. All native API calls used by a specific program are recorded and stored in a text file. The 

sequences of native API calls are collected in real-time using the sliding window method as a feature selection 

(Forrest et al. 1997).  A sliding window of size m is slid across the incoming call stream, one native API call at a 

time, and then the unique sets of m native API calls are recorded for analysis. We refer to a sequence of m native 

API calls as an API element. This collected data is then analysed to see if it matches an attack or is anomalous.  

WinCID uses the PCC to analyse the sets of API elements. The details of the PCC can be found in (Can 

and Ozkarahan, 1990 ) and implementation details of the PCC in an IDS context is presented in (Buckley, 

2006). In simple terms, the PCC is a similarity measure that operates by selecting a particular API element and 

then comparing it to every other API element in the collection, including itself. It measures the probability of 

randomly selecting an API element from a particular set, and from all the sets containing that API element. In 

this way, an incoming API element can be compared against all the call sets in a group where the greatest 

similarity lies. In practice, for greater computational efficiency, we modify this approach by using a single 

representative element of the group to compare against.  

For the prototype implementation of WinCID, we assume that an API element belongs to one of three 

classes for intrusion detection. These classes respectively contain good, neutral and bad API elements. However, 

it is possible that the PCC can produce a zero value for the similarity of an API element for these three classes. 
In this case, the API element is assigned to a ragbag (not classified) as discussed in the next section. 

To detect an intrusion, each new API element is compared with the three class representatives. Instead of 

comparing the new API element to every other API element in the class, it is compared to a representative of 

each class. This representative is selected using the PCC method. The PCC returns three similarity values which 

indicate how similar the new API element is to the three classes, and then the new API element is assigned to 

the most appropriate class. Calculations of similarity values are only based on three representative elements of 

classes, making the algorithm simple enough to keep the IDS running in real-time. In order to incorporate 

historical data and to increase detection accuracy of the algorithm, the whole set of historical data is re-classified 

into three new classes at pre-defined frequencies and the class representatives are updated. Updating 

calculations does not need to be done in real time, and may be performed at a different host in parallel.  

3. WINCID SYSTEM ARCHITECTURE  

WinCID is made up of several components that analyze Windows native API calls in real-time using the 

probabilistic cover coefficient clustering algorithm. A set of seven sequences of native API calls is chosen as an 

API element (i.e., the size of the sliding window). A window size of seven appears to work reasonably well, as 



described in the literature (Wespi et al. 2000; Wang et al. 2006). The system architecture of WinCID is given in 

Figure 1.  

 

Figure 1 Overview of the system architecture in the WinCID IDS  

 

 
 

 

When WinCID is started, it sends a message to the system to start WinALG and then sends a message to 
WinALG to create or update the class information. The function of WinALG is to classify API elements into 

three classes and calculate class representatives. WinALG can implement one or more classification or 

clustering algorithms such as k-means or PCC if desired. This class information is stored in a text file 

(output.txt) and consists of three groups, or classes, containing good, bad and neutral (possibly bad) API 

elements. Note that it is initially possible to populate these three classes with appropriate API elements. For 

example, all API elements that are historically identified as attacks can be assigned to a class of bad elements.  

We created a set of artificial data to estimate the success ratio of WinCID in classification of API elements. 

The artificial data is a controlled and pre-labeled data set. The expectation is that when the system is 

implemented in a real-environment with actual intrusion data, similar results would be achieved.   

The artificial data was initially generated from IE during normal use. A typical API element looks like {16 

42 5 28 56 90 31} where each number refers to a (renumbered) individual native API call. Thirty one API 

elements are used as training data, as follows. 

The eight elements assigned to the bad class were deliberately selected and altered so that there was a 

similarity between the elements in the class. For example, the native API pattern 16 42 5 28 56 occurs in all 

elements in some form.  

 The eight elements assigned to the neutral class have been altered so there is some similarity between the 

elements in the group. For example, the native API calls 88 49 65 71 occur in that sequence or separately in 
most of the neutral elements.  

The 15 elements assigned to the good class have no intentional similarity with the elements in this class; nor 

does any bad class pattern appear here.  The assumption is that this class represents a broad range of normal 

activities.  

Additionally, a set of 204 API elements are artificially created to be used as new API elements for testing 

purposes. Since this data set has been artificially created, we can estimate in advance the class in which each 

new element from the test data should be placed. We have also configured WinCID to send a message to update 

class representatives after forty new API elements have been analyzed. This constraint has been imposed to 

imitate a real environment and to update classes from the historical data collected. The results from our test are 

summarized in Table 1. 

 

Table 1. Accuracy of WinCID for the test data 



 

 Good 

Elements 

Neutral 

Elements 

Bad 

Elements 

Ragbag 

Elements 

WinCID 41 56 75 32 

Expecte

d 

92 56 56 0 

 

 

Out of 204 API elements, WinCID classified all neutral and bad API elements to the correct classes. 

However there were issues with the placement of elements in the good class. 92 elements should have been 

assigned to this class but only 41 of them were actually placed there. Instead, 19 elements were assigned to the 

bad class (false positive) and 32 to the ragbag group. Any new elements that have no similarity to the three 

cluster representatives are classified under ragbag. However, these elements will be assigned to one of the three 

clusters during the re-clustering phase, when all historical API elements are used to calculate the new class 

representatives.  It is worth noting that re-classifying can also be done with other clustering or classifying 

methods (such as k-means) before the class representatives are chosen by the PCC. This property offers greater 

flexibility by allowing the algorithm to be fined-tuned to improve accuracy. Accuracy might also be improved 

by choosing more than one representative for each class. 

Although WinCID produced a high number of false positives, it did not produce any false negatives for the 
test data. In an ideal world, it is preferable to have 100% accuracy but this is almost impossible to achieve.  In 

reality, any IDS algorithm will produce false positives and false negatives. However, it is preferable for an IDS 

to generate more false positives than false negatives if detecting all attacks is the ultimate aim. The disadvantage 

of recording too many false positives is the administrative overhead associated with this. 

4. CONCLUSION 

Developing effective intrusion detection systems is an important task due to the growing number of 

vulnerabilities and exploits on the Internet. A number of IDS have been developed for the Unix platform, 

however more recent research has focused on the Windows platform.  

In this paper, we introduced a prototype real-time intrusion detection system as a proof-of-concept, designed 

to detect intrusions based on Windows native API call sequences using clustering techniques. A 
computationally-fast algorithm is used to incorporate historical data into the detection process while still 

allowing the IDS to run in real-time. 

While the prototype has not been used against actual intrusions, it was tested in a real-time environment 

analyzing native API calls generated from IE for a set of artificial intrusion sequences. The success of this test 

and the previous analysis shows that WinCID has the potential with further research to be developed into an 

effective real-time IDS.  
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