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Abstract

A parallel design and implementation of FM-index is

presented in this paper. In applications, the performance of

the FM-index is crucial, which is a self-contained, highly

compressed indexing algorithm. With the popularity of

multi-core processors, parallel computing allows the FM-

index to run faster by performing multiple computations si-

multaneously when possible. Our approach works by split-

ting input data into overlapping blocks with equal size, and

running them through the FM-index algorithm simultane-

ously on multiple processors. After analyzing and refac-

toring the sequential version, we organize the data flows

of all operations according to a unified parallel frame-

work. The experimental results show that, in general our

approach has achieved a significant and sub-linear speedup

on widespread symmetrical multi-processing architectures.

This will greatly reduce the running time of executing oper-

ations on large data sets.
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1 Introduction

A full-text index is a data structure built over a text string
that supports the efficient search for an arbitrary pattern as
a substring of the indexed text. Unlike inverted index, it
does not need to make lexical analysis on text before in-
dexing. Thus, it can be applied to any type of texts be-
sides natural language, such as DNA sequences, multime-
dia signals, source code, and so on. Meanwhile, with the
ever widening gap between the CPU and disk speed, text
compression technologies are also introduced to the index
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algorithms more and more. These trends have resulted in
the birth of the concept of self-index[14].

Self-index is a kind of highly compressed full-text in-
dex that contains enough information to efficiently repro-
duce any text substring. The FM-index[2] is the first self-
index invented by Ferragina and Manzini. It is designed to
occupy space close to that of the best existing compression
techniques, and to provide search and text recovering func-
tionality with almost optimal time complexity. Many other
researches follow the idea of the FM-index, such as Huff-
FMI[5], RL-FMI[11], and AT-FMI[5].

With the popularization of multi-core processors, utiliz-
ing the parallel computing can enhance the performance of
the FM-index significantly on the widespread multi-core or
SMP (symmetrical multi-processing) platform. In the field
of parallelization, some related work have been reported.
The authors of [16] and [6] summarized some parallelizing
methods for compression and indexing. Especially in [8],
the author parallelized bzip21 based on the BWT[1] suc-
cessfully. In order to build the FM-index for large texts on
SMP platform, we proposed an overlapping block model to
enhance the construction efficiency of the FM-index. The
novelty of our work is that a unified framework based on
the features of self-index has been designed to parallelize
all operations at one time, including construction, recovery,
and query. The method simplifies the parallelizing work,
and improves the performance sufficiently in practice.

The rest of this paper is organized as follows. First, we
briefly introduce the principle of the FM-index. Then, we
analyze the process of the FM-index and design a unified
framework for parallelization. Next, a series of experiments
are performed to test the improvement of performance and
the scalability of our solution. Finally, we conclude this
paper.

1bzip2, http://www.bzip.org
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2 Background

2.1 Definition

According to the Amdahl’s Law[17], for a well-defined
computing task, we have:

S(P ) =
T (1)
T (P )

=
T (1)

T (1)β + T (1)(1 − β)/P
=

P

βP + (1 − β)

where S(P ) is the speedup, T (1) is the execution time using
one processor, T (P ) is the execution time using P proces-
sors, and β is the percentage of total sequential part of the
program. Thus (1 − β) of the program can be processed in
parallel using P processors. The maximum speedup is

Sm = lim
P→∞

S(P ) = 1/β

Particularly, if β = 0, Sm → ∞. In this situation, a perfect
linear speedup will be achieved.

2.2 FM-index

The algorithm of FM-index is based upon the re-
lationship between the Burrows-Wheeler compression
algorithm[1] and the suffix array data structure [13]. The
FM-index is a sort of compressed suffix array that takes ad-
vantage of the compressibility of the indexed data in order
to achieve space occupancy close to the information theoret-
ical minimum. Precisely, given text T [1, n] to be indexed,
the FM-index occupies at most 5nHk(T )+o(n) bits of stor-
age, where Hk(T ) is the k-th order entropy of T , and allows
the search for the occ occurrences of a pattern P [1, p] within
T in O(p + occ log1+ε n) time, where ε > 0 is an arbitrary
constant fixed in advance[2].

The Burrows-Wheeler transform produces a permutation
of the original text, denoted by T bwt = bwt(T ). String
T bwt is the result of the following steps: (1) append a spe-
cial end marker #, which is the smallest character lexico-
graphically, to the end of T ; (2) form a conceptual matrix
M whose rows are the cyclic shifts of string T# sorted in
lexicographic order; (3) construct T bwt by taking the last
column of M. The first column is denoted by F [2].

The suffix array A of text T is represented implicitly
by T bwt: A[i] = j iff the i-th row of M contains string
tjtj+1 · · · tn#t1 · · · tj−1[5]. The novel idea of the FM-
index is to store T bwt in compressed form, and then sim-
ulate the search in the suffix array. The FM-index can also
locate the text positions where P occurs, and display any
length of substrings around the occurrences. The details of
search algorithm are referred to [2] and [5].

The FM-index tool2 supports three categories of opera-
tions: (1) construction: build index for texts; (2) recovery:

2FM-index Version 2, http://roquefort.di.unipi.it/˜ferrax/fmindexV2/index.html
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Figure 1. An overlapping block model. The
length of the overlapping section is far
shorter than the block size, but also long
enough to cover most patterns. It is based on
an assumption that the text size is far larger
than the pattern length.

extract arbitrary part or full of text from index; (3) query:
for a pattern, locate the occurrences, or display nearby char-
acters.

3 Framework

3.1 Overlapping Block Model

The construction process of the FM-index usually needs
the size of temporary memory several times larger than that
of the indexed text. For large scale texts, this maybe up to
Gigabytes[10]. It is difficult to build the FM-index for them
because of the large memory requirement. To overcome this
limitation, a large text is split according to an overlapping
block model, shown in Figure 1.

Apart from dividing the text into blocks of constant size,
we also append certain length of succeeding characters to
the end of each block to ensure the correctness of query op-
erations. These text blocks are then indexed respectively.
The query process is also executed block by block sequen-
tially.

In practical scenarios, The block processing is suitable
for parallelization. Since the data is split into independent
blocks, and their output results depend completely on their
own content, the communications between processors will
be minimized. And the FM-index algorithm is CPU inten-
sive. The part of the program that could not be parallelized
(e.g. master thread distributes data to slave threads when
they startup) only accounts for only a relatively small per-
centage. It can be expected to have a small β. Thus, in
principle we could achieve a significant, possibly sub-linear
speedup through parallelization. We will confirm this esti-
mation by experiments in Section 4.

170170170
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Figure 2. Parallel process

3.2 Parallel Framework.

Compared to common indices, the FM-index has the fol-
lowing characteristics. First, it supports a wide range of
operations. Second, because the original text is encapsu-
lated into the FM-index, we do not need to refer it any more
while performing queries. Therefore, the data flow of the
FM-index has been simplified compared to general indices.
Based on the overlapping block model, we defined a unified
abstract framework to describe the parallel processes of all
operations, shown in Figure 2. It works by the following
three steps: (1) take out a piece of data block from the input
file (text or index); (2) process this piece of data, and buffer
its corresponding result. If there are any data block that has
not been processed, go back to Step 1; (3) collect and merge
all previous results.

In the framework, the input data is read block by block,
and then distributed to the idle processers (if any). The re-
sults are sent to a global collector, which is created by the
master thread. When all sub-blocks have been processed,
the collector will merge and output the final result. The col-
lector maintains a result buffer established either on disk or
in main memory (the location depends on specific operation
strategy). The master thread and the child threads synchro-
nize their actions by the consumer\producer model.

Once we realize the abstract process by using the object-
oriented technique, the specific operations can be derived
from the abstract process. Therefore, as long as the abstract
process is parallelized, the parallelization of all operations
is also completed, as shown in Figure 3. The multi-threaded
program was created using OpenMP library3, which is suit-
able for SMP. In addition, to achieve a balance between
speed and memory requirement, we configure the buffer ca-
pacity of the results to the number of processors. Generally,
the use of the buffer capacity that is lager than the number
of processors would not bring any speedup but rather sig-
nificantly increases the amount of memory required to run

3OpenMP, http://www.openmp.org/
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Figure 4. The performance of the build op-
eration as the number of processors varies.
The left is the wall clock time as a function
of the number of processors, and the right is
the speedup as a function of the number of
processors.

[8].

4 Experiments

We selected three representative operations, including
build, recover, and locate, to demonstrate the effectiveness
of our approach. The performances under different num-
ber of processors are tested to observe the scalability of our
implementations.

The following experiments ran on a server with the fol-
lowing configuration: 4 AMD Opteron dual-core proces-
sors 870 2 GHz, 1 MB L2 cache, 16 GB DDR2 RAM, and
2 TB SCSI disk. The operating system is Fedora core 5.
We compiled the code with Intel compiler 9.1 using the op-
timization option “-O3”. The file ‘DNA’ from Pizza&Chili
Corpus4 was selected as data in following experiments. It is
a sequence of newline-separated gene DNA sequences, with
the size of 403,927,746 bytes. All experiments were mea-
sured by wall clock times in milliseconds. In addition, we
set the parameters of the block FM-index as follows: block
size = 10MB; overlapping length = 1KB.

4.1 Construction

The performance of build operation is shown in Figure 4.
With the increasing number of processors, the performances
of build operation climbs up significantly with a sub-linear
speedup. We also give a theoretical curve close to the prac-
tical results for reference. From Figure 4, we could estimate
that the β of build operation is nearly 0.015. The fact that

4Pizza&Chili Corpus, http://pizzachili.di.unipi.it/index.html
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void exec(StrategyFactory::instruction ins, Parameter p) {
Strategy *s = StrategyFactory::create(ins, p);
ResultCollector *rc = s->getRC();

#pragma omp parallel for shared(s, rc) num_threads(8)
for (int i = 0; i < s->loops(); i ++)
{

Block *b = s->getInput(i);
Result *r = s->process(i, b);
rc->add(i, r);

}

rc->output();
...

}

Figure 3. Parallel process implemented by C++. First, a specific strategy is created by using the
factory method[7]. Next, we enter a loop associated with the OpenMP directive. In the loop, the
input data are fetched and computed, then their results are sent to the global collector. After the
loops finish, the collector submits the final result to the users.
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Figure 5. The performance of the recover op-
eration as the number of processors varies.
The left is the wall clock time as a function
of the number of processors, and the right is
the speedup as a function of the number of
processors.

it has relatively small β guarantees a possible high Sm and
good scalability for hardware systems.

4.2 Recovery

Similar to the build operation, the recover operation also
achieves a sub-linear speedup. The β ≈ 0.03, shown in
Figure 5.
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Figure 6. The performance of the locate op-
eration as the number of processors varies.
The left is the wall clock time as a function
of the number of processors, and the right is
the speedup as a function of the number of
processors. We test the speedup times with
groups of patterns with different length. Each
group has 100 patterns.

4.3 Query

In the experiment of the locate operation, we should
measure the wall time for patterns with different length p re-
spectively. Usually, a comparative longer pattern brings less
occurrences, and it will take less time to execute a query.
Because the sequential part (such as I/O) is fixed, the in-
creasing value of p will also increase β but decrease Sm.

172172172
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As shown in Figure 6, the experiments were made with
p from 10 to 50. In the results, the longer the pattern, the
less speedup we achieved. If p ≥ 40 and P ≥ 4, the effect
of parallelization will become unobvious because β is big
enough to prevent further promotion. However, considering
that the sequential part of the program is not reducible under
SMP, the overall performance of query is still satisfactory.

5 Conclusion

In this paper, we have presented the design and imple-
mentation of an approach that parallelizes the FM-index al-
gorithm. Based on our overlapping block model, the data
flows of operations are organized into a unified parallel
framework. The solution achieves the overall sub-linear
speedup on the SMP architectures or multi-core proces-
sors. It is also general and can be plugged into any kinds
of self-indices. Future work maybe include deploying the
FM-index on MPP (massive parallel processing) clusters for
even large data sets, or applying the parallel framework to
other self-indices, such as CSA[9][15].
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G.: Compressed representation of sequences and full-
text indexes. Technical Report 2004-05. Technische
Fakultät, Universität Bielefeld, Germany (2004)

[5] Ferragina, P., Manzini, G., Makinen, V., Navarro, G.:
An alphabet-friendly FM-index. In Proc. the 11th In-
ternational Symposium on String Processing and In-
formation Retrieval. LNCS (2004) 150-160

[6] Frakes, W., Baeza-Yates, R.: Information retrieval:
data structures and algorithms. Prentice-Hall, Inc.
(1992)

[7] Gamma, E., Helm, R., Johnson, R., Vlissides, J.: De-
sign patterns: elements of reusable object-oriented

software. Addison-Wesley Longman Publishing Co.,
Inc. (1995)

[8] Gilchrist, J.: Parallel Data Compression with bzip2.
In Proc. the 16th IASTED International Conference
on Parallel and Distributed Computing and Systems
(2004)

[9] Grossi, R., Vitter, J.: Compressed suffix arrays and
suffix trees with applications to text indexing and
string matching. SIAM Journal on Computing 35
(2005) 378-407

[10] Hon, W.-K., Lam, T.-W., Sung, W.-K., Tse, W.-L.,
Wong, C.-K., Yiu, S.-M.: Practical aspects of com-
pressed suffix arrays and FM-index in searching DNA
sequences. In Proc. of the 6th Workshop on Algorithm
Engineering and Experiments. SIAM Press (2004) 31-
38
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