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Abstract
In everyday speech, we sometimes ascribe moral virtues and
vices to collections of individuals. Such ascriptions can be
described as ‘collective virtue statements’. This thesis
addresses the question of how to understand collective virtue
statements, and the question of when, if ever, such statements
can be true. It is organized as follows. Chapter 1 introduces
the notion of minimal moral virtues and vices. A property P is
a minimal moral virtue or vice if and only if: (1) P belongs to
a morally responsible agent and (2) P is a moral character
trait. Chapter 2 develops a new taxonomy of possible positions
on the thesis’s central

questions, which unifies the

terminology employed by authors in the existing literature.
On this taxonomy, possible positions can be distinguished by
the extent to which they are committed to eliminativism (the
view that collective virtue statements cannot be made true) or
realism (the view that collective virtue statements can be
made true). Chapters 3, 4 and 5, assess leading approaches to
the thesis’s central questions, in light of the conditions of
minimal moral virtue set out in Chapter 1, and the taxonomy
of possible positions set out in Chapter 2. Chapter 3 focusses
on approaches that characterise collective virtues as
properties that are continuous with individual properties.
Chapter 4 focusses on approaches that characterise collective
virtues as group-specific individual properties. Chapter 5
focusses on approaches that characterise collective virtues as
properties of groups. Across Chapters 3, 4 and 5, it is argued
that: (1) no leading approach to collective virtue succeeds in
satisfying the conditions of minimal moral virtue argued for
in Chapter 1, (2) each approach faces additional objections
that do not depend upon the success of the proposed
conditions, and (3) no approach provides an adequate basis for
a normative ethical theory, regardless of whether one accepts

the proposed conditions. Chapters 6, 7 and 8 jointly offer a
novel argument for the possibility of minimal collective moral
virtues and vices. On this argument, some non-metaphorical
collective virtue statements are not misconceived and not
reducible to individual virtue statements because there are
(logically possible) irreducible collective properties that meet
both conditions of minimal moral virtue. Chapter 6 outlines
this argument in detail and defends its least controversial
premises. Chapters 7 and 8 defend the argument’s most
controversial premise - the claim that there are (logically
possible) irreducible collective properties that meet both
conditions of minimal moral virtue. Chapter 7 argues that
some collective properties meet the first condition (namely,
the requirement that a property P is a moral virtue only if P
belongs to a morally responsible agent). Chapter 8 argues that
some collective properties meet the second condition (namely,
the requirement that a property P is a moral virtue only if P
is a moral character trait). Chapter 9 concludes the thesis.
Essentially, if collective virtue and vice statements are
understood as argued for in the thesis, then a carefully defined
sub-set of collective virtue statements can be true.
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Introduction

1.1. Ascriptions of moral virtues and vices to collections of
individuals
In December 2019, an eruption on Whakaari/White Island near
New Zealand’s east coast killed 21 people. At a time when some of
the victims of this tragedy were still missing, the New Zealand
Defence Force (NZDF) deployed a team of eight personnel to return
bodies on the island to the mainland. The team successfully
recovered

six

bodies.

In

discussing

the

operation,

Police

Commissioner Mike Bush remarked that “[t]he force showed
absolute courage in an "unpredictable, challenging environment"
(O’Dwyer, 2019: emphasis mine).
In April 2015, the Labor-led Victoria State Government
cancelled contracts for the ‘East West Link’ – a proposed road
project in Melbourne (ABC, 2015).1 In September 2018, Liberal
Party Member Josh Morris criticized this decision during a
parliamentary debate. In so doing, Morris asked: “[w]hat type of
irresponsible government tears up a contract for a vital piece of
infrastructure that everyone knows that we need, and we need it
now, not in 10 years time[?]” (Morris, 2018; emphasis mine).2
In the leadup to New Zealand’s 2017 General Election,
Green Party MP Jan Logie criticized the then-National-led

1 In Australian politics, the Labor Party is generally seen as a
centre-left party, while the Liberal Party is generally seen as a
centre-right party.
2 Responsibility is sometimes seen as a good-making trait of
character, and, relatedly irresponsibility is sometimes seen as a
bad-making trait of character (Williams, 2008; Thompson, 2012). I
assume here that Morris is using the word ‘irresponsible’ in this
way.
11

Government’s record on welfare.3 Logie claimed that “[b]enefit
sanctions punish families who are already struggling to get by, and
punish them by pushing them further into poverty”. She also went
on to say that “[t]hese are not the actions of a decent and
compassionate government – benefit sanctions are punitive and
cruel, and it’s going to take a change of government to get rid of
them” (Logie, 2017; emphasis mine).4

1.2. Central focus of thesis
It is a fact then that, in everyday speech, we sometimes ascribe
moral virtues and vices to collections of individuals.5 For
convenience, I will refer to such ascriptions as ‘collective virtue
statements’ and ‘collective vice statements’.6 From this point
onwards, whenever I refer to ‘collective virtue statements’, I also
refer to ‘collective vice statements’, except where noted. This thesis
focusses on the question of how to understand collective virtue
statements, and the question of when, if ever, such statements can
be true.7 In a fledgling debate at the intersection of normative
3 In New Zealand politics, the Green Party is generally seen as a
left-wing party, while the National Party is generally seen as a
centre-right party.
4 A year later, the then-National Party leader (and then-leader of
the opposition) Simon Bridges (2018) quoted Logie’s original
comment during a parliamentary debate and suggested that the
new Government failed to live up to the ideals Logie hinted at in
that comment (regarding what it is to be a compassionate and
decent Government).
5 Many normative ethicists take courage, decency and compassion
to be moral virtues, and irresponsibility and cruelty to be moral
vices.
6 The term ‘collective virtue statement’ is borrowed from Reza
Lahroodi (2007: 282).
7 The statements offered above pertain to the courage of the NZDF
dive team, the (supposed) irresponsibility of the Labor-led Victoria
State Government, and the (supposed) cruelty of the National-led
New Zealand Government. As I argue in Part I (section 2.5.2), the
question of whether these statements are true or false cannot be
sensibly answered until two requirements are met. First, it needs
12

ethics and social philosophy, several authors argue that some
collective virtue statements can be true (Beggs, 2003; Sandin, 2007;
Lahroodi, 2007; Fricker, 2010; Ziv, 2012; Byerly and Byerly, 2016). 8
Moreover, almost all of these authors argue that some collective
virtue statements do not reduce (or translate) to individual virtue
statements (Ziv, 2012 is the exception here).9
In this thesis, I have three goals. In Part I, I aim to develop
a revised taxonomy of possible positions on the thesis’s central
questions. In Part II, I argue that no author in the above debate
establishes the irreducibility (or non-translatability) of collective
virtue statements to individual virtue statements. And in Part III,
I offer a new argument for the claim that some collective virtue
statements are irreducible to individual virtue statements.
Shortly, in sections 1.4 and 1.5, I will explain each part of
the thesis in more detail, outline its overall structure, and highlight
the significance of the topic. But before I do so, I must clarify some

to be established that collective virtue statements are not
metaphorical shorthand for some other statement. And second, it
needs to be established that collective virtue statements can in fact
be made true or false. On two possible positions that I describe in
Part I – ‘metaphor theory eliminativism’ (section 2.5.2.1), and ‘error
theory eliminativism’ (section 2.5.2.2) – one or more of these
requirements fail to be met.
8 I use the term ‘social philosophy’ as an umbrella term for
literature that covers topics such as collective belief (e.g., Gilbert,
1987, 1989; Lackey, 2016), collective obligations (e.g.
Schwenkenbecher, 2013; 2019; Wringe, 2016; 2020; Collins, 2013;
2017; 2019), joint intentionality (e.g. Bratman, 1999); joint action
(e.g. Miller, 2001), and group agency (e.g. List and Pettit, 2011;
Huebner, 2014; Tollefsen, 2015; Epstein, 2015; Strohmaier, 2020).
I use the term ‘collective virtue literature’ to refer to literature that
relates immediately to the thesis’s central questions. And I explain
what I mean by ‘normative ethics’ shortly, in section 1.3.3.
9 Two points. First, by ‘individual virtue statement’ I just mean
‘ascription of a moral virtue or vice to an individual human agent’.
Second, in Part II of the thesis, I offer reasons for thinking each
author’s arguments ought to be interpreted in the way I have
suggested in the main text. (I also say more about what I mean by
‘reducibility’ in Part I (section 2.5.1)).
13

foundational terminology that will be drawn on throughout the
thesis. (By clarifying this terminology in advance, the structure of
the thesis will be easier to follow).

1.3. Terminology
1.3.1. Virtues and vices
I use the terms ‘virtue’ and ‘vice’ in the following way. In the most
general sense, a virtue is a favourable quality or positive feature of
an entity and a vice is an unfavourable quality or negative feature
of an entity. Some types of virtues are favourable qualities of a
dispositional sort that are possessed by agential entities. Moral
virtues and epistemic virtues are two prominent examples of these
types of virtues. Aesthetic virtues and prudential virtues are
further examples (Miller, 2014: 22-23; 2018: 9).10 In this thesis, my
primary focus is on moral virtues and vices. I say more about what
I mean by ‘moral virtue’ and ‘moral vice’ shortly, in section 1.3.4.

1.3.2. Collective virtues and collective vices
I use the term ‘collective virtue’ as shorthand for ‘virtuous
disposition, possessed by some collective in its own right’. And,
relatedly, I use the term ‘collective vice’ as shorthand for ‘vicious
disposition, possessed by some collective in its own right’. These
stipulative definitions leave a number of important questions
unanswered, such as the question of what a virtue or vice is, the
question of what a disposition is, and the question of what a
collective is. I will attempt to answer these questions throughout
the thesis. The salient point, however, is that the terms ‘collective

Other types of virtues are favourable qualities that are: (1) not
obviously of a dispositional sort and, (2) not possessed by agential
entities. Theoretical virtues are an example of this type of virtue.
14
10

virtue’ and ‘collective vice’ are not, on my view, distinct concepts.11
A moral virtue, whatever account we give of it, is a dispositional
property of an entity, whatever sorts of entities come into the
running (individual, collective or otherwise). And likewise, for
moral vices.

1.3.3. Normative ethics
Third, this thesis is primarily a contribution to the immediate
debate on collective virtue (outlined in section 1.2). But, since moral
virtues and vices fall squarely in the domain of normative ethics,
and, since I argue for a particular position on what it is for an entity
to have a moral virtue or vice, this thesis is also a contribution to
normative ethics more generally.
As a field, normative ethics is concerned with “the
articulation and the justification of the fundamental principles that
govern the issues of how we should live and what we morally ought
to do” (Driver, 2007: 31). And, where the notions of moral virtue
and vice are concerned, approaches to normative ethics can be

The inspiration for this move arises from similar methodologies
in the (non-virtue related) social philosophy literature. For
example, Margaret Gilbert (2002: 120) suggests what she calls the
‘broad method’ of investigating the nature of collective properties.
This method involves considering the so-called feature of
individuals and groups in question (in Gilbert’s case, guilt feelings),
and extrapolating from features that belong to groups and features
that belong to individuals. Christian List and Philip Pettit (2011:
Ch1), employ a similar method when investigating the nature of
group agency. In short, List and Pettit think that ‘group agency’ is
not a sui generis concept. They argue for a general account of
agency that applies to any entity that can satisfy relevant
conditions and go on to show that a group agent is one kind of entity
that qualifies as an agent. Stephanie Collins employs a similar
approach to the issue of group abilities, that generalises to analyses
of other group-level concepts (Collins, 2019: 65-66). I acknowledge
that the texts cited discuss different collective features and arrive
at different conclusions. The point here is to draw attention to the
similarities in method between them.
15
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roughly divided along the following lines. Virtue ethics is a branch
of normative ethical theory, distinct from consequentialism and
deontology, that focusses primarily on issues of virtue and moral
character. Consequentialism is a family of moral theories that focus
primarily on the consequences of acts. Deontology is a family of
moral theories that focus primarily on duties and rules. And virtue
theory is an umbrella term which includes virtue ethics, as well as
approaches to virtue within other normative ethical theories
(including consequentialism and deontology) (Hursthouse, 1999;
Hursthouse & Pettigrove, 2016).12
On the terminology above, the position I develop in this
thesis is one that is best characterised as a version of virtue theory.
It is an approach to the concept of collective moral virtue that does
not rely on the truth of virtue ethics, consequentialism, deontology,
or any other background normative ethical theory.

1.3.4. Minimal moral virtues and full-fledged moral virtues
The question of what constitutes a normative ethical theory is
contested. And the order of priority among ethical concepts is
contested by normative ethicists too.13 But, despite these
disagreements, it seems highly plausible that any adequate
I accept that this particular way of dividing normative ethical
theories is potentially controversial, and that my characterisations
of each theory are somewhat simplistic. But my goal here is not to
offer a definitive account of what normative ethics is, or of how it
should be done. As I suggest in the main text, my goal is simply to
note that the position developed in this thesis does not rely on the
truth of any particular normative ethical theory.
13 Very roughly, the relevant dispute can be framed in the following
way. On one hand, consequentialist and deontologist accounts of
virtue tend to have it that virtues are secondary to other concepts
(such as good states of affairs and right acts). And on the other
hand, virtue ethical accounts of virtue tend to have it that virtues
play a more fundamental role. For the virtue ethicist, virtues are
not simply dispositions to perform right acts. Conversely, right acts
express virtue (Zagzebski, 2010: 45-48).
16
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normative ethical theory requires the following two conditions:14 (1)
a property P is a moral virtue or vice only if P belongs to a morally
responsible agent,15 and (2) a property P is a moral virtue or vice
only if P is a moral character trait.16 I will assume for the purposes
of argument that both conditions are non-negotiable.

Technically, any adequate normative ethical theory that is noneliminativist about moral virtues and vices seems to require my
suggested conditions. Eliminativism about moral virtues and vices
is the view that there are no such things as moral virtues and vices
(e.g. Harman, 2000). The eliminativist, then, might opt to reject my
conditions, on the grounds that an adequate normative ethical
theory requires no reference to moral virtues and vices. As others
have noted, eliminativism is an extreme view (Miller, 2014: xi). At
this point in the thesis, I assume that this eliminativism is false.
But later, in chapter 8 (section 8.1.4.4), I offer an argument against
a particular version of this view (namely ‘anti-realism about
character trait dispositions’ (Miller, 2014: 22)). Furthermore, even
if one is a consequentialist or deontologist, one need not be an
eliminativist about virtue. As I suggested in footnote 12, one could
maintain that virtues are secondary to other fundamental
concepts, such as good states of affairs or right acts. Many authors
offer consequentialist and deontological accounts of virtue (e.g.
Driver, 2001; Bradley, 2005; Hill and Cureton, 2014).
15 Here, and elsewhere, I use the term ‘morally responsible agent’
to refer to ‘an agent that is fit to be held morally responsible for its
actions’. Since I do not want to beg the question against rival
approaches to collective virtue in Part II, I do not presuppose a
particular account of moral responsibility at the outset. But in Part
III, when I offer a new argument for collective virtue, I adopt an
account of moral responsibility broadly inspired by List and Pettit
(2011) and List and Menzies (2009). (See sections 7.1.3 and 7.2.4.)
16 I accept that, if one prefers to think of virtues as skills rather
than character traits, one could amend (2) so that it reads a
property P is a moral virtue only if P is a skill. I assume, however,
that moral virtues are best characterised as character traits rather
than skills. It would take the discussion too far off-course to defend
this assumption at length. But a reason for accepting this
assumption, following Foot (1978) and Sandin (2007), is as follows.
One can choose not to exercise a skill, without leading us to believe
that they lack that skill. For example, a skilful teacher could
intentionally fail to perform a roll in one’s kayak, so as to
demonstrate a common error. However, if an agent were to choose
not to exercise a moral virtue, any accusation of a lack of virtue
could not be rebutted in the same way. If one claimed that one
deliberately failed to be courageous, for example, this would not
17
14

Why think that both conditions are non-negotiable?
Consider (1). If we were to relax this condition, we would be forced
to accept that entities could be bearers of moral virtues and vices
despite failing to qualify as morally responsible agents. We would
be forced, in other words, to accept that an agent can have a moral
virtue or vice even if it cannot be held morally responsible for the
actions it performs. As I suggested in section 1.3.3, following Julia
Driver, normative ethics is partly concerned with the question of
what we morally ought to do (Driver, 2007: 31). If an entity cannot
be held morally responsible for its actions, it cannot be held
responsible for failing to act in accordance with moral obligations.17
Thus, entities of this kind are an inappropriate target for
normative ethical theories. Thus, I assume that the first condition
is non-negotiable.
Consider (2). If we were to relax this condition, we would be
forced to accept that entities could be bearers of moral virtues and
vices despite failing to qualify as bearers of character traits. We
would be forced, in other words, to accept that an entity could be
the bearer of a moral virtue or vice even if that entity is not a proper
object of normative assessment.18 Such a result is problematic,
neutralise any accusation of a lack of courage (Sandin, 2007: 307).
So, moral virtues are best characterized as character traits rather
than skills. (This point is revisited in Chapter 5 (section 5.3.1)).
17 Here, I assume that ‘agent A morally ought to do P’ translates to
‘agent A has a moral obligation to do P’. Furthermore, I assume
that moral obligation is closely related to moral responsibility. As
Bill Wringe puts the point, “[o]bligation is primarily a forwardlooking notion, whereas responsibility looks both forward and
backwards: the domain of things that one can be obliged to do lies
in the future, whereas one can be responsible for both events in the
past and future outcomes” (Wringe, 2016: 474).
18 Later, in Chapter 8 (section 8.1.2), I adopt Christian Miller’s
account of character traits, which holds that: “[a] character trait is
a personality trait for which a person who has it is, in that respect,
an appropriate object of normative assessment by the relevant
norms” (Miller, 2014: 15). This is a less demanding account of
character traits (and thus virtue) than others on offer in the
literature. As Driver points out, “the view that true moral virtue is
18

since moral virtues and vices are properties that seem to be related
to norms. Thus, relaxing the second condition is also problematic.
Thus, I assume that the second condition is non-negotiable.
So, I assume that (1) and (2) are non-negotiable conditions of
moral virtue on any adequate normative ethical theory. But in
stipulating this assumption, I do not claim that (1) and (2) comprise
the full list of non-negotiable conditions an adequate normative
ethical theory might require, with respect to moral virtues and
vices. Further conditions may be required. And these may include
conditions that relate to cross-situational consistency (Russell,
2009; Snow, 2009), emotions (Hursthouse, 1999: Ch5; Driver,
2001), consciousness, (Gallagher, 2007), and moral education (Hitz,
2012: 267-268).19
I introduce the terms minimal moral virtue and minimal
moral vice to refer to properties that meet conditions (1) and (2),
irrespective of whether those properties are held by individuals or

in some sense voluntary is shared by almost everybody who has
written on the subject” (Driver, 2001: 8-9; emphasis Driver’s).
While I am implicitly committed to a voluntariness requirement on
actions (section 7.1.3), I do not include a voluntariness requirement
on character traits. Such a requirement is more demanding than
my requirement that character trait bearers are objects of
normative assessment (with respect to trait-relevant actions)
(section 8.1.2). Such a requirement seems to require that character
traits themselves are properties that an agent must choose and
cultivate voluntarily. Given this, one should not have an issue with
my suggestion in the main text on the grounds that it is too
demanding. If one were to interpret my second condition with
reference to a more widely accepted (and more demanding)
definition of character traits, one would have even more reason for
thinking my second condition is non-negotiable.
19 Since I do not take cross-situational consistency to a be a nonnegotiable condition of moral virtue and vice, my view is not as
vulnerable to the situationist challenge (Harman, 1999; Doris,
2002) as normative ethical theories that explicitly require moral
virtues to be global traits (i.e. traits that exhibit a high level of
cross-situational consistency).
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collectives.20 And I introduce the terms full-fledged moral virtue
and full-fledged moral vice to refer to properties that meet further,
more demanding conditions (whatever those turn out to be).21 In
the remainder of the thesis, I focus my attention entirely on
minimal moral virtues and vices. I do not take a stand on what it
is for a property to qualify as a full-fledged moral virtue or vice.
When I assess rival approaches to collective virtue in Part II, I
assess them only against (1) and (2).22 And, when I develop my
positive argument in Part III, I argue only that collectives can
possess minimal moral virtues and vices. I do not argue that
collectives can possess full-fledged moral virtues and vices.
As we will see in Part II, the task of showing that collectives
can meet (1) and (2) is much more difficult than authors in the
collective virtue literature have supposed. And, as we will see in
Part III, the task of showing that individuals can meet (1) and (2)
is more difficult than authors in the normative ethics literature

I assume here that, to qualify as a minimal moral virtue
specifically, the candidate property P must meet a third,
suppressed condition. This condition holds that a property P is a
minimal moral virtue only if P is a good trait of character. Likewise,
I assume that the candidate property P must meet a slightly
different third, suppressed condition in order to qualify as a
minimal moral vice. This condition holds that P is a moral vice only
if P is a bad trait of character.
21 My distinction between minimal and full-fledged moral virtues
and vices is inspired by Stephanie Collins (2013: 232) and Gunnar
Bjornsson and Kendy Hess (2017: 273), who distinguish between
different kinds of moral agency. Collins distinguishes minimal
conditions for moral agency (decision making procedures that can
process moral reasons) and conditions for full-fledged moral agency
(complex attitudes, phenomenology, conceptual understandings).
Bjornsson and Hess distinguish moral agency from fully-fledged
moral agency, where the former includes being subject to moral
obligations, being capable of acting freely, and recognizing and
acting on moral considerations, while the latter includes being
capable of certain reactive attitudes, such as guilt and indignation.
22 I also provide an independent argument against each approach,
that does not rely on (1) and (2).
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have supposed.23 In both contexts – individual and collective – I
maintain that the task of establishing the possibility of minimal
moral virtues and vices is an unavoidable, essential first step. This
task precedes the task of establishing the possibility of full-fledged
moral virtues and vices. And this task is one of my main goals in
the thesis.

1.3.5. Collectivities and collectives
Finally, there is one further piece of terminology that I need to
clarify at the outset. This is the distinction between collectivities
and collectives. A collectivity is any collection of individuals,
whether that collectivity is a random grouping (e.g. the set
consisting of Muhammed Ali, Rene Descartes and Hillary Clinton),
a grouping that has a feature in common (e.g. the set of all people
who are right-handed), or a more formally structured group (e.g.
Shell, the Australian Government). A collective is a collectivity that
has an identity of its own, and which persists across time.24 In
Parts 1 and 2, I make no assumption about which kinds of
collectivities can be bearers of minimal moral virtues and vices. But
in Part III, I explicitly argue that collectives can be bearers of
minimal moral virtues, while mere collectivities cannot.

1.4. Structure of thesis
As already mentioned, the thesis addresses the question of how to
understand collective virtue and vice statements, and the question
of when, if ever, such statements can be true. The discussion is
divided into three parts. Part I consists of one chapter – Chapter 2.
See section 8.1.4.
Other authors such as Peter French (1984: 13) and Per Sandin
(2007) use the term ‘collectivity’ in a similar way. Authors such as
Margaret Gilbert use the term ‘collectivity’ in a different way. More
on this in chapter 2 (section 2.1).
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Chapter 2 develops a revised taxonomy of possible positions on
collective moral virtue, which builds on the conceptual work of
existing authors in the debate. A major problem with the debate at
present is that there is little uniformity in the current literature,
with respect to how to divide up possible positions on the topic of
collective virtue, and with respect to how to understand the key
concepts in the debate. My revised taxonomy aims to solve this
problem by unifying the terminology employed by authors in the
existing literature, and by clearly showing how each possible
position relates to one another. On this taxonomy, possible
positions can be distinguished by the extent to which they are
committed to eliminativism (the view that collective virtue
statements cannot be made true) or realism (the view that
collective virtue statements can be made true).25 In addition to
clarifying the existing debate, the revised taxonomy serves two
further purposes. First, the taxonomy helps to frame my critique of
rival approaches to collective virtue that appear in Part II. And
second, the taxonomy helps to show clearly where my positive
position argued for in Part III fits into the debate.
Part II consists of three chapters – Chapter 3, Chapter 4, and
Chapter 5. Chapters 3, 4 and 5, assess leading approaches to the
question of how to understand collective virtue and vice
statements, in light of the conditions of minimal moral virtue set
out in section 1.3.4, and in light of the taxonomy of possible
positions set out in Chapter 2. Chapter 3 focusses on approaches
that characterise collective virtues as properties that are
continuous with individual properties. Chapter 4 focusses on
approaches that characterise collective virtues as group-specific
individual properties. Chapter 5 focusses on approaches that

The taxonomy I develop is modelled on List and Pettit’s (2011: 116) taxonomy of possible positions on group agency. My use of the
terms ‘eliminativism’ and ‘realism’ is broadly inspired by their use
of these terms. (More on this in Chapter 2 (section 2.5.2).)
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characterise collective virtues as properties of groups. Across each
of these chapters, I argue that: (1) no leading approach to collective
virtue succeeds in satisfying both conditions of minimal moral
virtue, (2) each approach faces additional objections that do not
depend upon the success of the proposed conditions, and (3) no
approach provides an adequate basis for a normative ethical
theory, regardless of whether one accepts the proposed conditions.
Part III consists of three chapters – Chapter 6, Chapter 7
and Chapter 8. As a whole, Part III offers a novel argument for the
possibility of minimal collective moral virtues and vices. On this
argument, some non-metaphorical collective virtue statements are
not misconceived and not reducible to individual virtue statements
because there are (logically possible) irreducible collective
properties that meet both conditions of minimal moral virtue.
Chapter 6 outlines this argument in detail and defends its least
controversial premises. Chapters 7 and 8 defend the argument’s
most controversial premise - the claim that there are (logically
possible) irreducible collective properties that meet both conditions
of minimal moral virtue. Chapter 7 argues that some collective
properties meet the first condition, namely, the requirement that a
property P is a moral virtue only if P belongs to a morally
responsible agent. Chapter 8 argues that some collective properties
meet the second condition, namely, the requirement that a property
P is a moral virtue only if P is a moral character trait.

1.5. Significance of thesis topic
There are important theoretical and practical reasons for
investigating the topic of collective moral virtue in detail. The
growing literature on collective moral concepts (i.e. duties, agency,
responsibility) seems to be motivated, at least in part, by largescale problems in the actual world, such as climate change and
global poverty (Schwenkenbecher, 2013: 310-311; Wringe, 2020:
23

1523-1524). By investigating those concepts in collective contexts,
we can potentially uncover new ways of understanding the moral
dimensions of those large-scale problems. In this way, the
investigation of collective moral virtues can contribute to this
growing literature.26
Recent literature in social philosophy has paid a lot of
attention to neighbouring topics, including the question of whether
collectives can have duties (Schwenkenbecher 2013, 2019; Wringe,
2016, 2020; Collins, 2013, 2017, 2019) and the question of whether
groups can qualify as agents (e.g. List and Pettit, 2011; Huebner,
2014; Tollefsen, 2015; Epstein, 2015; Strohmaier, 2020). But
authors in those neighbouring debates have paid limited attention
to collective virtue.
Likewise, authors working in normative ethics have paid
limited attention to collective virtue. Authors such as Rosalind
Hursthouse (1999), and Christine Swanton (2016) for example,
suggest that moral virtues and vices are properties that are
distinctive to human beings. So, on their views, the question of
whether collectives can have virtues cannot even arise.27 One
recent attempt to extend the concept of moral virtue beyond
individuals is ‘the extended character hypothesis’ (Alfano, 2014;
Alfano and Skorburg, 2017; Skorburg, 2019) – a project which
investigates whether moral virtues are bound by skin and skull (in
the same manner that Clark and Chalmers (1998) investigate

As I said earlier, the central focus of this thesis is the question of
how to understand collective virtue statements, and the question
of when, if ever, they can be true. This thesis does not explore the
moral dimensions of those large-scale problems mentioned. This
thesis is not a contribution to applied ethics or political theory.
27 I offer reasons throughout this thesis to reject human
essentialism about moral virtue. Human essentialism about moral
virtue, roughly speaking, is the view that an intrinsic (or ‘essential’)
characteristic of the concept of moral virtue is that it is possessed
by human beings. (I have borrowed the term ‘human essentialism’
from List (2014), who discusses this idea in relation to agency).
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whether the mind itself is bound by skin and skull). As interesting
as this project is, however, it is not an attempt to establish the
possibility of genuine collective moral virtues – moral virtues that
are held by collective entities (rather than complexes consisting of
human agents, social environments and asocial environments
(Alfano, 2014)).
In addition to the lack of attention from authors in
neighbouring debates, there is a further point worth emphasizing.
As I suggest in Parts 1 and 2, the immediate literature on collective
virtue (Beggs, 2003; Sandin, 2007; Lahroodi, 2007; Fricker, 2010;
Ziv, 2012; Byerly and Byerly, 2016; Cordell, 2017) is notably
underdeveloped, in comparison to those investigations of other
collective moral concepts (i.e. duties, agency, responsibility).
So, this thesis aims to fill the gaps in the existing literature
in the following way. I aim to offer a sustained discussion of
collective moral virtues that engages with literature from
normative ethics and social philosophy more broadly. And, in
engaging with this literature, I also aim to offer a novel
contribution to the existing debate on the immediate topic of
collective virtue.
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Part I.

Setting the Stage

Part I introduces the immediate literature on the topic of collective
moral virtues. This part of the thesis consists of one chapter –
Chapter 2 – which argues for a revised taxonomy of possible
positions on how to understand collective virtue and vice
statements (i.e. ascriptions of moral virtues and vices to
collectives).
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2

A Taxonomy of Positions on Collective

Virtue

Before I can evaluate the existing approaches to collective virtue,
there is a series of interrelated problems that must first be
addressed. There are significant discrepancies between authors in
the collective virtue literature, on the questions of how to divide up
the available positions in the debate, and how to define the key
concepts at work in the debate. The existing literature on collective
virtue spans different sub-fields of philosophy, including social
epistemology (Lahroodi, 2007; Fricker, 2010), normative ethics
(Beggs, 2003; Sandin, 2007), and a mixture of the two (Ziv, 2012;
Byerly and Byerly, 2016; Cordell, 2017), as well as earlier literature
from business ethics (Solomon, 1998; Arjoon, 2000; Schudt, 2000).28
There is little uniformity in the use of terminology between each of
the authors, with respect to key concepts and distinctions. There is
also little uniformity on how to distinguish positions from one
another. Several authors have offered different taxonomies that
divide up the existing positions in different ways, and it is not
always clear whether each taxonomy is to be considered as a rival
to others, or whether common ground can be found between them.
These difficulties are not surprising, given that the topic of
collective virtue is relatively new and underexplored, and given

Neither Robert Solomon (1998), Surendra Arjoon (2000) nor Karl
Schudt (2000) offer a map of the possible positions that one might
argue for, with respect to the issue of collective virtue. None of
these authors appear to offer distinctions between types of
collectivities, or types of collective virtue ascriptions either. It is
difficult, then, to build a case for how each author would
distinguish between types of positions on collective virtue
statements, were they to undertake this task. For this reason, these
authors have not been considered in the task of developing a
revised taxonomy of positions on collective virtue, or in the
discussion that takes place in Part II.
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that the current literature intersects different areas of philosophy.
But the result has been that productive philosophical debate within
the collective virtue literature to date has been very limited. In this
chapter, I seek to provide the common ground that would enable
the debate to move forward, by developing a new taxonomy of
possible positions on collective moral virtue. In so doing, I aim to
unify (as much as possible) the terminology employed by authors
in the existing literature. I begin by presenting the taxonomies that
appear in the collective virtue literature. I then highlight problems
with each. And finally, I argue that my taxonomy avoids these
problems by clarifying precisely what is at stake in the collective
virtue debate.
In chapters 3-8, I will draw on the taxonomy developed in
this chapter. The clarity that it provides helps to frame my critique
of rival approaches to collective virtue (chapters 3, 4 and 5), and to
show clearly where my positive position fits into the debate
(chapters 6, 7 and 8).

2.1.

The

Gilbert-inspired

taxonomy

of

positions:

summativism and non-summativism
Many authors take the division between summativist and nonsummativist approaches to be the fundamental controversy in
debates about collective virtue (Lahroodi, 2007; Fricker, 2010;
Byerly and Byerly, 2016). Summativism holds that a collective C
has a virtue V if and only if all or most members of C have V. Nonsummativism holds that summativism is false. For the nonsummativist, there are at least some cases in which a collective can
have a virtue, even when all or most members of the collective lack
that virtue. Thus, non-summativists can accept that many (or even
most) ascriptions of virtues to collectives can be explained in
summativist terms. The key point for the non-summativist is that
some such ascriptions cannot be explained in these terms.
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The division between ‘summative’ and ‘non-summative’ approaches
first appeared in the literature on collective belief, and, more
specifically, in the work of Margaret Gilbert (1987, 1989). Gilbert
coined the term ‘summative account’ and used it to capture a
position put forward by Anthony Quinton (1976), in relation to
ascriptions of mental properties to groups:
By a summative account of collective beliefs I shall mean one
according to which for a group G to believe that p it is
logically necessary that all or most members of G believe
that p. One simple type of summative account, which I
assume Quinton would accept, has it that in order for a
group G to believe that p it is both necessary and sufficient
logically that all or most members of G believe that p.
(Gilbert, 1987: 186)
However, Gilbert did not intend the distinction between summative
and non-summative accounts to be exhaustive. She also claimed
that summative accounts of collective belief are a form of
correlativism. Correlativism holds that a collective belief that p
requires that at least some member or members of G believe that p.
Non-correlativism holds that correlativism is false (Gilbert, 1989:
243). In other words, non-correlativism holds that a group G could
hold the collective belief p without any member of G believing that
p.
With the exception of Reza Lahroodi (Lahroodi, 2007: 283),
authors who have borrowed Gilbert’s terminology have overlooked
the distinction between correlativism and non-correlativism, in
discussions about collective virtue (Fricker, 2010; Byerly and
Byerly, 2016). Yet it is necessary to recognise this distinction in the
collective virtue debate, since it allows us to clarify the different
ways in which one can be a non-summativist about collective
virtue, on the Gilbert-inspired taxonomy. One can be a nonsummativist if one denies summativism but maintains the truth of
correlativism. On this view, for the collective to possess a virtue, it
is true that at least one group member must possess the relevant
virtue, but it is false that all or most group members must possess
29

that virtue. (For convenience, call this view correlativist nonsummativism).
One can also be a non-summativist if one denies
correlativism altogether. On this view, for the collective to possess
a virtue, it is false that at least one group member must possess
the relevant virtue (hence, non-correlativism) and it is false that
all or most group members must possess that virtue (hence, nonsummativism). (For convenience, call this view non-correlativist
non-summativism).
Byerly and Byerly (2016) claim that the truth of nonsummativism would secure the existence of collective virtues and
they suggest that this is view is shared by other authors who argue
for non-summativism, including Lahroodi (2007) and Fricker
(2010) (Byerly and Byerly, 2016: 34). Given the points above, this
claim requires revision, if only for terminological clarity. On the
Gilbert-inspired terminology, it is the truth of non-correlativism
(i.e. non-summativism of the non-correlativist variety) that would
secure the existence of collective virtues, since on such a view it is
not necessary for such virtues to be possessed by any individual
group member. By contrast, non-summativism of the correlativist
variety requires that every collective virtue is possessed by some
individual group member or other. On correlativist views, the truth
of a collective virtue ascription is just a matter of whether the
relevant virtue is possessed by some individual(s). Given this, on
such views there is nothing to be gained by positing collective
virtues.
The authors mentioned – Lahroodi, Fricker and Byerly and
Byerly – all aim at non-correlativism rather than mere nonsummativism, even though they do not use this particular label for
their respective positions. All three authors argue that a collective
can have a virtue, even when none of the individual group members
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have that virtue.29 This is the essence of non-correlativism. Each
author’s argument will be discussed in more detail, in Chapter 4.
We can summarise the Gilbert-inspired taxonomy of positions on
collective virtue using the following tree:
-

Do collective virtue ascriptions require that at least some
member of the collective possesses the corresponding virtue?
o If yes: Correlativism
▪

Do collective virtue ascriptions require that all
or most members of the collective possesses the
corresponding virtue?
•

If yes: Summativism

•

If

no:

Correlativist

Non-

Summativism
o If no: Non-correlativism (or Non-correlativist
non-summativism)
Before discussing other ways of distinguishing different positions
on collective virtue, I want to draw attention to one particular
formulation

of

the summativist/non-summativist

distinction

presented by Byerly and Byerly (2016) (and strongly implied by
Fricker (2010: 238-9)). On Byerly and Byerly’s formulation,
summativists hold that “collective virtue predications are made
true only by individuals, considered independently from groups,
possessing properties” (Byerly and Byerly, 2016: 34, emphasis
mine). And by contrast, non-summativists hold that “for at least
some ascriptions of virtues to a collective entity, the truth of these
ascriptions is accounted for only by reference to group dependent

For Fricker and Byerly and Byerly, individuals have the
collective virtue, but only in respect of their membership in the
group. This will be discussed further shortly.
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properties—properties that cannot be possessed without the
existence of groups” (Byerly and Byerly, 2016: 34).30
Two key aspects of this formulation break with the original
distinction presented by Gilbert. First, according to Byerly and
Byerly, summativism and non-summativism are distinguished by
the role that group-dependent properties play in each given
approach. Second, according to Byerly and Byerly, summativism
requires not only that collective virtue ascriptions are to be
understood in terms of the possession of virtues by individual
agents – it also requires that such individual agents are considered
independently of their membership in the group. The key idea is
that there are two senses of the term ‘individual’ at play in such
characterisations of summativism – one in which the individual is
treated as a member of the group, and one in which the individual
is considered independently of the group.31 For Byerly and Byerly,
summativism is a thesis about the truth of collective virtue
ascriptions

and

the

relationship

between

collectives

and

individuals, where individuals are to be understood in the second
sense of the term – that is, as non-group identified individuals.
Byerly and Byerly capture this point by defining the central
summativist thesis in the following way: “a collective C has a virtue
V if and only if all or most members of C, considered independently

Fricker strongly implies her commitment to a similar
formulation of summativism, when, in response to the
summativist, she claims that some group features cannot be found
at the level of the individuals considered independently from the
group (Fricker, 2010: 238). Fricker also implies a commitment to a
similar formulation of non-summativism, when she claims (in
support of non-summativism) that some aspects of individuals (i.e.
some of their practical identities) are intrinsically-group involving
(Fricker, 2010: 238-239). I explain these aspects of Fricker’s view
in more detail, in chapter 4 (sections 4.2 and 4.2.3), when I evaluate
her approach in relation to my minimalist account of virtue.
31 Cordell (2017) makes this point in his exposition of Fricker’s
approach.
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of their membership in C, have V” (Byerly and Byerly, 2016: 34,
emphasis mine).32

2.2. Ziv and Cordell’s taxonomy of positions: individualism
and collectivism
Other authors distinguish between individualist and collectivist
approaches to collective virtue. For Sean Cordell, “collectivism
holds that some social groups can be subjects in themselves which
can possess attributes such as agency or responsibility” and
“collectivism about virtues holds that virtues (and vices) are among
those attributes” (Cordell, 2017: 1; emphasis mine). Cordell does
not offer a definition of (collective virtue) individualism, but one
plausible interpretation is as follows: individualism about
collective virtue holds that social groups cannot possess virtues. 33
For Anita Konselmann Ziv (2012), collectivist accounts hold
that

the

properties

of

collectives

(including

virtues)

are

discontinuous with the properties of their individual members (Ziv,
2012: 88). Strictly speaking, Ziv contrasts collectivist accounts with
aggregative or distributive accounts, rather than individualist
accounts. However, given the similarities between the idea of

It is controversial whether the clause ‘considered independently
from their membership in C’ belongs to genuine summative
approaches. This controversy is of minimal concern to my argument
in chapter 4, however. In that chapter, all that I need to show is
that the views put forward by Lahroodi, Fricker and Byerly and
Byerly are reductionistic. If I can show this, then such views are
inadequate for non-reductive realism about collective virtue (which
counts against these views). If the authors under discussion have
mischaracterized summativism by mistakenly attributing the
clause ‘considered independently from their membership in C’ to
that position, then so much the worse for those views.
33 The key point here is that individualism about collective virtue
need not imply individualism about every collective property. It is
logically possible, for example, to hold that social groups can be
subjects in themselves that possess attributes like agency and
responsibility but not virtue.
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aggregation and the idea of summativism and, given that other
authors take summativism to be a variety of individualism
(Fricker, 2010), it is reasonable to think that Ziv sees aggregative
and distributive accounts of collective virtue as varieties of
individualism.
Ziv does not offer an explanation of what makes an account
aggregative or distributive. And, since she does not present the
distinction in terms of individualism vs collectivism, she does not
offer a definition of individualism either. However, one plausible
interpretation is as follows: individualist accounts hold that
properties of collectives (including virtues) are continuous with the
properties of their individual members. On this definition,
individualism shares definite similarities with correlativism, as it
is characterised by Gilbert and those who have borrowed her
terminology. On both views, a collective cannot have a property
unless one or more corresponding individual members also have
that property.
For Ziv, the idea of continuity plays a crucial role in
distinguishing collectivist from non-collectivist accounts. However,
Ziv does not explain what she means by the term ‘continuity’. While
she could mean a number of things by this term, her use seems
much closer to ‘reducibility’ than to any other concept. This is
because she describes discursive dilemma cases as instances of
discontinuity, while other authors such as List and Pettit (2011:
Ch2) suggest that such cases are instances of supervenience
without reducibility (i.e. when the group has a belief or desire that
its corresponding members do not have).34 Thus, when Ziv uses the

Discursive dilemma cases, in short, are cases which consist of
three or more agents who have to make a decision on an issue on
the basis of two or more premises and a conclusion. The dilemma
lies in the fact that two different but equally valid decisions are
possible, depending on whether the group has a premise-based
procedure, or a conclusion-based procedure (Ziv, 2012: 91). I will
34
34

term ‘continuity’, I take her to be referring to reducibility rather
than supervenience, or any other related concept.35
The division between individualism and collectivism is not
identical to the division between summativism and nonsummativism, but it is similar. Indeed, both Ziv and Cordell
describe Fricker’s (2010) approach as a collectivist one, and Cordell
suggests that Lahroodi offers a collectivist approach too. It is more
appropriate, however, to treat Ziv and Cordell’s definitions of the
term ‘collectivism’ as logically equivalent to ‘non-correlativism’,
rather than ‘non-summativism’. This is because non-correlativism
is stronger than non-summativism, in that the former allows for
the possibility of full discontinuity between the virtues of
collectives and the virtues of individuals. According to noncorrelativism, a collective can have a virtue even when none of its
members have it. Correlativist non-summativism, on the other
hand, holds that the virtues of collectives are continuous with the
virtues of individuals, as I suggested in section 2.1. In short,
correlativist non-summativism holds that, for a collective to have a
virtue, at least one member must have the same corresponding
virtue.
Given that ‘collectivism’ (as defined by Ziv and Cordell) is
logically equivalent to ‘non-correlativism’, those readers who prefer
the term ‘collectivism’ can insert this term into the Gilbert-inspired
taxonomy in section 2.1, in place of the term ‘non-correlativism’.
Relatedly, they can also insert ‘individualism’ into the Gilbertinspired taxonomy, in place of the term ‘correlativism’. This yields
two newly named positions: ‘individualism’ and ‘individualist nonsummativism’.

provide a much more extensive treatment of discursive dilemma
cases in chapter 7 (sections 7.2.2 and 7.2.3).
35 The concept of supervenience will be discussed in more detail in
section 2.5.1.
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However, I resist appealing to the individualist/collectivist
distinction as it has been formulated by Ziv and Cordell, since the
term ‘collectivism’ imports unnecessary confusion into an already
messy debate. To see why, we need to consider Ziv and Cordell’s
formulations of the individualist/collectivist distinction, in relation
to how other authors in the broader field of social philosophy
understand the distinction. Philip Pettit (1996) suggests that the
individualist/collectivist

distinction

is

about

neither

continuity/discontinuity (contra Ziv), nor the possibility of
collective

subjecthood

individualist/collectivist

(contra

Cordell).

distinction

For

concerns

the

Pettit,
status

the
of

individual human beings in relation to the societies they belong to.
The key controversy between individualists and collectivists,
according to Pettit, is “whether society involves the presence of any
regularities or forces which compromise the picture of human
beings as intentional agents” (Pettit, 1996: 118). For Pettit,
collectivists hold that the status ascribed to individual humans as
intentional agents is compromised by aggregate social regularities.
Individualists deny this.
It would be too great a diversion here to compare the merits
of each competing formulation of the individualism/collectivism
distinction. The salient point to make is this. Given that Ziv and
Cordell’s respective formulations of individualism and collectivism
can be captured by the Gilbert-inspired taxonomy, there is no
advantage in introducing their terminology into my revised
taxonomy of positions on collective virtue. Furthermore, given that
the individualist/collectivist distinction may well relate to a
different issue, it would invite unnecessary confusion into the
debate if we were to: (1) use ‘collectivism’ interchangeably with
‘non-correlativism’, and (2) use ‘individualism’ interchangeably
with ‘correlativism’.
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Before proceeding, it will be useful to draw attention to an
aspect of Pettit’s discussion of individualism and collectivism that
will be relevant to the positive view I argue for in Part III. Pettit
notes

that,

while

the

individualism/collectivism

and

atomism/holism distinctions have been run together by many
authors, the two distinctions should be regarded as separate. As
above, the individualism/collectivism distinction concerns the
status of individual humans, with respect to intentional agency.
The atomism/holism distinction, on the other hand, is concerned
with the question of whether individual human beings are causally
dependent on their social relations with others, for some of their
distinctive capacities. Holists hold that individuals are causally
dependent on their social relationships with others, for some of
their distinctive capacities. Atomists deny this (Pettit 1996: 118).
The main upshot is that, if Pettit is right, individualism does
not imply atomism. And collectivism does not imply holism. Pettit’s
own position is one of ‘holistic individualism’ (Pettit 1996: 118). In
Part III, my position on collective virtue remains silent on the
atomist/holist controversy, as it is described by Pettit. On Pettit’s
formulation of the individualism/collectivism distinction, however,
I fall on the side of individualism. Collectivism, as before, holds that
the status ascribed to individual humans as intentional agents is
compromised by aggregate social regularities. On the view that I
argue for in chapter 7, while collectives can be bearers of moral
virtues, it does not follow that the status ascribed to individual
humans as moral virtue bearers is compromised by this fact, contra
collectivism.

2.3. Sandin and Beggs on predication types and social group
types: two related distinctions
Per Sandin and Donald Beggs do not give names to the positions
they argue for or the positions they argue against, nor do they offer
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taxonomies of possible positions on collective virtue. However, both
authors draw distinctions between different types of collective
entities, and these distinctions share common ground with the
distinctions highlighted in the previous two subsections.
Sandin follows Peter French (1984) in distinguishing
between aggregate and conglomerate collectivities (though he later
suggests that he regards the terms ‘collectivity’ and ‘collective’ as
synonymous). For Sandin, an aggregate collectivity is a collection of
people. A conglomerate collectivity, on the other hand, is a
collectivity for which, the identity of such an entity “is not
exhausted by the identities of persons in the organisation” (French
1984: 13). Sandin thinks that it is only conglomerate collectives
(collectivities) that are candidates for ascriptions of virtue (Sandin,
2007: 305). This claim coheres with Fricker’s point regarding the
different ways in which a group can display a virtue. Fricker thinks
that groups can display virtues as collectives (i.e. irreducible,
conglomerate entities), but she also holds that groups can display
virtues as clusters of virtuous individuals (i.e. reducible, aggregate
entities) (Fricker, 2010). For Fricker, the relevant philosophical
challenge lies in showing that groups can display virtues in the
former sense, which is surely right.
I hold a similar view to Sandin on what it is to be a candidate
for collective virtue ascriptions, though I use slightly different
terms to express this view. On my view, collectives are
conglomerate collectivities.

36

Collectives are the only kinds of

Margaret Gilbert (1989) uses the term ‘collectivity’ in yet another
way. Gilbert does not articulate a clear set of conditions for what
counts (or fails to count) as a collectivity; instead she relies on an
intuitive principle that distinguishes one set of examples from
another. For Gilbert, collectivities can be distinguished from noncollectivities in the following way: states, nations, families, army
corps, religious organisations, literary societies, pairs of
conversationalists, ‘and so on’ are collectivities, while other
populations (or sets) of individuals are non-collectivities (such as
the random grouping of Rudyard Kipling, Julius Caesar, and David
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collectivities that can be the bearers of virtues. However, each
individual member of a non-collective collectivity can individually
possess token instances of the same virtue (e.g. courage). Thus,
while some non-summative ascriptions of collective virtue can be
true, so too can some summative ascriptions.
Beggs employs two distinctions that are similar (though not
necessarily identical) to the summativism/anti-summativism
distinction to which other authors appeal to in the debate. The first
key distinction for Beggs is the distinction between social wholes
and social aggregates. The second is the distinction between
collective and distributive predications (Beggs, 2003: 459).
Plausibly, the former is a distinction between types of entities,
while the latter is a distinction between types of properties that we
might predicate of entities.
It must be emphasized that Sandin and Beggs distinguish
between types of entities and properties, rather than types of
approaches to collective virtue. However, given the similarities to
both the summativist/non-summativst distinction, and the (ZivCordell) individualist/collectivist distinction, the divisions offered
by Beggs and Sandin could plausibly be read as divisions between
positions, with the necessary tweaks.37 For the summativist and
the (Ziv-Cordell) individualist, all collective virtue ascriptions are
to be understood distributively rather than predicatively. All such
ascriptions are ascriptions of properties to aggregate entities (in

Hume) (Gilbert, 1989: 7-9). By contrast, when I use the term
collectivity, I am referring to mere collections of individuals (which
roughly coincides with what Gilbert describes as ‘populations’ or
‘sets’). For readers who prefer Gilbert’s terminology, the term
‘populations’ (or ‘sets’) can be used to describe the entities I take to
be ‘collectivities’. And the term ‘collectivities’ can be used to
describe the entities I take to be ‘collectives’.
37 Here and elsewhere, I use the qualifiers ‘Ziv-Cordell’
individualism and ‘Ziv-Cordell’ collectivism to indicate that I am
referring to their formulations of the individualism/collectivism
distinction rather than Pettit’s.
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Sandin’s terms) or social aggregates (in Beggs’s terms), and all such
ascriptions can only be made true by individuals within each
aggregate possessing the property. For the non-summativist and
the (Ziv-Cordell) collectivist, some collective virtue ascriptions can
be understood predicatively. Some such ascriptions are ascriptions
of properties to conglomerate entities (in Sandin’s terms) or social
wholes (in Beggs’s terms). The truth of such ascriptions does not
depend upon individuals within each collective entity possessing
the relevant property (although as we will see in chapter 4,
Lahroodi, Fricker and Byerly and Byerly do not endorse this latter
claim).

2.4. Problems with existing approaches: vagueness and
incompleteness
2.4.1. Vagueness with respect to reduction
At least two proponents of the Gilbert-inspired taxonomy –
Lahroodi and Fricker – suggest that summativism is a form of
reductionism (Lahroodi, 2007: 283; Fricker, 2010: 238).38 In
explaining the implications for summativism about collective
virtue, Lahroodi says: “[g]iven summativism there are only
individual virtues. Given there are no irreducibly collective virtues,
no separate account for them will be called for” (Lahroodi, 2007:
283; emphasis mine). Here, I take Lahroodi to mean that, on

Here, it is important to distinguish my usage of the term
‘reduction’ from authors in other areas of philosophy (including the
philosophy of science). On my usage of the term ‘reduction’, the
relata of reductions are entities, properties and statements (i.e.
ascriptions). On other uses of the term, the relata of reductions are
theories or models (van Riel and Van Gulick, 2019). In this thesis,
I am not offering an account of theory reduction. Furthermore,
when I use the term ‘reductionism’ in relation to collective virtue, I
am referring to the view which holds that collective virtues are
reducible to individual properties. I explain in more detail what I
mean by ‘reduction’ and ‘reductionism’ in shortly, in section 2.5.1.
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summativism, collective virtues are reducible to individual virtues.
Fricker frequently describes certain reductions as “summativist
reductions” (Fricker, 2010: 238, 239), and also contrasts such
reductions with reductions of a non-summativist kind (Fricker,
2010: 239). I interpret this as an implicit commitment to the idea
that summativism is a form of reductionism.
On the face of it, the idea that summativism is a form of
reductionism seems obviously true, and it appears to be true of
correlativism and individualism too. However, neither Lahroodi,
Fricker, nor any of the other authors under discussion offer a
definition for the term 'reductionism' nor the related terms
'reduction' or 'reducibility'. This omission turns out to be critical.
Without a clear account of what reducibility is, it is unclear just
what, specifically, the proponents of non-summativism, noncorrelativism and collectivism are arguing against.

2.4.2. Incompleteness: possible positions omitted
The divisions between summativism and non-summativism, and
(Ziv-Cordell) individualism and collectivism fail to exhaust the
available positions. To see this, consider a position I call collective
virtue eliminativism. Collective virtue eliminativism, in short,
holds that collectives cannot have virtues of their own, since
collective virtue ascriptions cannot be made true, either because all
such ascriptions are metaphorical, or because all such ascriptions
necessarily fail to be true. This disjunction suggests two possible
eliminativist positions rather than one. The first is metaphor theory
eliminativism which holds that all collective virtue statements do
not aim at truth, since all such statements are indirect attempts to
ascribe virtues to individuals.39 The second is error theory

The terms ‘metaphor theory eliminativism’ and ‘error theory
eliminativism’ are borrowed from List and Pettit (2011: 3, 6).
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eliminativism which holds that some collective virtue ascriptions
aim at truth but necessarily fail to be made true, since talk of
collective virtue is misguided.
On one formulation of error theory eliminativism, collective
virtue ascriptions fail to be true because individual agents are the
only types of entities that can have virtues. This style of collective
virtue eliminativism shares similarities with summativism and
individualism, in that it allows for the possibility of individual
virtues. However, this position is stronger than the versions of
summativism and individualism as they have been stated by
authors in the collective virtue literature. This is because it denies
(i.e. eliminates) the reality of collective virtues altogether, rather
than

trying

to

understand

collective

virtue

ascriptions

distributively. According to this version of collective virtue
eliminativism, collective virtue ascriptions cannot be made true
because talk of collective virtue is mistaken.
The salient point here is that elimination is distinct from,
and stronger than reduction (Oddie, 2005: Ch1). The reduction of
one class of facts, claims or entities to another still allows that the
higher-level class is real, even if its ontological status is
diminished. Elimination denies the very ontological possibility of
the higher-level class. As they are characterised above, both
summativism

and

individualism

seem

to

be

versions

of

reductionism rather than eliminativism, since both views allow for
the possibility that collective virtue ascriptions can be true, even if
collective virtues are nothing more than aggregations of individual
virtues. In other words, both summativism and individualism are
versions of realism, (albeit realism of a weaker kind than their nonreductive alternatives).40 A commitment to realism may be a

Anthony Quinton (1976), an important historical antecedent of
summativism, has been read as an eliminativist by some authors
(e.g. List and Pettit, 2011: 3)
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commitment that some summativists and reductionists wish to
reject. In order to do so, proponents of such views would need to
appeal to a more expansive taxonomy of positions than that offered
by the authors discussed above. They would need to defend
eliminativism (or anti-realism) of some sort, in order to dispel the
commitment to (weak) realism.41
There is yet another way that one can be an error theory
eliminativist about collective virtue, and this cannot be captured
by the existing taxonomies. In short, this position holds that
neither collectives nor individuals can have virtues. Harman
(2000), for example, denies the existence of individual virtues. If a
position like his were combined with a denial of collective virtues,
this view would be an instance of the kind of eliminativism
described. On this view, all virtue talk is misguided, since there are
no such things as virtues. This position cannot be accommodated
by the summativist/non-summativist division, since summativism
assumes that individuals are the bearers of virtues. If there are no
individual virtues, there can be no properties of the relevant kind
to be aggregated. Nor can the individualism/collectivism distinction
accommodate collective virtue eliminativism, since this position
explicitly holds that neither individuals nor collectives can be the
bearers of virtues.
In this way, even individualists about virtue are nonreductionists of a certain sort. Those who hold such a position think

A quick note on why I use the terms ‘eliminativism’ and ‘antirealism’ interchangeably. In Chapter 8, I discuss a position
Christian Miller describes as ‘trait disposition anti-realism’.
According to this position, trait dispositions (i.e. character traits)
do not exist (Miller, 2014: 22). In section 8.2, I suggest that trait
disposition anti-realism can be about the traits of individuals or
collectives. Given the similarity between trait disposition antirealism (on Miller’s definition) and eliminativism about moral
virtues (as it is discussed in this section), the two terms seem to be
closely related, if not synonymous. Thus, I use the terms
interchangeably.
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that some properties (i.e. virtues) belong to individuals in their own
right, which implies that such properties are irreducible to
properties that exist at the sub-individual level.42 For full-blown
eliminativists about virtue, the question of whether individual
virtues are reducible to something else does not arise. For such
theorists, there are simply no such things as virtues.

2.5. An expanded taxonomy: degrees of eliminativism and
realism
If the argument in the preceding sections is successful, each of the
taxonomies in the existing collective virtue literature fails to
exhaust the possible positions on how collective virtue statements
are to be understood. Furthermore, each of these taxonomies pays
insufficient attention to the key controversy in the debate, namely,
that controversy between reductionism and non-reductionism. In
the following sections, I develop a revised, satisfactory taxonomy of
possible positions on collective virtue.
The taxonomy I develop is inspired by Christian List and
Philip Pettit’s map of realist and eliminativist positions on group
agency (List and Pettit, 2011: 1-17), and, to a lesser extent, Graham
Oddie’s schema for realist and anti-realist positions on value
(Oddie, 2005: Ch1). While each framework is particularised to
competing positions on the concept in question (group agency and
value), both are readily adaptable to other controversies between
realists and eliminativists. Both frameworks also clearly outline
This point is inspired by List and Spiekermann (2013).
Specifically, List and Spiekermann argue that proponents of
causal-explanatory individualism are committed to a certain kind
of nonreductive explanation. As they suggest, the causalexplanatory individualist assumes that the properties of
individuals are significant in social-scientific explanations. But
this assumption relies on the fact that individuals are to be
understood in nonreductive terms (List and Spiekermann, 2013:
641)
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the

different

ways

in

which

one

can

be

a

realist

or

eliminativist/anti-realist about the relevant concepts (group agency
and value, respectively).

2.5.1. Reducibility (revisited)
In offering a revised taxonomy, the first thing to clarify is the
question of what reduction is. As Stephen Leuenberger (2018)
points out that the term ‘reduction’ has no settled meaning in
philosophy (2018: 391). Further, he comments:
According to a standard usage of the philosophy of mind, a
mental property is reducible to physical properties just in
case it is identical with a physical property (Leuenberger,
2018: 391).
Graham Oddie (2005) makes a similar observation about the
relationship between reducibility and identity. For Oddie, while
reducibility is a contested notion, an undeniably sufficient
condition for the reducibility of type-A entities to type-B entities is
that “every type-A entity is identical to some type-B entity” (Oddie,
2005: 15).
There are good reasons then, for thinking that the concept of
reducibility is closely associated with that of identity. One way to
explain the relationship between the two is as follows. To say that
the As are reducible to the Bs, is to say that every A is identical to
some B (or some configuration of Bs). This means that for the
summativist, every collective virtue is identical

to

some

configuration of individual virtues, namely, those virtues held in
common by all or most members of the relevant group. For the
correlativist, every collective virtue is identical to an individual
virtue (or a configuration of individual virtues) that belong to some
group member (or set of group members).
However, even as a basic, inclusive, stipulative definition,
this way of characterising reducibility won’t quite do. The most
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significant problem is that it does not capture everything that is
essential to reducibility, even if it captures an important
component of it (i.e. identity). As Karen Bennett and Brian
McLaughlin argue, “everyone agrees that reduction requires
supervenience” (Bennett and McLaughlin, 2018; emphasis mine),
where supervenience, (in very brief terms) consists of the central
idea that there can be no A-difference without B-difference.
Further, they argue that, on any reasonable account of reduction,
if the A-properties (facts, claims, etc.) reduce to the B-properties
(facts, claims, etc.), there can be no A-difference without Bdifference. This is right. To say that the As are identical (i.e.
reducible) to the Bs is to say that there can be no A-difference
without B-difference. The As, after all, are the Bs, so any changes
to the latter class will fully determine any changes to the former
class.
So, reducibility appears to be closely related to the notions of
identity and supervenience. But a crucial component is still
missing from the above discussion – the idea that reduction always
implies the primacy of one set of entities or properties (i.e. the
‘reducing’ class) over another (i.e. the ‘reduced’ class) (Mumford,
1998: 173). Identity holds that the As are the Bs. And
supervenience holds that there is no A-difference without Bdifference. But supervenience is widely accepted to be a nonsymmetric relation. That is, supervenience is a relation that is
compatible with asymmetry (e.g. in those particular instances of
supervenience relations where A supervenes on B) or symmetry
(e.g. in those particular instances of supervenience relations where
A supervenes on itself) (Wringe, 2016: 474; McPherson, 2019).43
I understand the distinction between symmetric, asymmetric
and non-symmetric relations in the following way. A relation R is
symmetric if and only if whenever x bears R to y, y bears R to x. (An
example is marriage, since marriage requires that, whenever
Charles is married to Diana, Diana is married to Charles). A
relation R is asymmetric if and only if whenever x bears R to y then
46
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Thus, if reduction is to be understood solely in terms of identity and
supervenience, we cannot capture the idea above that, whenever
the As reduce to the Bs, the Bs do not reduce to the As. Given this,
I suggest that reduction is best characterized as an asymmetric
relation, since it always implies that one set of entities is more
primary or basic than another.
To put the above discussion in clearer terms then: reduction
is a relation between two sets of entities (or properties) where, for
one set, A, and for another set, B, ‘A is reducible to B’ means: (1)
there is no A-difference without B-difference (i.e. A supervenes on
B), (2) every type-A entity (or property) is identical to some type-B
entity (or property) (or some configuration of type-B entities (or
properties)) and (3) the relation between A and B is asymmetric
(such that the Bs do not reduce to the As).
This, in short, is how I will understand the term ‘reduction’,
in setting up the revised taxonomy, in evaluating other approaches
in chapters 3, 4 and 5, and in developing my own positive approach
to collective virtue in chapters 6, 7 and 8. I do not claim to have
provided an exhaustive account of the concept of reduction. Such a
task is well beyond the scope of this project. However, the above

y does not bear R to x. (An example is height, since height requires
that whenever LeBron James is taller than Lionel Messi, Lionel
Messi is not taller than LeBron James). And, finally, a relation R
is non-symmertric if and only if R fails to be symmetric. (An
example is love, since it might be false that whenever Charles loves
Diana, Diana loves Charles. But love is not asymmetric, since, on
some occasions, it is true that whenever some x loves some y, that
y also loves that x (perhaps, for example when Romeo loves Juliet
and Juliet loves Romeo). So, love is neither symmetric nor
asymmetric: love is non-symmetric (McBride, 2020)). For my
purposes, reduction is an asymmetric relation, while supervenience
is a non-symmetric relation, as I suggest in the main text.
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discussion provides a helpful guide to how to understand claims
about reducibility, in debates about collective virtue.44

2.5.2. The expanded taxonomy
Building on the discussions above, I present the expanded
taxonomy of positions on collective virtue; this aims to clarify the
existing debate as much as possible and to unify the terminology at
play. The basic structure of the taxonomy is borrowed from List and
Pettit (2011), who offer a similar way of distinguishing positions on
group agency, and who recognize some of the different ways in
which one can be an eliminativist about group agency.45 The
expanded taxonomy also incorporates some of the existing positions
discussed by authors working on collective virtue, as outlined
above. The following tree summarises the expanded taxonomy of
positions on collective virtue:
-

Are collective virtue ascriptions always metaphorical?
o If yes: Metaphor theory eliminativism
o If no:
▪

Are non-metaphorical collective virtue
ascriptions always misconceived?
•

If yes: Error theory eliminativism

•

If no: Are collective virtue ascriptions,
while not misconceived, readily

As suggested in footnote 38, this stipulative account of reduction
is an account of the relationship between entities (or properties). It
is not a model of theory reduction.
45 As suggested earlier, my taxonomy of positions in the collective
virtue literature is also largely consistent with Graham Oddie’s
(2005) map of realist and anti-realist positions on value (Oddie,
2005: Ch1).
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reducible to individual-level virtue
ascriptions?
o If yes: Reductive realism
(a.k.a. correlativism)46
▪

Are such reductions always
aggregative?
•

If yes: Summative
reductive realism

•

If no: Nonsummative
reductive realism

o If no: Non-reductive realism
(a.k.a, non-correlativism))
▪

Do collective virtues
supervene on the
properties of individual
group members?
•

If yes:
Individualistic
non-reductive
realism

•

If no: Nonindividualistic
non-reductive
realism

List and Pettit in fact use the term ‘non-redundant realism’ (List
and Pettit, 2011: 6). Here, and elsewhere, I opt for the term ‘nonreductive realism’ instead, since it captures the key controversy of
the collective virtue debate more directly (i.e. the dispute between
reductionists and non-reductionists).
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The first point to make arising from this taxonomy is that debates
between reductionists and non-reductionists do not arise until we
deny error theory eliminativism. In other words, questions about
whether collective virtue talk is readily reducible to individuallevel virtue talk do not arise until we accept that collective virtue
talk is sometimes warranted.
It is not clear then, whether summativism (as described in
the collective virtue debate) is a variety of reductive realism, or
error theory eliminativism. Those who have contributed to this
debate are silent on whether summativists hold that collective
virtue talk is always misconceived. List and Pettit (2011: 3) argue
that Quinton should be read as an error theory eliminativist.
However, regardless of Quinton’s own view, the three ways of
denying the possibility of genuine collective virtue (namely,
metaphor theory eliminativism, error theory eliminativism and
reductive realism) are distinct, legitimate positions that ought to
be treated separately from one another. These three positions
cannot be captured on any of the taxonomies that appear in the
collective virtue literature.

2.5.2.1. Metaphor theory eliminativism
Metaphor theory eliminativism holds that all collective virtue
ascriptions are metaphorical. None of those represented in the
current debate holds this view, although Sean Cordell (2017: 44)
suggests that it is a possible position one might take up, with
respect to collective virtue. It is unclear what a possible argument
for metaphor theory eliminativism might look like. A possible
proponent might argue that no collective virtue statements are
truth-apt (i.e. apt for classification as being true or false), because
all such statements are indirect attempts to ascribe virtues to
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individuals.47 However, the common speech examples in chapter 1
illustrate a strong intuitive case for the existence of nonmetaphorical collective virtue statements.48 Moreover, the onus
would be on potential proponents of metaphor theory eliminativism
to provide a plausible positive argument for this view, before it can
be properly considered.

2.5.2.2. Error theory eliminativism
Error theory eliminativism holds that all non-metaphorical
collective virtue ascriptions are always misconceived. As with
metaphor theory eliminativism, no theory advanced in the current
literature on collective virtue falls into the category of error theory
eliminativism. (Although, as noted, if one were to extend Anthony
Quinton’s (1976) arguments to collective virtue, such arguments
might

fall

into

this

category).

Unlike

metaphor

theory

eliminativism, however, there are three obvious ways in which one
might argue for error theory eliminativism about collective virtue,
as suggested in section 2.4.2.
First, one could argue that there are no such things as
virtues in the individual case and extend that argument to
collective virtue.49 Second, one could argue that there are no such

In addition to this, the metaphor theory eliminativist could aim
to develop a position that parallels noncognitivism or extreme antirealism about value (as Oddie, 2005 describes those positions).
48 Take, for instance, Police Commissioner Mike Bush’s ascription
of absolute courage to the White Island dive rescue team (O’Dwyer,
2019). Even if this ascription is to be understood aggregatively or
reducibly (i.e. as an ascription of absolute courage to each member
individually), Bush clearly seems to be making a truth-evaluable
claim about the display of a property by a set of entities that each
has the capacities that are necessary for the possession of that
property (i.e. intentional agency, moral responsibility, etc).
49 As noted earlier, Gilbert Harman (1999, 2000) is an example of
an author who draws on results from situationist social psychology
to argue that there are no such things as individual virtues. In
chapter 8 (sections 8.1.4 and 8.2), I respond to a different argument
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things as collective moral agents (where moral agency is a
necessary condition of being a moral virtue bearer). And third, one
could argue that, even if collective moral agents exist, they are not
the sorts of things that could possess virtues (either because there
are no such things as virtues, or because virtues are distinctively
human properties, or because such things lack the requisite
capacities for virtue, despite possessing the requisite capacities for
moral agency). The key point is that, in each of the three cases, a
key existential presupposition of collective virtue ascriptions has
not been fulfilled: the existence of virtues, the existence of collective
moral agents, or the existence of collective moral virtue bearers,
respectively. On each of these three possible arguments for error
theory eliminativism, even if collective virtue ascriptions are the
sorts of things that sometimes aim at truth, such ascriptions cannot
be made true (since some existential presupposition or other
remains unfulfilled).
In chapter 8 (section 8.1.4.4), I argue against the claim that
there are no such things as virtues in the individual case. If this
argument is successful, the first argument for error theory
eliminativism fails. In chapter 7 (section 7.2), I argue that there are
collective moral agents, and that there are collective moral virtue
bearers. If my arguments in chapter 7 (section 7.2) are successful,
the second and third arguments for error theory will fail.
I acknowledge that the three arguments for error theory
eliminativism that I have outlined and considered do not exhaust
the potential arguments that one might be advanced for this
position. As with metaphor theory eliminativism, however,
potential proponents of error theory eliminativism would need to

for the claim that there are no such things as individual virtues.
On that argument, there is no need to posit virtues (or vices, or
character traits in general), since underlying mental state
dispositions do all of the required causal work (Miller, 2014).
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construct a positive argument for this view, before it can be
properly considered.

2.5.2.3. Reductive realism
Reductive realism about collective virtue holds that collective
virtue statements, while not misconceived, are readily reducible to
individual-level virtue statements. For the reasons offered in
section

2.2,

Ziv’s

account

of

institutional

virtue is

best

characterised as a version of reductive realism (Ziv, 2012). On Ziv’s
account, for a property to qualify as a genuine institutional virtue,
that property must be continuous with the properties of individual
group members. As I argued above in section 2.2, Ziv uses the term
‘continuity’ in a way that most closely resembles ‘reducibility’. So,
Ziv does not appear to think that collective virtue statements are
irreducible to individual virtue statements.50 Sean Cordell’s (2017)
approach to collective virtue shares important similarities to
reductive realism. Cordell argues against collectivist positions on
collective virtue – positions that would likely fall under the
category of non-reductive realism, as I have described it in the
taxonomy. However, it is possible that Cordell only rejects a specific
grouping of attempts to establish non-reductive realism (Fricker,
2010 and Beggs, 2003), without rejecting the position entirely.
Across Part III I argue that reductive realism is false, since
some collective virtue statements are not readily reducible to
individual virtue statements.

2.5.2.4. Non-reductive realism

I develop these claims further in Chapter 3. I also argue that
Ziv’s account is implausible, regardless of whether she is best
characterized as a reductive realist.
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Non-reductive realism holds that some non-metaphorical collective
virtue statements are: (1) not misconceived, and (2) not readily
reducible to individual-level virtue statements. This position, I
suggest, is synonymous with non-correlativism, from the Gilbertinspired taxonomy described in section 2.1 (i.e. the view that a
collective can have a virtue, even when no group member has that
virtue). In short, both views deny the reductive realist thesis that
all collective virtue ascriptions are reducible to individual virtue
ascriptions (since, on both views, some collective virtue ascriptions
pick out properties that the corresponding group members do not
(or at any rate need not) have).

2.5.2.5. Individualistic non-reductive realism
Individualistic non-reductive realism is a more specific version of
non-reductive realism, which adds a further claim to the thesis
above. This is the claim that collective virtues supervene on the
properties of individual group members while also being
irreducible to them. Individualistic non-reductive realism is the
position I argue for in chapters 6, 7 and 8. And it is also the view
that Lahroodi, (2007) Fricker (2010), and Byerly and Byerly (2016:
36-37) seem to be trying to establish in their respective approaches,
as I argue in chapter 4. Such authors fail to establish non-reductive
realism, however, since their views collapse into reductive realism
(as I also argue in chapter 4).51 Furthermore, Byerly and Byerly
(2016: 37-38), Beggs (2003) and Sandin (2007) also seem to be
arguing for this position.52 But they fail to establish it, since their
accounts of moral virtue are incomplete in important respects, and

In addition to the two tasks stated, Chapter 4 argues that each
approach is implausible, regardless of whether it is best
characterized as a version of non-reductive realism.
52 Byerly and Byerly (2016) offer two distinct positions on collective
virtue. I support this claim further, in Chapters 4 and 5.
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since they fail to show that collectives can be moral virtue bearers
(as I argue in chapter 5).53
Across Part III, I argue for a particular version of nonreductive realism. This position, as I describe it in Chapter 6
(section 6.3), is ‘individualistic non-reductive realism about
minimal collective moral virtues’. On this position, collective
virtues supervene on the properties of individuals. (Thus, it is a
version of individualism). Furthermore, some non-metaphorical
collective virtue statements are: (1) not misconceived, and (2) not
readily reducible to individual-level virtue statements. (Thus, it is
a version of non-reductive realism). And finally it argues that
minimal moral virtues are logically possible. (Thus, it is a position
on minimal collective moral virtues, rather than full-fledged
collective moral virtues).54

2.5.2.6. Non-individualistic non-reductive realism
Non-individualistic non-reductive realism is another more specific
version of non-reductive realism. This position differs from its
individualistic counterpart by claiming that: (1) collective virtues
are irreducible to individual properties, and (2) collective virtues do
not supervene on the properties of individual group members. The
most obvious formulation of this view is what Fricker and Lahroodi
describe as the ‘metaphysically spooky’ group mind hypothesis.
Fricker and Lahroodi do not explain what they mean by
‘metaphysically spooky’ group minds, but they clearly think that

The approaches in Chapter 5 do not collapse into reductive
realism.
54 As I stated in Chapter 1 (section 1.3.4), minimal virtues are
properties that meet non-demanding (but nonetheless
indispensable) conditions of virtue, and full-fledged virtues are
properties that meet more demanding conditions of virtue and/or
being a virtue bearer (e.g. cross-situational consistency,
consciousness, emotions, moral education).
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such a position is self-evidently implausible.55 However, using the
language of supervenience and emergence, we can characterise the
view more accurately in the following way. On the metaphysically
spooky group mind hypothesis, collective virtues are properties
that belong to group minds – minds that emerge from the minds of
individual group members, but which do not supervene on them.
This view, like its counterpart in the group agency literature (i.e.
‘animation theory’), is metaphysically incredible, and not a
plausible candidate for the possibility of genuine collective virtue.56

A less obvious formulation of non-individualistic non-reductive
realism is one on which the supervenience base of a collective virtue
is broader than individual properties. For example, it might be that
groups are partially grounded by things like ‘facts about computer
systems’, in addition to facts about individuals (Epstein, 2015: 190191). This view is clearly not ‘animation theory’ (as described
shortly). There is no inaccessible, inexplicable force that surges
“from above, into the mind and behaviour of members” (Barker,
1950: 61). But it is not an individualistic view either, since
collective virtues are not wholly determined by individual
properties. On a view of this sort, collective virtues would be
determined by a set of non-mysterious lower-level facts (which may
include individual and non-individual facts). This is not the view
that I argue for in chapters 7 and 8, however. As with metaphor
theory eliminativism and error theory eliminativism, the onus is on
potential proponents of this view to construct a positive argument
for it, before it can be properly considered.
56 Two points. First, ‘animation theory’, in short, is the view that
group agents exist in virtue of the animation of members by a
mysterious higher force (List and Pettit, 2011: 8). Second, while
emergence without supervenience is metaphysically incredible,
emergence
with
supervenience
is
not.
Non-reductive
individualistic realism could reasonably be interpreted as an
instance of the latter, in the case of collective virtue (where
collective virtues are irreducible, emergent properties, which are
nonetheless determined by the properties of individuals). And,
likewise, on non-reductive individualistic realism, groups can be
said to have metaphysically unspooky minds of their own. In other
words, groups can have mental states of their own that supervene
on the mental states of their members, but which are nonetheless
irreducible to the mental states of their members (List and Pettit,
2011: Ch2-3). On this view, there is no mystery, regarding how the
group’s mental states emerge: the group’s mental states are wholly
56
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Finally, there is a further theoretically possible set of
positions falling under the umbrella of Non-individualistic nonreductive realism. As I pointed out in section 2.4.1, if a position like
individual virtue eliminativism were to be paired with a view that
denied the possibility of collective virtue, this would amount to
another way in which one can be an error theory eliminativist
about collective virtue. However, if individual virtue eliminativism
were to be paired with a view that recognizes the existence of
collective virtue, this would amount to a possible, yet unusual
position, on which collectives can have virtues and individuals
cannot. Sandin gestures towards the possibility of such a view,
when he endorses Peter French’s (1995) claim that corporations
might turn out to be more capable of consistent and dependable
ethical behaviour than humans (Sandin, 2007: 306).57 Even
eliminativism about individual virtue is compatible with nonreductive realism about collective virtue.58

2.6. Conclusion
In this chapter, I have offered a map of the debate on collective
moral virtue which builds on existing work in the literature on
collective virtue, as well as related work in debates on group agency
and value theory. The problem, as I have stated it, is that there is
determined by the mental states of its individual members. I argue
for this position in Chapter 7 (section 7.2.3).
57 On my terminology, corporations are collectives, since they have
an identity of their own that persists over time (see Chapter 1,
section 1.3.5).
58 Furthermore, while he does not discuss collective virtues or vices
per se, Anthony Quinton describes versions of ontological
collectivism (about social objects) that take groups to be more real
than the individuals that comprise them (including those
approaches put forward by Bernard Bosanquet (Bosanquet, 2012
[1899]) (Quinton, 1976). Gilbert thinks Emile Durkheim can be
read as rejecting summativism (Gilbert, 1989: 19), so it is possible
that Durkheim holds a similar view to those thinkers mentioned by
Quinton.
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little uniformity in the current collective virtue literature, with
respect to how to divide up possible positions on the topic, and with
respect to how to understand the key concepts in the debate. On my
revised taxonomy, possible positions can be distinguished by the
extent to which they are committed to eliminativism or realism, on
the question of whether collectives can have moral virtues and vices
of their own. In setting out the taxonomy, I have aimed to show
that there are many different ways in which one can be an
eliminativist about collective virtue, and many different ways in
which one can be a realist.
The key controversy in the debate is the question of whether
collective virtues are reducible to the properties of individual group
members, as some contributors to the existing debate imply
(Lahroodi, 2007; Fricker, 2010). This controversy concerns a
dispute between two different forms of realism: reductive realism
and non-reductive realism. Reductive realists think that collective
virtue statements can be made true. But, while they think such
statements can be made true, such statements are nonetheless
reducible to individual virtue statements. Non-reductive realists,
on the other hand, hold that some collective virtue statements are
not reducible to individual virtue statements.
This dispute is significant to normative ethics. On reductive
realism, collective virtue statements are identical to individual
virtue statements, since reduction implies identity (given the
account of reduction introduced in section 2.5.1). So, if reductive
realism is true, collective virtue statements make no explanatory
contribution. In other words, if reductive realism is true, we can
explain the morally significant behaviour of collectives entirely by
appealing to individual moral virtues and vices.
The upshot of this is as follows. If the terminology of
collective moral virtue and vice is to play any explanatory role in
an adequate normative ethical theory, non-reductive realism must
58

be true. The crucial question, then, is whether non-reductive
realism is true. In Part II, I review existing attempts to establish
the truth of non-reductive realism and evaluate them with respect
to the minimalist test for moral virtue outlined in chapter 1. I argue
that no such approach passes this test (Chapters 4 and 5). I also
review attempts to establish the truth of reductive realism and
argue that no such approach succeeds in establishing the truth of
that position either (Chapter 3).
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Part II.

Rival Theories of Collective Virtue

In this part of the thesis, I assess the leading candidate theories of
collective virtue, in light of the minimalist conditions of moral
virtue and moral virtue bearers set out in Chapter 1, and in light
of the taxonomy of possible positions on collective virtue set out in
Chapter 2. Below, I offer a brief summary of the preceding chapters
of the thesis and explicitly connect that summary with the
assessment occurring in this part.
In Chapter 1 (section 1.3.4), it was argued that a property
must meet two conditions, in order to qualify as a minimal moral
virtue or vice. First, the property must belong to a morally
responsible agent. Second, the property must be a moral character
trait.
If a given candidate theory of collective virtue posits
properties that satisfy the minimalist conditions of moral virtue,
the properties posited by that approach pass the minimalist test for
moral virtue. As I suggested in chapter 1 (section 1.3.4), any
adequate normative ethical theory must, at a minimum, pass this
test.59 So, if a given candidate theory of collective virtue passes both
minimalist tests, that theory offers a philosophically sound basis
for a normative ethical theory.
I have three main goals in this part of the thesis. First, I
argue that no leading candidate theory of collective virtue succeeds
in satisfying both conditions of minimal moral virtue. Second, I
Of course, if one successfully argues that individuals are the only
bearers of virtue, one need not embark on the task of showing that
collectives can be the bearers of virtue. However, authors who hold
this view still need to show that individual virtues satisfy both
minimal conditions, if their positions are to qualify as adequate
normative ethical theories. As I argue in Chapter 8 (section 8.1.4),
the task of showing that individuals have moral character traits is
more difficult than many suppose.
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argue that each theory faces additional objections that do not
depend upon the acceptance of my conditions of minimal moral
virtue and vice. And third, on the basis of the previous two
arguments, I argue that no candidate theory of collective virtue
offers a philosophically sound basis for a normative ethical theory.
If my argument in this part of the thesis is successful, a new
account of collective virtue is required, even if my proposed
minimalist conditions of moral virtue are not accepted. In Part III,
I develop such a novel account of collective virtue.
My assessment of the leading candidate theories of collective
virtue is structured following the taxonomy of possible positions on
collective virtue that was proposed in chapter 2. On this taxonomy,
possible positions can be distinguished by the extent to which they
are committed to eliminativism or realism, on the question of how
to understand collective virtue statements. Metaphor theory
eliminativism holds that no collective virtue statements are truthapt since all such statements are indirect ascriptions of moral
virtues to individuals. Error theory eliminativism, holds that all
non-metaphorical

collective

virtue

statements

are

always

misconceived. Reductive realism holds that all non-metaphorical
collective virtue statements, while not misconceived, are readily
reducible to individual-level virtue statements. Non-reductive
realism holds that some collective virtue statements are not
reducible to individual-level virtue ascriptions.
With respect to this taxonomy, the leading candidate
theories fall into three groupings: (1) implicit attempts to defend
reductive realism (Ziv, 2012); (2) implicit attempts to defend nonreductive realism by appeal to group-specific individual properties
(Lahroodi, 2007; Fricker, 2010; Byerly and Byerly, 2016: 36-37, 4243); and (3) implicit attempts to defend non-reductive realism
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which do not appeal to group-specific individual properties (Byerly
and Byerly, 2016; 37-38, 43-44; Beggs, 2003; Sandin, 2007).60
Candidate theories belonging to (1) do not succeed in
satisfying both conditions of minimal moral virtue because
proponents of these views do not appear to set out to do so.
Candidate theories belonging to (2) fail to satisfy both conditions of
minimal moral virtue because their central explanatory concept –
group-specific individual properties – belongs to the wrong
candidate moral virtue bearers (i.e. individuals). Consequently,
such approaches collapse into reductive realism.61

Theories

belonging to (3) fail to satisfy both conditions because such views
underspecify the candidate properties for moral virtue, and the
candidate moral virtue bearing entities. (Unlike candidate theories
belonging to (1), candidate theories belonging to (3) do set out to
satisfy minimalist conditions to moral virtue but do not succeed).
The structure of this part of the thesis reflects these three
groupings. In the three chapters comprising Part II, I assess each
leading candidate theory of collective virtue against my proposed
minimalist conditions of minimal moral virtue. In chapter 3, I
assess the candidate theory that belongs to grouping (1), namely,

I am using the term ‘group-specific individual properties’ to
capture Fricker’s concept of intrinsic group-involvingness (Fricker,
2010) and Byerly and Byerly’s concept of group-dependent
properties (Byerly and Byerly, 2016).
61 There are two reasons why reductive realism is problematic.
First, as I argued in Chapter 2 (section 2.6), if reductive realism is
true, there is no need to posit collective moral virtues and vices,
since the morally significant behaviour of collectives can be
explained entirely by appeal to individual moral virtues and vices.
Of course, for those who endorse human essentialism about moral
virtue, this is a favourable outcome (see Chapter 1, section 5, for
more on human essentialism). But the authors in Chapter 5 do not
appear to be human essentialists about moral virtue. So, if the
theories those authors put forward collapse into reductive realism,
this is not a favourable outcome for them. Second, as I argue in Part
III, reductive realism is false, since some collective virtue
statements are not reducible to individual virtue statements.
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Anita Konselmann Ziv’s (2012) account of institutional virtue. In
chapter 4, I assess candidate theories that belong to grouping (2) Reza Lahroodi’s (2007) account of collective epistemic virtue,
Miranda Fricker’s (2010) plural subject account of collective virtue
and T.Ryan Byerly and Meghan Byerly’s (2016: 36-37, 42-43)
individual-based dispositional account of collective virtue.62 In
chapter 5, I assess candidate theories belonging to grouping (3)–
Byerly and Byerly’s (2016: 37-38, 43-44) group-based dispositional
account of collective virtue, Donald Beggs’s (2003) account of group
moral virtue and Per Sandin’s (2007) account of collective military
virtues.63
Prior to my assessment of each grouping of candidate
theories on collective virtue, there is a point that I would like to
draw to the reader’s attention. As will become clear in the following
chapters, many authors in the debate defend positions such as nonsummativism that can only be understood as outright rejections of
other positions. Thus, while I offered reasons in chapter 2 to
rethink or abandon terms such as ‘summativism’ and ‘collectivism’,
I sometimes need to refer to some of these terms in my exposition
of those positions defended by other authors.

The view outlined in grouping (2) is the most popular position in
the existing literature, and the position that has received the most
critical attention thus far. For this reason, grouping (2) will be my
major focus in this part of the thesis.
63 Byerly and Byerly (2016) are a partial exception to the three
groupings, in that they defend two distinct positions on collective
virtue without fully committing to one or the other. One such
position falls into grouping (2), the other falls into grouping (3).
Each approach will be assessed separately.
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3

Arguments for Reductive Realism

This chapter focusses on candidate theories of collective virtue that
I have described as ‘implicit attempts to defend reductive realism’.
In what follows, I assess the first and only account to date that falls
into this grouping – Anita Konzelmann Ziv’s account of
institutional virtue (Ziv, 2012).64 In section 3.1, I outline Ziv’s
argument that tries to establish the possibility of institutional
virtues. In section 3.2, I argue that Ziv’s argument is unsuccessful
for three reasons. First, it relies on the assumption that an
institution’s only duties are those statutory duties that bring it into
existence. This assumption, I argue, is mistaken. Second, her
argument relies on a strong conceptual link between moral virtue
and supererogatory action. I argue that this conceptual link is too
strong. And third, the argument against ‘discontinuity’ rests upon
an assertion about what the discursive dilemma implies for agency
– an assertion which, I argue, is mistaken. In section 3.3, I argue
that Ziv’s account fails to allow for the possibility of collective moral
virtue bearers and thus it does not meet both of my proposed
conditions of minimal moral virtue.65

Sean Cordell (2017) offers an argument that can be understood
as an implicit attempt to defend reductive realism. Cordell argues,
in short, that the search for a satisfactory theory of collective virtue
has limited prospects. He supports this conclusion by offering
objections to two candidate theories of collective virtue – Miranda
Fricker’s (2010) account, and Donald Beggs’s account of group
moral virtues. However, since Cordell does not offer his own
account of collective virtue in either of his own relevant articles
(2017, 2018), his work will not be considered in this chapter.
65 In this final section of the chapter, I argue that Ziv offers an
implicit attempt to defend reductive realism, since her approach is
diametrically opposed to what I describe as non-reductionist
accounts, and since it is consistent with the position of
correlativism.
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3.1. Ziv’s argument
Before outlining Ziv’s central argument, it will be helpful to clarify
three fundamental matters: (1) what is meant by the term
‘institution’; (2) how Ziv uses this term; and (3) how the notion of
institutions relates to my goal of assessing accounts of collective
(rather than institutional) virtue. On (1), as Cordell helpfully
suggests, there are two senses of the term ‘institution’ in everyday
speech. In the broader sense of the term, ‘institution’ can refer to
entities as diffuse and incorporeal as ‘the social institution of
Sunday worship’. But in the narrower sense of the term,
‘institution’ is synonymous with ‘organisation’ (Cordell, 2018: 62).
On (2), Ziv regards institutions as “social entities which display a
normative structure, realized in statutory duties, status roles, and
rules of conduct” (Ziv, 2012: 89). Thus, by ‘institutions’, Ziv appears
to refer to institutions in the narrower sense of the term, which is
synonymous with the term ‘organisation’. And there is no
suggestion that she is using ‘institution’ in the broader sense of the
term. Finally, on (3) although Ziv refers to institutions rather than
collectives, I treat her argument as a candidate theory of collective
virtue because the prospective virtue bearers in question (i.e. social
entities that display a normative structure, realized in statutory
duties, status roles, and rules of conduct) are also prospective
collectives, on the definition of the term I offered in chapter 1
(section 1.3.5).66
Ziv’s central aim is to establish the claim that “institutional virtue
is properly modelled as a “consensual property”, along the lines of
the Lehrer-Wagner model of consensus” (Ziv, 2012: 87).67 To
As I noted in that section a collectivity is any collection of
individuals, whether that collectivity is a random grouping, a
grouping that has a feature in common, or a more formally
structured group. A collective is a collectivity that has an identity
of its own, and which persists across time.
67 Ziv does not explain what she means by the term ‘consensual
property’.
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establish this claim, Ziv puts forward an argument that can be
summarised as follows:
(P1) An institution’s existence is bound to its fulfilment of
certain statutory duties
(P2) If institutions are incapable of supererogatory action
(i.e. action that goes beyond the call of statutory duty), they
cannot have virtues
(P3) Institutions are capable of supererogatory action if and
only if their properties are continuous with the properties of
individuals
(P4)

On

the

Lehrer-Wagner

account

of

consensus,

institutional properties are modelled as properties that are
non-trivially continuous with individual properties
(C) Therefore, institutional virtue is properly (or perhaps,
‘successfully’) modelled as a “consensual property”, along the
lines of the Lehrer-Wagner model of consensus (Ziv, 2012:
88-96)68
In support of (P1), Ziv defends a series of interrelated claims about
the nature of institutions and the nature of virtues. First, she
argues that “the nature of institutions rather challenges than
favors attributions of genuine virtues” since “institutions, contrary
to individual persons, are instrumental units, designed to fulfill the
tasks they are created for” (Ziv, 2012: 89). Second, she argues that
institutional virtue turns out to be a flat concept, if being virtuous

The claim ‘properly’ appears too strong, since it suggests that
there is only one correct way to model institutional virtue. If it
turns out that (P4) (and the other premises) are true and some
other account models institutional virtues as properties that are
non-trivially continuous with individual properties, (C) is false
simultaneously. If ‘properly’ is weakened to ‘successfully’ however,
(P1)-(P4) cannot be true while (C) is false simultaneously, in such
a scenario.
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is identified with the motivation to reliably fulfil one’s task. 69 This
follows from the fact that an institution’s motivation to fulfil the
tasks for which it was designed is constitutive of the institution’s
existence.70 Third, Ziv argues that, if an institution lacked virtue
in the sense defined above, it would miss its “raison d’etre”, and
this would lead us to question its very existence. Similarly, she
thinks that an institution’s possession of a virtue in the sense
defined above would not add anything to its being an institution
(Ziv, 2012: 89).
In support of (P2), Ziv argues that “attributing virtues to
institutions implies attributing supererogatory action” (Ziv, 2012:
92); she also maintains that “virtue, if attributed to institutions
must be able to motivate supererogatory action” (Ziv, 2012: 87).
Further, she argues that the fulfilment of a statutory requirement
does not qualify as a virtuous act (since, as per (P1), the
institution’s existence is bound by the fulfilment of such
requirements). And, consequently, Ziv thinks that the ascription of
virtues to institutions “seems to commit us to a more substantial
conception of virtue, one that accommodates the claim that
institutions can act in ways that reach beyond the call of their
duties” (Ziv, 2012: 90). Here, Ziv acknowledges that certain moral
theories define the virtuousness of acts in a way that clashes with
the required conception of virtue. For example, on duty-based
ethical theories, being virtuous amounts to fulfilling one’s duties
while on utilitarian ethical theories, being virtuous amounts to
fulfilling one duty in particular – the duty to pursue the
utilitarian’s “supreme value of maximal welfare” (Ziv, 2012: 90).71

Ziv does not explain what she means by the term ‘flat concept’.
Ziv does not explain how or whether institutions can have
motivations that are distinct from the motivations of their
members.
71 These are Ziv’s characterizations of duty-based ethics and
utilitarianism. In chapter 1 (section 1.3.3), I characterized the
respective ethical theories in a different way.
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For these reasons, Ziv suggests that virtue ethics is the best placed
theory to provide a suitable conception of virtue, in the case of
institutions. As she puts it: “[g]iven that duties can be fulfilled for
different kinds of reasons, and even vicious persons can reliably
fulfill many of their duties, virtue ethics claims that being virtuous
is not exhausted by duty-fulfilling” (Ziv, 2012: 90). Furthermore
“[v]irtues (vices) are usually considered as stable character traits
motivating an agent to act in a specific way, given certain
circumstances” (Ziv, 2012: 90).
To provide additional support for (P2), Ziv poses an objection
to Miranda Fricker’s account of institutional virtue (Fricker, 2010)
– an account that effectively denies this premise.72 Ziv’s objection
is that Fricker’s example of an institutional virtue – testimonial
justice – amounts to nothing more than a tendency toward fulfilling
statutory duties. To see the force of this objection it is important
first to understand what Fricker means by ‘testimonial justice’. As
Fricker explains: “an agent who is testimonially just reliably
neutralizes the impact of prejudice in her judgements of speakers’
credibility” (Fricker, 2010: 250). And, in the case of collectives, “[a]
collective (such as a complaints committee, an appointments panel,
or an investigating team of police officers) will possess this virtue
if its members jointly commit to neutralizing prejudice in its
judgements of speakers’ credibility” (Fricker, 2010: 250). Ziv’s
objection then, is that the requirement of neutralizing prejudice
belongs to, or directly

follows from, certain task-specific

institutional statutory requirements. For example, if the members

Fricker effectively denies (P2) by arguing that institutions can
have virtues, without including any requirement relating to
supererogatory action. As I indicate in Chapter 4, (section 4.2),
Fricker’s overall argument consists of three parts: (1) an argument
against summativism, (2) an account of collective virtue, and (3) an
account of institutional virtue. The success of (3) depends on the
success of (1) and (2). I argue that (1) and (2) are unsuccessful. Ziv’s
objection is against (3).
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of a court were not to regard the neutralization of prejudice as their
statutory duty, they would be disqualified from the outset. Given
this, if the members of the court were jointly to commit to
neutralizing prejudice, they would be jointly committing to the
fulfilment of a statutory requirement of the institution they
constitute (Ziv, 2012: 90). In sum, on Ziv’s virtue ethics-inspired
conception of virtue, testimonial justice does not qualify as a virtue,
since it does not require supererogatory action.
Ziv supports (P3) in the form of arguments against
discontinuity accounts of institutional properties (i.e. accounts
which hold that institutional properties are discontinuous with
individual properties).73 In arguing that such accounts are
unsatisfactory, Ziv defends (P3) by offering support for the idea
that institutional supererogatory action is possible only when an
institution’s properties are continuous with the properties of
individuals.
Ziv describes one account of institutional properties as an
argument

for

discontinuity

by

reason

of

constitutive

impossibility.74 As Ziv explains: “[c]onstitutive impossibility of
continuity pertains to group properties resulting from inferential
procedures in settings of a certain complexity” (Ziv, 2012: 91). A
prominent example of the constitutive impossibility of continuity is
the ‘discursive dilemma’ – a situation that arises in cases of
majority voting, where configurations of three or more agents need
to make a decision on the basis of two or more premises and a
I take Ziv’s use of the term ‘continuity’ to refer to reducibility, for
the reasons discussed in Chapter 2 (section 2.2). Similarly, when
Ziv uses the term ‘discontinuity’, I take this to refer to
‘irreducibility’.
74 Ziv also objects to Margaret Gilbert’s notions of joint commitment
and plural subjecthood, and this objection indirectly offers further
support to (P3). Since I do not take issue with Ziv’s critique of these
notions and, since I offer my own critique of the notion of plural
subjecthood in chapter 5 (section 5.3.2), I do not discuss this aspect
of Ziv’s argument.
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conclusion. The dilemma lies in the fact that two different, but
equally justifiable decisions are possible in such cases, depending
on whether the group has a premise-based procedure or a
conclusion-based procedure. A premise-based procedure is a
judgment aggregation rule on which the group’s verdict on a
conclusion is determined by the group’s majority verdict on each of
the premises. A conclusion-based procedure, by contrast, is a
judgment aggregation rule on which the group’s verdict on a
conclusion is determined by the group’s majority verdict on that
conclusion alone (i.e. without any reference to the group’s majority
verdict on each of the premises).75 The salient point for Ziv is that
the premise-based procedure “is the more rational procedure for the
group to take, but it is discontinuous with the individual members’
rationality” (Ziv, 2012: 91). In relation to (P3), Ziv’s objection to
such arguments for institutional properties is this. The discursive
dilemma script is not a promising model for institutional virtue,
since “readiness to act beyond the call of duty is not a matter of
voting or inferring a conclusion from two or more premises” (Ziv,
2012: 91). In sum, Ziv’s arguments against discontinuity accounts
of institutional properties, motivate a continuity constraint for
institutional virtues, on which a property cannot qualify as a
genuine institutional virtue unless that property is continuous
with individual virtues (Ziv, 2012: 93)
In support of (P4), Ziv argues that the criticisms of
distributive (i.e. continuity) accounts of collective properties rest
upon a mistake, insofar as such criticisms focus on mere
summative analysis (i.e. the view that a collective C has a property

In chapter 7 (section 7.2.2), I draw on Pettit’s (Pettit, 2007)
example of the three-person union, to further illustrate the
difference between premise-based procedures and conclusion-based
procedures.
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P, if and only if all or most members of C have P).76 As Ziv
continues, summativism is not the only kind of distributive account
of collective properties. When more sophisticated accounts of
distribution are considered, the specificity of collective properties
can be explained without abandoning continuity. Ziv thereby offers
the Lehrer-Wagner model of consensus (Lehrer and Wagner, 1980;
Lehrer, 2001) as a distributive account that can explain
institutional virtues in terms of consensual properties, without
falling prey to objections against summativism. The LehrerWagner account maintains that “consensus results from repeated
rounds of [individual group members] mutually assigning weight
to each other with regard to deciding on the issue at stake”, and it
models the iterative structure of consensual properties accordingly
(Ziv, 2012: 94). On the Lehrer-Wagner account, consensual
properties are convergent aggregate properties that factor in new
aggregates of individual allocations of mutual weight attributions
after each iteration. Given that the aggregate consensual
properties are ‘amalgams’ rather than ‘sums’ of individual opinions,
they qualify simultaneously as individual allocations and
communal norms. And further, given the iteration matrix of
mutual weight attribution, Ziv argues that the dynamic model of
consensual properties makes it pointless to consider allocations as
individual or collective states. This is because the individual
allocations and communal allocations are, in other words, identical
and symmetrical (Lehrer, 2001: 115). In relation to institutional
virtue then, the Lehrer-Wagner model shows that, if we model
institutional virtues as consensual properties, such properties can
meet Ziv’s continuity constraint and thereby qualify as genuine
virtues (Ziv, 2012: 94-95). Finally, given (P1)-(P4), Ziv’s conclusion
(C) follows from the truth of each of these premises taken together.

Here, Ziv appears to refer to the arguments put forward by
Lahroodi (2007) and Fricker (2010), which will be discussed in
chapter 4 (sections 4.1 and 4.2).
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3.2. Objections to Ziv’s argument
Ziv’s argument is unsuccessful for three reasons. First, it relies on
the implausible assumption that an institution’s only duties are
those statutory duties that bring it into existence. (I argue shortly
that this assumption is mistaken). Second, her argument relies on
a strong conceptual link between moral virtue and supererogatory
action. (I argue shortly that this conceptual link is too strong). And
third, her argument against ‘discontinuity’ rests upon an assertion
about what the discursive dilemma implies for agency – an
assertion that, I argue, is mistaken.77 I discuss these objections
below.
My first objection is that Ziv’s argument relies on the
assumption that an institution’s only duties are those statutory
duties that bring it into existence – an assumption that, as we will
see shortly, is mistaken. This objection relates primarily to (P1) of
Ziv’s argument (as the argument has been stated in section 3.1). In
that part of the argument, Ziv argues that an institution’s existence
is bound to its fulfilment of certain statutory duties and, relatedly,
that institutional virtue is a vacuous notion, if it is identified with
the fulfilment of statutory duties. However, it does not follow from
this that an institution’s existence-defining statutory duties are the
only duties that it has. An institution can have many other duties;

All three of these are my own objections to Ziv’s argument. Byerly
and Byerly (2016) attack (P1) by rejecting the assumption that an
institution’s existence depends on its fulfilment of duties. As they
put it, “[a]n institution can exist and have as its telos or unique
function the fulfillment of some duty without that institution
succeeding in fulfilling it, just as, on an Aristotelian conception, the
same can be true of an individual” (Byerly and Byerly, 2016:
42n25). My first objection relates primarily to (P1) in a different
way, by allowing that an institution’s existence relies on the
fulfilment of statutory duties, but by denying that these are an
institution’s only duties. My other objections primarily relate to
(P2) and (P3) respectively.
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and an institution can incur new duties, as it encounters new
situations. Take Fricker’s examples of complaints committees,
appointments panels, and investigating teams of police officers.
Even if we grant (following Ziv) that the existence of each such
entity is dependent on the existence of that entity’s good
functioning with respect to the duty of neutralizing prejudice, it
does not follow that these entities are confined to this single duty.
An investigating team of police officers, for instance, quite
plausibly has a multifaceted set of duties relating to investigative
thoroughness, accurate reporting, honesty and so on, as well as the
potential for temporary and/or newly acquired duties (including,
perhaps, the duty to withhold certain information during press
conferences, when required).78 The salient point here is that, if the
investigating team (or any other institution) were to fail in
fulfilling one or more of these duties, it would not cease to exist.
Furthermore, even if we were to accept that (P1) is true, it would
not follow that duty-fulfilment is a vacuous notion in the case of
institutions since, as I have indicated above, an institution can fail
to fulfil some of its duties without ceasing to exist. Since dutyfulfilment is not a vacuous notion in the case of institutions, it is

In response, one might argue that: (1) duties relating to
investigative thoroughness, accurate reporting, honesty, and so on
are parts of the team’s statutory duties which have not been
explicitly spelled out, and (2) ‘the duty to withhold certain
information during press conferences, when required’ is already
an implicit duty implied by the explicitly spelled out statutory
duty. But this response is unsuccessful. Imagine that an
investigative police team, P, is based in a small town, T, and that
P does not participate in press conferences at the time of its
inception (t1). Imagine also that, after a 10-year period of rapid
population growth, P continues to exist across time, and T gains a
range of TV and Radio networks, (t2). P did not have any press
conference related duties at t1. But P does have a press
conference related duty at t2. So, P has gained a new duty. And it
is a duty that is distinct from the statutory duties that brought it
into existence, even if it is derived from them. So, it is false that
P’s only duties are those statutory duties that brought it into
existence, contra Ziv.
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false that duty-based accounts of virtue are ruled out by the nature
of institutions. If virtue turns out to be no more than dutyfulfilment, then contra Ziv, an institution can be virtuous or
vicious, irrespective of whether its existence is bound to its
fulfilment of statutory duties.79
My second objection is that Ziv’s argument relies on a strong
conceptual link between moral virtue and supererogatory action –
a conceptual link that is arguably too strong. This objection
primarily relates to (P2), and it does not depend on my first
objection. In defending (P2), Ziv relies on the idea that institutions
are different to individuals, because they are specifically designed
to fulfil duties (as per (P1)). But Ziv is also committed to the idea
that virtue must be identified with the notion of supererogatory
action, since she thinks that the attribution of virtues to
institutions implies the attribution of supererogatory actions (Ziv,
2012: 92). Likewise, Ziv suggests that a virtue ethical account of
virtue is called for, for a number of reasons; virtue as mere duty
fulfilment is a vacuous notion in the case of institutions, virtue
ethics recognises the fact that vicious people can fulfil duties and
being virtuous is not exhausted by duty-fulfilment, on virtue
ethical accounts. I shall simply assume for the sake of argument
that Ziv is right about the nature of institutions. I shall take no
issue with Ziv’s assertion that vicious persons can fulfil their
duties. I shall also not dispute Ziv’s assertion that being virtuous
is not exhausted by duty-fulfilment. The central problem for Ziv’s
argument, however, is that it does not follow from any of these
claims that that the attribution of virtues to institutions implies
the attribution of supererogatory actions.

Of course, an independent case against duty-based accounts of
virtue might be advanced. But this does not appear to be Ziv’s
strategy.
74
79

Just as vicious persons can fulfil duties, so they can also
perform supererogatory actions. And, given that vicious persons
can perform supererogatory actions, the attribution of virtues does
not imply the attribution of supererogatory actions. To illustrate
this point, consider the following example, which I describe as ‘the
case of the impurely motivated philanthropist’. An individual (call
him ‘A’) is in possession of considerable financial wealth. There is
no duty on A’s part to share any of his wealth with anybody else,
let us suppose.80 But A does so anyway, by donating vast sums of
money to charities, and by devoting his time and effort to projects
that improve his community, over a period of decades. This is only
part of the story, however. The only reason A donates vast sums of
money is because he wants people to believe that he is a generous
man. A has no desire to see the recipients of his money benefit from
it. And he does not think generosity is a valuable trait to have. A
merely practices generosity to further his own interests.
On virtue ethical accounts of virtue (e.g. Hursthouse, 1999:
29, 124-125; Snow, 2009: 53, 87, 107), A does not possess the
character trait of generosity, even though he reliably performs
supererogatory actions over a long period. This is because, as Ziv
notes, virtue ethicists usually see virtues as stable character traits
that motivate an agent to act in specific ways, for certain reasons,
under certain circumstances (Ziv, 2012: 90). Given this, contra Ziv,
the attribution of virtues does not imply the attribution of
supererogatory actions. It is possible (at least in principle) that an
agent can come to possess character traits that motivate it to act in
If A indeed has a duty to share his wealth, the example can be
adjusted to one in which no such duty applies. On this adjusted
version, A* has a modest income, A* donates significant amounts
of his money to charities and A* goes above and beyond in helping
out with community projects, with the sole purpose of making
people look upon him favourably. Since A* does not possess
substantial wealth, the grounds for assuming he has a duty to
donate significant sums to charities are clearly weaker than they
are for A.
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specific ways, for certain reasons, under certain circumstances,
without ever performing any supererogatory actions.81 Thus, (P2)
is false, even if virtue ethics is the correct moral theory.82
In responding to this objection, Ziv might point out the
conceptual link between virtue and supererogatory action only
applies in the case of institutional virtue, since the existence of
institutions, unlike the existence of individuals, depends on the
fulfilment of duties. However, this response would be unsuccessful.
There is nothing distinctively individual-centric about the case of
the impurely motivated philanthropist. If institutions can have
motivations, as Ziv suggests (Ziv, 2012: 89), then institutions can
perform supererogatory actions over a long period of time, without
ever doing so for the right reasons, and thus, without ever having
virtues in the sense that Ziv requires.
My

third objection is that

Ziv’s argument against

‘discontinuity’ rests upon an assertion about what the discursive
dilemma implies for agency – an assertion that, I argue, is
mistaken. This objection relates primarily to (P3), and, specifically

There is substantial disagreement among virtue ethicists on how
to explain the idea of duty in virtue ethical terms (e.g. Hursthouse
(1999: Ch1); Swanton, (2003: Ch11), etc). If right actions are
defined in terms of the actions of virtuous agents, and, relatedly, if
moral duties are defined in terms of what virtuous agents would do
(Hursthouse, 1999: Ch1), there does not appear to be conceptual
space for the notion of supererogatory action. All right actions will
be dutiful actions. Even if right actions are defined in terms of
whether (1) the action hits the target of the relevant virtue(s) and
(2) the action is overall virtuous (Swanton, 2003: Ch11), it is still
difficult to accommodate the idea of supererogatory action. This is
because one action – the overall virtuous action – is the action that
ought to be performed. It is difficult to see how one can go above
and beyond the overall virtuous action, given that it is the best
available action. The salient point here, in any case, is that it is far
from obvious that virtue ethicists are committed to Ziv’s suggestion
that virtue requires supererogatory action.
82 Of course, if virtue ethics is not the correct moral theory, (P2) is
clearly false since, on those duty-based accounts of virtue discussed
in 3.1, virtues are simply dispositions to fulfil duties.
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to Ziv’s criticism of the argument for discontinuity by reason of
constitutive impossibility. Ziv’s core criticism of this argument, as
mentioned, is the claim that the discursive dilemma script is not a
plausible model for institutional virtue, since the readiness for
supererogatory action is not merely a matter of voting on
propositions or inferring conclusions from premises. In posing my
second objection to Ziv, I have already argued that virtue does not
require supererogatory action. If I am right about this, readiness
for supererogatory action is irrelevant to the question of whether a
given entity possesses a virtue. However, even if we set my second
objection aside, Ziv’s criticism of the argument for discontinuity is
still problematic. If the discursive dilemma were an attempt to
establish the possibility of individual virtues, Ziv’s criticism would
be legitimate, since, indeed, the possession of individual virtues
requires that individuals meet other, much more demanding
constraints. However, the properties generated by discursive
dilemma cases belong to collectives and not individuals, contra Ziv.
Moreover, as I argue in chapter 7, the discursive dilemma can be
interpreted in a more constructive way, to show that collectives can
possess irreducible, group-level attitudes of their own which can, if
appropriately organised, be used to construct agents (List and
Pettit, 2011: Ch2-3). Thus, even though individual virtue requires
more than voting or inferring conclusions from premises, this is no
obstacle to the possibility of institutional virtue, by reason of
constitutive impossibility.

3.3. Ziv’s approach and minimal moral virtue
If my objections above are successful, Ziv does not succeed in
showing that institutional virtues are continuous with individual
virtues. And, if she does not succeed in showing that institutional
virtues are continuous with individual virtues, then she does not
establish the need for an account of institutional virtue that is
77

based on the Lehrer-Wagner account of consensus. None of my
objections above rely on my minimalist conditions of moral virtue,
nor do they require that Ziv offers an implicit attempt to defend
reductive realism about collective virtue
Nonetheless, it is important that I consider Ziv’s account in
relation to my minimalist conditions of moral virtue, and it is also
important that I offer some support for the latter claim. The crucial
condition for Ziv is condition (1), which holds that a property must
be possessed by a morally responsible agent, if it is to qualify as a
virtue. Ziv does not attempt to show that institutions are bearers
of properties like agency or moral responsibility. Thus, the position
she advances does not meet condition (1).
On the question of whether Ziv is a reductive realist, the first
reason for categorising her account of institutional virtue in this
way is that she rejects discontinuity accounts of institutional
properties and instead argues for a distributive account. Nonreductive realism holds that collective virtue ascriptions are not
readily reducible to individual-level virtue ascriptions. Thus, nonreductive realism requires the truth of discontinuity between
collective properties and individual properties (in the sense that it
requires the possibility that collectives can have properties that are
different from individual properties). Ziv offers an account that is
diametrically opposed to non-reductive realism so described. The
second reason for thinking that Ziv is a reductive realist is that her
account is consistent with what Gilbert (1987) and Lahroodi (2007)
describe as correlativism about collective virtue (i.e. the view that
a collective C has a virtue V if and only if at least one member of C
has V). Correlativism is, as I argued in chapter 3, consistent with
reductive realism. Nevertheless, one might contend that there is
reason to think Ziv is not a reductive realist, since her account of
institutional virtue entails that individual and communal
allocations are identical and symmetrical (following Lehrer, 2001),
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and since this is inconsistent with reductive realism’s third
requirement – the requirement of asymmetry (such that the As
reduce to the Bs, but the Bs do not reduce to the As).83 However,
such a case for thinking Ziv is not a reductive realist is not secure,
since the relation between collective virtues and individual virtues
is a relation between properties and since, on Ziv’s account, it is
unclear whether the identity and symmetry of individual and
communal allocations refers to the identity and symmetry of
individual and communal (i.e. collective) properties. Thus, Ziv’s
argument is best interpreted as an implicit attempt to defend
reductive realism.
In sum, even if I am wrong about where Ziv’s account is
located within taxonomy of possible positions, her argument
nonetheless fails to provide an adequate basis for a normative
ethical theory, given my objections to her view above. Moreover,
her account does not meet both of my minimalist conditions of
moral virtue.

As we will see in chapter 4 (section 4.2.3), while reductionism
requires identity, it also requires asymmetry.
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4

Arguments for Non-Reductive Realism

that Appeal to Group-Specific Properties

This chapter focusses on those candidate theories of collective
virtue that I have described as ‘implicit attempts to defend nonreductive realism by appeal to group-specific individual properties’.
In what follows, I assess the three accounts that fall into this
grouping. In section 4.1, I assess Reza Lahroodi’s (2007) account of
collective epistemic virtue. In section 4.2, I assess Miranda
Fricker’s (2010) plural subject account of collective virtue. Finally,
in section 4.3, I assess T.Ryan Byerly and Meghan Byerly’s (2016:
36-37, 42-43) individual-based dispositional account of collective
virtue.
I argue that all three accounts are problematic for different
reasons. Lahroodi’s approach is problematic insofar as it rests upon
a misunderstanding of local traits, and insofar as it fails to
establish anti-summativism about global traits. The approaches of
Fricker and Byerly and Byerly are both problematic, insofar as both
approaches fail to refute reductionism about collective virtue. In
addition to these problems, I argue that all three approaches fail to
satisfy both conditions of minimal moral virtue.

4.1. Lahroodi’s account of collective epistemic virtues
The first implicit attempt to defend non-reductive realism by
appeal to group-specific individual properties is Reza Lahroodi’s
account of collective epistemic virtue. In section 4.1.1, I outline
Lahroodi’s argument against summativism, along with his positive
account of collective epistemic virtue. Summativism, according to
Lahroodi, is the view that “a group G has a trait T if, and only if,
all or most members of G have T” (Lahroodi, 2007: 285).
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In section 4.1.2, I argue that Lahroodi’s argument against
summativism is unsuccessful, for two reasons. First, his
counterexamples against summativism for local traits rest upon a
misunderstanding of local traits. Second, his counter-examples
against summativism for global traits fall short, by his own
admission, of establishing anti-summativism about global traits. In
section 4.1.3, I argue that Lahroodi’s positive account of collective
epistemic virtue fails to pass the test for minimalist moral virtue,
since the account relies on his unsuccessful argument against
summativism.

4.1.1.

Lahroodi’s

argument

against

correlativism

for

collective traits
Lahroodi argues that correlativism does not succeed as a general
hypothesis for collective epistemic virtues, and he uses this
negative verdict to motivate his non-correlativist account.84 The
main target of Lahroodi’s argument against correlativism is
summativism for collective traits – a view he takes to be the most
intuitive version of correlativism (Lahroodi, 2007: 283).85

Strictly speaking, Lahroodi suspends judgment on the question
of whether the folk concept of collective epistemic virtue
corresponds to anything real. He does think, however, that his
project is a legitimate and potentially necessary first step toward
answering this question (Lahroodi, 2007: 283). On my taxonomy of
positions in chapter 2, non-correlativism is synonymous with nonreductive realism. Thus, I treat Lahroodi as a proponent of nonreductive realism, even though he may object to the label of
‘realism’. Nothing significant in my argument turns on whether
Lahroodi accepts or rejects this label.
85 Lahroodi in fact describes this view as ‘simple summativism’
about collective traits, but he does not explain how simple
summativism is to be distinguished from non-simple summativism.
Margaret Gilbert contrasts simple summativism about collective
belief with two other (non-simple) versions of summativism (1989:
264, 286), but it is not clear that either of these accounts are
applicable to the concept of collective virtue. Given this, I assume
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Lahroodi treats summativism about collective local traits
(‘local trait summativism’, hereafter) and summativism about
collective global traits (‘global trait summativism’, hereafter) as
separate positions, and argues separately against each. Both
arguments rely on counterexamples to the summativist thesis
above, and each counterexample focuses on the epistemic traits of
open-mindedness and closed-mindedness. Global open-mindedness
is “the character disposition to accord a certain degree of initial
plausibility to views contrary to what one already believes”, and
global closed-mindedness, by contrast, is “the disposition to dismiss
out of hand the views contrary to one’s beliefs” (Lahroodi, 2007:
287). Global character traits exhibit a certain degree of crosssituational consistency, while local character traits produce traitrelevant behaviour only in a narrowly defined set of circumstances
(Lahroodi, 2007: 294n18). So, for Lahroodi, local open-mindedness
and closed-mindedness are like their global analogues in every
respect, aside from the fact that they produce trait-relevant
behaviour only in a narrowly defined set of circumstances.
The first case against local trait summativism (‘case 1’,
hereafter) consists of a putative group (call it ‘A’) and a putative
local trait (call it ‘LC’), where A is an administrative church
committee known for its vehement hostility to gay rights and LC is
the local trait of closed-mindedness toward gay rights. It is
conceivable, Lahroodi thinks, that A can have LC as a group, even
when all or most members of A do not have LC. In other words, A
can have LC as a group, even when all or most members of A
possess the opposing local trait of open-mindedness about gay
rights (‘LO’, hereafter). A fails to assign plausibility to a wide range
of contrary views about gay rights (including, for example, the
belief that committee membership should be available to openly

that in the case of collective virtue, simple summativism and
summativism should be thought of as identical.
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gay church members, the belief that voting rights should be equal
for all church members regardless of sexuality, and so on). At the
same time, however, all or most individual members of A routinely
resist their initial tendency to dismiss views about gay rights that
conflict with theirs. The divergence can be explained by the fact
that the members of A, when conscious of their membership in A,
have collective commitments to group standards that override their
personal dispositions.86 Despite being personally open-minded
about gay rights, the members of A may want others to think that
they are toeing the church line on the matter, and they may clam
up in the presence of other group members, if they expect a
negative reaction from powerful authorities outside the group.
Given that A possesses LC and the individual members of A possess
LO simultaneously, a group may be locally closed-minded, while all
or most of its individual members are locally open-minded. And,
consequently, local trait summativism is false (Lahroodi, 2007:
287-88).

This claim commits Lahroodi to the grouping of views outlined at
the beginning of Part II (i.e. implicit attempts to defend nonreductive realism by appeal to group-specific individual
properties). The emphasis on personal dispositions implies a
distinction between personal and non-personal dispositions, that
are each possessed by individuals. On one natural characterisation
of non-personal dispositions (consistent with Lahroodi’s other
comments), such dispositions are group-specific. This is similar to
the view of Byerly and Byerly in their first account, where they
argue that collective virtues are group-dependent (dispositional)
properties that are possessed by individuals (as I indicate in section
5.3.1). Furthermore, Byerly and Byerly suggest that both Lahroodi
(2007) and Fricker (2010) think non-summativism is true because
the truth of some collective virtue ascriptions requires the
possession of group-dependent properties by individuals (Byerly
and Byerly, 2016: 34, 34n3). For these reasons, I think Lahroodi’s
argument is an implicit attempt to defend non-reductive realism by
appeal to group-specific individual properties. But my objections to
Lahroodi in section 4.1.2. do not depend on one accepting that his
position falls within this grouping.
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The second case against local trait summativism (‘case 2’,
hereafter) consists of two putative groups (call them ‘S’ and ‘M’) and
a putative local trait LO, where S is a steering committee for a 4th
of July parade, M is a municipal committee in charge of reviewing
traffic light locations and LO (as before) is the local trait of openmindedness about gay rights. Coincidentally, S and M consist of
the same group of individuals. Summativism entails that, if two
groups have identical membership, they have identical traits (since
the group has the trait that all or most of its individual members
have). It is possible however, according to Lahroodi, that S and M
can differ with regard to their possession of LO, despite having the
very same members. S possesses LO, and S’s possession of LO is
manifested by its willingness to seriously discuss a petition calling
for the participation of gay groups in the parade. M does not possess
LO (or ~LO), however, because, when acting as M, M is incapable
of considering propositions that relate to gay rights. By virtue of its
charter, M is restricted to considering propositions about the
locations of traffic lights around the city. If M were to consider
propositions about gay rights (or any other non-traffic related
matter), M would be functioning in another capacity, and not as a
traffic lights committee. As with the first case, the divergence
between S and M’s respective traits can be explained by the fact
that the set of individuals comprising S and M, when considering
their membership in each group, have collective commitments to
two different sets of group standards that override their personal
dispositions. Given that S possesses LO and, given that M lacks
LO, S and M possess different traits, despite having identical
membership. Consequently, local trait summativism is false
(Lahroodi, 2007: 287-88).
Lahroodi’s argument against global trait summativism
relies on slightly tweaked versions of the two cases outlined above.
The tweaked version of case 1 (‘case 1*’, hereafter) is identical to
the original, aside from one minor adjustment: group A (the
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administrative church committee) possesses the global trait of
closed-mindedness (call it ‘GC’), while each of its individual group
members possess the global trait of open-mindedness (call it ‘GO’).
Likewise, the tweaked version of case 2 (‘case 2*’, hereafter) is
identical to the original, aside from one minor adjustment: group S
(the steering committee) possesses the global trait of openmindedness (GO), while M (the municipal committee) lacks the
global trait of open-mindedness (which entails S possesses neither
GO nor ~GO, consistent with the description of the original case
above). In the original cases, closed-mindedness and openmindedness are local because they relate only to the issue of gay
rights. In the tweaked cases, both traits are global because they
exhibit a certain degree of cross-situational consistency (Lahroodi,
2007: 289).
Lahroodi suggests that the tweaked cases are successful only
if one accepts a further claim about the nature of global traits. This
claim is that a cognizer’s ability to possess GO (or GC) should be
determined relative to the range of cognition available to that
cognizer. On this view, if a cognizer is open-minded (or closedminded) with regard to most of the objects in its scope of cognition,
then it will be globally open-minded (or closed-minded). In the
individual case, an example of such a cognizer is an idiot-savant
who forms beliefs about airplanes, buildings and cars, but nothing
else. In the collective case, groups A, S and M are all examples of
cognizers whose objects of cognition are limited in scope, since they
can only consider propositions about church committee matters, 4th
of July parade matters and traffic light matters, respectively
(Lahroodi, 2007: 289). Despite having identical membership to S,
M has a more limited scope of cognition, since M can only consider
propositions about the placement of traffic lights around the city.
If we accept the claim about the nature of global traits above,
A can possess global closed-mindedness even if its members are all
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globally open-minded. Likewise, S can possess GO and M can lack
GO simultaneously, even though both groups have identical
membership. However, Lahroodi stops short of accepting this claim
about the nature of global traits, since he suggests that there is an
equally compelling competing view of the nature of global traits.
On this competing view, in order to possess global openmindedness, one must accord initial plausibility to an open list of
topics. Lahroodi explicitly states that he does not propose to settle
the controversy between the two views (Lahroodi, 2007: 290). And
so, he does not ultimately conclude that the tweaked cases against
global trait summativism are successful.
Lahroodi’s overall argument for non-correlativism about
collective traits rests almost entirely on his counterexamples
against local trait summativism. This is because he believes that
his negative verdict against local trait summativism is far more
significant than his mixed verdict on global trait summativism.
And the former is taken to be far more significant than the latter
because Lahroodi thinks that a minority of people possess global
traits, while everyone instantiates numerous local traits (Lahroodi,
2007: 290).
Lahroodi does not offer a positive account of collective
epistemic virtue per se. However, he offers a brief account of
collective open-mindedness that can be generalized to collective
epistemic virtue. This account is as follows: “[a] group is openminded only if each member has expressed her readiness to be
jointly committed with others under conditions of common
knowledge to accord contrary ideas initial plausibility” (Lahroodi,
2007: 291). Generalised to collective (epistemic) virtue, this account
can be understood as follows: a collective C has a virtue V only if
each member of C has expressed his or her readiness to be jointly
committed with others under conditions of common knowledge, to
achieve the end of V. Lahroodi’s argument against correlativism is
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the main source of support for his account of collective openmindedness (and thus, his account of collective epistemic virtue),
since he uses the mostly negative verdict against correlativism to
motivate his positive position (Lahroodi, 2007: 283).

4.1.2.

Objections

to

Lahroodi’s

argument

against

summativism for collective traits
Lahroodi’s counterexamples against local trait summativism are
unsuccessful because they rest upon a misunderstanding of local
traits. An important feature of local traits is that they can be
infinitely fine-grained. Plausibly, if we accept that there are such
things as local traits, one could possess ‘physical courage’ while
lacking ‘moral courage’. Further, one could possess ‘battlefield
physical courage’ (i.e., physical courage in the face of battlefield
threats), while lacking ‘storms physical courage’ (i.e., courage in the
face of storms), ‘heights physical courage’ (i.e., physical courage in
the face of heights) and ‘wild animals physical courage’ (i.e.,
physical courage in the face of wild animals). Moreover, one could
possess ‘rifle fire battlefield physical courage’ (i.e., battlefield
physical courage in the face of rifle fire), while lacking ‘artillery fire
battlefield physical courage’ (i.e., battlefield physical courage in the
face of artillery fire) (Doris, 2002: 62).87
If local traits can be understood in this way, the summativist
can maintain that the individuals who comprise A (the church
committee)

each

possess

two

fine-grained

local

traits

simultaneously: ‘church committee closed-mindedness toward gay
rights’ (call this trait ‘CLC’) and ‘non-church committee openMy objections to Lahroodi’s counterexamples do not commit me
to Doris’s conclusions about virtue ethics, nor do they commit me
to summativism about collective virtue. The central point is simply
that Lahroodi does not succeed in establishing non-correlativism,
since his argument relies on a misunderstanding of a key concept
that he has appealed to (namely, local traits).
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mindedness toward gay rights’ (call this trait ‘NLC’). On this
response, all or most members have CLC and NLC simultaneously.
Therefore, according to summativism, the group also has CLC and
NLC simultaneously. Therefore, case 1 is not a successful
counterexample to summativism.88
The summativist can also maintain that the identical set of
individuals who comprise Lahroodi’s groups S (the steering
committee) and M (the municipal committee) in the second
example each possess two fine-grained local traits simultaneously:
‘steering committee open-mindedness toward gay rights’ (call this
trait ‘SLO’) and ‘municipal committee neutrality toward gay rights
(call this trait ‘MLN’). On this response, all or most members of S
and M have SLO and MLN simultaneously. Therefore, on
summativism,

both

groups

also

have

SLO

and

MLN

simultaneously. Therefore, there is no difference between the two
groups, with respect to the properties they each possess. Therefore,
case 2 is not a successful counterexample to summativism.
Even if one denies that local traits can be infinitely finegrained, both cases face other problems. Case 1 is problematic
because there are insufficient grounds for ascribing LO to the
individual members of A.89 Lahroodi thinks that the divergence
between A’s trait and A’s members’ traits can be explained by the
fact that the personal disposition (LO) belonging to all or most of
A’s members is overridden by each member’s commitment to group
standards. This is manifested by each member’s desire that others
see them as toeing the church line on gay rights, and each member’s

My objections to case 1 are distinct from the summativist’s ‘outof-character’ objection that Fricker considers in response to this
case (2010: 237-8).
89 We will see in section 4.2.2 that Fricker offers an argument that
contains an implicit response to this objection (namely, the claim
that an individual can possess features that are intrinsicallygroup-involving). I will argue that her argument is unsuccessful.
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desire to remain quiet on the matter of gay rights, if they expect a
negative reaction from powerful authorities outside the group.
But, for an ascription of any trait to be warranted, the object
of the ascription must reliably display behaviour that is consistent
with that trait. This is true of local traits and global traits. Consider
the ascription of political-donation-honesty – a local trait – to a
politician who occasionally lies about (or remains silent about) the
identity of their political donors. This ascription would be
unwarranted even if (and especially if) the reason for the
politician’s occasional lies is the politician’s commitment to their
political party’s standard on such matters.90 Unless the politician
did not make the commitment voluntarily (e.g. because they were
coerced), and, unless the politician had no opportunity to violate
the commitment (e.g. because the coercion continued throughout
their term in office), they are normatively responsible for making
the commitment, for the ongoing causal role that it plays in shaping
their behaviour and, ultimately, for their acts of political-donationdishonesty.
The same is true of the members of A (the administrative
church committee). The ascription of LO is unwarranted, since the
members of A act in ways that are contrary to open-mindedness
about gay rights. Unless the members did not make a voluntary
commitment to A’s attitudes about gay rights and, unless they had
no opportunity to violate the commitment, the members are
(normatively) responsible for making the commitment, for the
ongoing causal role that it plays in shaping their behaviour and,
ultimately, for their acts of closed-mindedness about gay rights.91

Here, I am assuming that the hypothetical party’s standard is
something along the lines of “if you can get away with not declaring
donations, don’t declare donations”.
91 If the members are not (normatively) responsible for the actions
in question, those actions are not assessable in terms of LO or LC.
This implies that the members of A could still possess LO, provided
89
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Case 2 relies on a problematic inference from: (1) M’s
charter-generated restriction to propositions about traffic light
locations to (2) M’s absence of open-mindedness toward gay rights.
Lahroodi thinks that M lacks O because M, when acting as M,
cannot consider propositions on gay rights. Since Lahroodi does not
want to assume a non-summative conception of groups in advance,
the latter claim should be read as: ‘each individual member of M,
when acting as a member of M, cannot consider propositions on gay
rights’. It is true that each member of M, when acting as a member
of M, cannot exercise O. But it is false that each member of M lacks
the ability to consider propositions on gay rights, even when acting
as a member of M. Since each member of M is also a member of S,
and, since each member of S actively accords initial plausibility to
contrary views on gay rights, each member of M is able to exercise
trait O, even if they do not exercise it.
As I noted in section 4.1.1, Lahroodi does not think his cases
against summativism about global traits are ultimately successful,
since he does not take a stand on the two competing views about
the nature of global traits. So, if my objections to Lahroodi’s local
trait cases are successful, his argument against correlativism is
not. And, consequently, the main source of support for Lahroodi’s
positive account of collective virtue is ultimately unconvincing.
In response, one could take Lahroodi’s argument against
global trait summativism a step further and maintain that a
cognizer’s ability to possess GO (or GC) should be determined

they are open-minded toward gay rights in all situations where
their ability to act freely is not impaired by factors like coercion.
But this is still a problem for Lahroodi’s argument, as it also
implies that such putatively closed-minded acts are no longer
evidence that the group possesses LC (since those acts are no longer
assessable in terms of LC). Since Lahroodi’s argument relies on a
divergence between the group’s trait and the members’ traits, and
since there is no divergence in such exceptional cases, he cannot
appeal to these cases in support of his argument.
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relative to the range of cognition available to that cognizer. On this
response, A can be globally closed-minded with respect to the
objects within its scope of cognition (church committee matters,
broadly construed) even though its members can be globally openminded with respect to the objects within their scope of cognition
(individual agent-related matters, broadly construed). Similarly, S
can be globally open-minded with respect to the objects within its
scope of cognition (steering committee matters, broadly construed),
while M can lack global open-mindedness with respect to the
objects within its scope of cognition (propositions relating to the
placement of traffic-lights around the city).
To see why this response is problematic, it is helpful to first
understand the cognizers that bear the putative global traits GO
and GC: what kind of entities might these be? Lahroodi has not
provided any reason to think that the groups in question (A, S, and
M) are cognizers, except in the sense that they are composed of
individual cognizers. And further, since Lahroodi does not want to
commit to the existence of group minds (Lahroodi, 2007: 284), it is
unlikely that he wants to conceive of A, S and M as genuinely
collective cognizers. Thus, statements like “A is globally closedminded” should be properly understood as “each individual
member of A, when acting as a member of A, is globally closedminded”. If each group is simply an aggregation of individual
cognizers, the tension between the putative group’s trait and the
putative members’ traits is simply a tension between the traits
belonging to each individual cognizer. In case 1*, each member of
A, when acting as a church-committee member, has GC, while each
member of A, when acting as a non-church committee member has
GO. Similarly, in case 2*, each member of S, when acting as a
steering committee member has GO, while each member of M, when
acting as a municipal committee member lacks GO.
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The problem with this response, however, is that for any
individual cognizer, that individual cognizer’s group-specific range
of cognition falls entirely within their overall range of cognition.
Given this, all trait-relevant situations that demand global openmindedness fall within both ranges of cognition. And since any
global trait requires a high degree of cross-situational consistency
in trait-relevant situations, if an individual fails to exercise openmindedness in those situations that intersect their group-specific
and overall ranges of cognition, our grounds for assigning global
open-mindedness to that individual are weakened (since that
individual displays cross-situationally inconsistent behaviour). In
case 1*, when each (otherwise open-minded) member of A acts in
closed-minded ways in church committee situations, such acts are
evidence against their possession of GO. In case 2*, when each
(open-minded) member of M decides to not consider petitions that
fall outside the remit of their task group, it is false, contra
Lahroodi, that those individuals lack GO (since, as argued earlier,
each member of M has GO, and has the ability to exercise GO, even
if they do not do so). Thus, the proposed response is unsuccessful.

4.1.3. Lahroodi’s approach and minimal moral virtue
Given that Lahroodi’s positive account of collective virtue relies on
his argument against correlativism and, given that his argument
against correlativism is unsuccessful, Lahroodi’s positive account
of collective virtue does not come into the running of being an
adequate basis for a normative ethical theory.92 My objections
posed above do not rely on the minimalist conditions of moral virtue

Lahroodi thinks there is nothing distinctively epistemic about his
cases against summativism, and also that his general points about
collective epistemic traits and virtues are likely to generalize to
collective moral traits and virtues (Lahroodi, 2007: 296n29). I am
therefore treating his argument as a candidate account of collective
moral virtue on these grounds.
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that I introduced in Chapter 1; instead, they instead provide an
independent case against Lahroodi’s account.
Lahroodi’s positive account nonetheless fails to satisfy both
minimalist conditions since it underspecifies key aspects of the
candidate moral bearing entities in question. On Lahroodi’s
positive account, a collective C has a virtue V only if each member
of the collective has expressed his or her readiness to be jointly
committed with others under conditions of common knowledge, to
achieve the end of V. The crucial condition for Lahroodi is condition
1 of the minimalist account for moral virtue. This condition holds
that, a property must belong to a single agent that is fit to be held
morally responsible for its actions.
Lahroodi’s positive account fails to satisfy this condition for
two reasons. First, it is unclear that collective C is an agent since C
does not appear to have beliefs, desires, intentions or any other
states that are typically associated with agency. Second, it is also
unclear that C is fit to be held morally responsible for its actions,
since it is not clear that C possesses features that would typically
be considered necessary for moral responsibility (such as
deliberative capacities, and causal control over actions). Lahroodi
does not suggest that he considers collectives to be agents that are
fit to be held morally responsible, and there is nothing to suggest
that he advances an implicit argument for this claim. And, given
that Lahroodi does not show that groups A (the administrative
church committee), S (the steering committee) and M (the
municipal committee) are genuinely collective cognizers, neither
can his argument against correlativism be construed as evidence of
an implicit attempt to meet the minimalist condition in question.
As we will see shortly, Fricker offers an account of collective
virtue that shares several similarities with Lahroodi’s, and she
goes further towards showing that condition 1 can be met.
Ultimately though, her account is problematic.
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4.2. Fricker’s plural subject account of collective virtue
I now turn to Miranda Fricker’s plural subject account of collective
virtue (Fricker, 2010, 2013) – an account that I take to be an
implicit attempt to defend non-reductive realism by appeal to
group-specific individual properties.93 Section 4.2.1 outlines
Fricker’s argument against collective virtue summativism. Section
4.2.2 outlines her positive account of collective virtue. In section
4.2.3, I argue that both Fricker’s argument against summativism
and also her positive account of collective virtue are unsuccessful
because: (1) they fail to refute the versions of summativism she
aims to refute, and (2) they fail to refute reductionism about
collective virtue. In addition, I argue that Fricker’s concept of
intrinsic-group-involvingness does not enable her to circumvent
the first two objections. Lastly, in section 4.2.4, I argue that her
account does not satisfy both of my minimalist conditions of moral
virtue.

4.2.1. Fricker’s argument against summativism
Fricker’s overall argument proceeds in three steps. First, she
argues that summativism about general features is false. Second,
she argues for a positive account of collective virtue. Third, she

Fricker addresses the question of whether institutions can have
virtues. But in order to do so, she first argues that collectives can
have virtues, before arguing that “institutions can possess virtues
and vice[s]; and they do so only when their structures are brought
to life by the individuals and collectives whose activity puts flesh
on the institutional bone” (Fricker, 2010: 249). Fricker thus
distinguishes collectives from institutions and suggests that
collectives are constituents of institutions. This characterisation of
institutions differs from Ziv’s, outlined in section 3.2. My interest
in Fricker’s argument focuses on the claim that collectives can have
virtues. I take no position on the question of whether institutions
(as she defines them) can have virtues.
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argues for a positive account of institutional virtue, which depends
on her account of collective virtue. Since the focus of this present
chapter is collective virtue, and since Fricker offers such an
account, I shall focus solely on the first and second steps of her
argument.94
Like Lahroodi, Fricker aims to refute summativism by
presenting counterexamples to the summativist’s central thesis –
the claim that “a group G has the trait T if, and only if, all or most
members of G have T” (Fricker, 2010; Lahroodi, 2007: 285). She
offers three counterexamples to summativism, but thinks that only
one of them is ultimately successful.95 This is Fricker’s ‘practical
identities’ style of example. In the example, Fricker imagines a
committee of the local amateur dramatics society that cares deeply
about the society’s prospects even though the members of the
committee, qua private individuals, do not.96 Since the society
occupies the town hall and takes up all parking places on a
Thursday night, the members might not shed a tear if the society
ceases to operate. But each member is nonetheless committed, qua
society member, to engaging whole-heartedly in the endeavour to
see it survive. It is clear to each member which attitudes and
motivations they are obliged to bring to bear in any context when

Furthermore, given that the third step of Fricker’s argument
relies on the first and second steps, if either of the first two steps is
unsatisfactory, so too is the third. In the next section, I argue that
the first two steps are unsatisfactory. Thus, if my argument in that
section is successful, Fricker’s account of institutional virtue is not.
95 Fricker’s first example shares similarities with Lahroodi’s case
of the administrative church committee. By her admission, such
examples fail to refute summativism because each member’s
context-specific behaviour can be explained away as out-ofcharacter actions. Fricker’s third example apparently refutes
summativism about group features, but it fails, by Fricker’s own
admission, to refute summativism about group virtues.
96 In the example, when Fricker uses the term ‘private individual’,
it appears that she in fact means ‘local resident’. Since this is not
made explicit, I will proceed to use the term ‘private individual’,
when referring to this example.
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they are wearing their group-member hat, even if the members
have conflicting feelings and commitments about the society
(Fricker, 2010: 238).
The example of the amateur dramatics society committee
relies on “the normative and psychologically structured influence
that a subject’s various ‘practical identities’ have on what features
she is committed to displaying” (Fricker, 2010: 238). Fricker does
not offer a definition for the term ‘practical identity’, but she
suggests that it is to be understood in the same way that it is used
by Christine Korsgaard (Fricker, 2010: 238n6; Korsgaard, 1996:
Ch3). According to Korsgaard, a practical identity is a description
under which; (1) one values oneself, (2) one finds one’s life to be
worth living, and (3) one finds one’s actions to be worth
undertaking (Korsgaard, 1996: 101).
In this example (and others of its general form) the group
has a feature that every group member, qua private individual,
lacks. The summativist cannot respond by arguing that the group’s
feature is an aggregation of each individual’s context-specific
contributory actions. This is because “the individual features in
question

(each

member’s

wholehearted

commitment

qua

committee member) are not found at the level of individuals
considered independently from the group, for the individuals only
have that feature if they are wearing their group-member hat”
(Fricker, 2010: 238). Practical identities like ‘amateur dramatics
society committee member’ are therefore intrinsically groupinvolving and, given this, there is no lower level of groupindependent features that the higher-level features can be reduced
to. Finally, as Fricker argues, “[a]ny attempted reduction of the
group to a sum of uncommitted non-group-identified individuals
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would literally change the subject, and so fail” (Fricker, 2010: 239;
emphasis mine).97

4.2.2. Fricker’s positive account
Fricker aims to offer an account of collective virtue that works for
two senses of the term ‘virtue’. The first sense of the term ‘virtue’
is what she describes as ‘the Aristotelian conception’, where virtue
to is to be understood in a motivationally demanding way. The
second sense of the term is ‘the Platonic or Stoic conception’, where
virtue is to be understood as a sheer excellence or skill. Fricker
thinks that the motive-based and skill-based conceptions should be
seen as models that apply to different kinds of virtue, rather than
as competing positions on the nature of virtue. On both conceptions,
it is a requirement that good conduct is performed because of the
good motive or skill, as opposed to a misunderstanding or lucky
accident (Fricker, 2010: 235, 239, 241).
For the purposes of her argument, Fricker is interested only
in those groups that sustain group agency.98 Such groups come in
a range of forms. Some can be informally constituted (e.g. two
people going for a walk together). Others are governed by a set of
institutional norms or procedures (e.g. teams, committees, juries,
governments). Such groups can also be described in two different
ways, depending on the conception of the term ‘group’ that is in
play. On a first conception of ‘group’, a group is nothing more than
a sum of individuals. On a second conception, a group is a collective

Fricker offers a third counterexample to summativism about
group features (the case of the debating society), but she stops short
of arguing that it is a successful counterexample to summativism
about group virtues (Fricker, 2010: 240). For this reason, I will not
discuss Fricker’s third counterexample.
98 Fricker does not explain what group agency (or agency) is, and
she does not offer a set of conditions for this concept. More on this
in section 4.2.3.
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that cannot be reduced to the sum of its parts, even though it is
composed of individuals. Fricker thinks the first two conceptions
are needed, since groups can display virtues as clusters of
individuals (first conception) and as collectives (second conception)
(Fricker, 2010: 235-236).99
Fricker uses Margaret Gilbert’s plural subject theory of
social phenomena (Gilbert, 1989) as a template for her own positive
account of collective virtue, and she models the account on her
‘practical identities’ style of example outlined above. According to
Fricker, “Gilbert’s notion of a plural subject is such that one is
constituted whenever some number of individuals jointly commit,
under conditions of common knowledge, to a given action, belief, or
goal” (Fricker, 2010: 240).
The plural subject account of collective virtue is as follows.
A collective of individuals C constitutes itself as the plural subject
of a virtuous moral or epistemic motive M (or skill S) if three
conditions are met: (1) each member of C jointly commits to M (or
S) under conditions of common knowledge, (2) each member of C
jointly commits to achieving the end of M (or S) because it is good,
and (3) each member of C comes to possess M (or S) qua member of
C. C comes to possess a virtue V if one further condition is met: (4)

Fricker thinks that there is a third aspect under which we can
describe groups. This is the description of the group under the
aspect of an ‘institutional structure’. When we ascribe the property
of ‘fair-mindedness’ to a jury, we are doing so under one or more of
the first two aspects (the jury as a sum of individuals, the jury as a
collective, or both). If we were to instead remark that ‘the jury is a
just system’, we would be referring to the institution of trial-by-jury,
where this is defined in abstraction from the performance of any
particular jury (collective) or set of individual jurors (sum of
individuals). Since I take no position on the question of whether
institutions can have virtues, the third aspect is not relevant for
my purposes.
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each member of C reliably achieves the end of M (or S) qua member
of C (Fricker, 2010: 239, 241-243).100
On the plural subject account of collective virtue, there is
room

for

“considerable

tension

between

one’s

personal

motives/beliefs and the motives/beliefs one comes to have in virtue
of this or that group identity” (Fricker, 2010: 241-242). When the
members of a group jointly commit to a motive or skill, it is not
necessary that they come to possess that motive or skill as
individuals. It is necessary, however, that they come to possess that
motive or skill qua group member.
To illustrate the account in relation to collective motivebased virtue, Fricker imagines a diligent and thorough research
team. Each member of the team jointly commits to the motives of
diligence and thoroughness, and each member lives up to those
motives by proving reliable in achieving their ends over an
appropriate span of time and contexts (Fricker, 2010: 240, 242). To
illustrate the account in relation to collective skill-based virtue,
Fricker imagines a vigilant night watch team. The team consists of
four soldiers who jointly commit to a division of labour in which
each soldier keeps watch over one of four areas (north, south, east
and west). Together, the night watch team reliably achieves the
end of vigilance by way of a good method (i.e. by committing to

Byerly and Byerly (2016) offer a different reconstruction of
Fricker’s account and suggest that in fact it breaks into two distinct
accounts, where one refers to collective motive-based virtue and the
other refers to collective skill-based virtue. The major difference
between the two, according to Byerly and Byerly, lies in the skillbased account. In that account, the members of a collective need
not be committed to achieving the end of a virtue because it is good
(2016: 41). I disagree. When Fricker first describes the requirement
that virtuous conduct occurs in a non-accidental way because of the
relevant virtue, she clearly states that this requirement applies to
motives and skills (Fricker, 2010: 239). While Fricker’s skill-based
example (discussed shortly) does not require the attribution of a
virtuous motive, this example does not relax the ‘because of’
requirement with respect to skill.
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staying alert to enemy movement via an efficient division of
labour). Consequently, the night watch team comes to possess the
collective excellence of vigilance (Fricker, 2010: 243).

4.2.3. Objections to Fricker’s theory
Fricker’s argument against summativism and her positive account
of collective virtue are unsuccessful because: (1) they fail to refute
the versions of summativism she aims to refute, and (2) they fail to
refute reductionism about collective virtue.101 To see why this is
so, it is important first to examine the details of Fricker’s ‘practical
identities’-style counterexample to summativism outlined earlier.
In the example, Fricker is defending three claims that should be
treated separately from one another. The first is that higher-level
features like ‘wholehearted commitment qua committee member’
cannot be reduced to group-independent lower-level features of
individuals (since the individuals only have that feature when they
are wearing their ‘group member hat’). The second claim is that
some practical identities of individuals are therefore intrinsically
group-involving. The third is that higher-level feature-bearing
entities like ‘the dramatics society committee’ cannot be reduced to
aggregations of uncommitted non-group-identified individuals
(Fricker, 2010: 238-239).
The first and third claims rely on a particular version of
summativism, where: (1) the summativist’s lower-level class of
features is, necessarily, group-independent features of individuals;
and (2) the summativist’s lower-level class of entities is,
necessarily,

uncommitted

non-group-identified

individuals.102

Fricker’s counterexample succeeds in rejecting this particular

This objection to Fricker’s argument differs from those put
forward by Ziv (2012), Byerly and Byerly (2016) and Cordell (2017).
It is a novel objection.
102 I address the second claim shortly.
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version of summativism: but it does not succeed in rejecting those
versions of summativism that do not depend on (1) and (2).
Crucially, they include versions of summativism Fricker explicitly
outlines at the beginning of her paper. Fricker initially suggests
that summativism about group features is the view that a group G
has a feature F if, and only if, all or most members of G have F
(Fricker, 2010: 237).103 Initially she describes summativism about
groups as the view that groups are to be analysed exclusively as
numbers (or sums) of individuals (Fricker, 2010: 235-236).
Summativism about group features, so described, entails no
commitment to the idea that group-independent features of
individuals are, necessarily, the relevant lower-level class of
features. And summativism about groups so described entails no
commitment to the idea that uncommitted non-group-identified
individuals are the relevant lower-level class of entities.
More pressingly, Fricker’s key counterexample does not
succeed in refuting reductionism about collective virtue.104 A
preliminary review of the concepts of reduction and of practical
identities will help to show why Fricker’s key counterexample fails.
First, as I argued in chapter 2 (section 2.5.1), reduction is a relation
between two sets of entities (or properties) where, for one set, A,
and for another set, B, ‘A is reducible to B’ means: (1) there is no Adifference without B-difference (i.e. A supervenes on B), (2) every
type-A entity (or property) is identical to some type-B entity (or
property) (or some configuration of type-B entities (or properties))
and (3) the relation between A and B is asymmetric (such that the
While Fricker discusses summativism about group features at
length, she does not offer a definition for this position, per se. I
assume here that her definition of group traits can be adapted in
the way that I have suggested in the main text.
104 As per chapter 2 (section 2.5.2), this view is synonymous with
‘reductive realism about collective virtue’. It is also similar to
‘correlativism about collective virtue’ – the view on which a
collective C has a virtue V if and only if one or more members of C
possess V.
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Bs do not reduce to the As) (Oddie, 2005: 15; Bennett and
McLaughlin, 2018; Wringe, 2016: 474). Reductionism, then, is the
view that, for two sets of entities (or properties) A and B, the
reduction relation holds between A and B. And, reductionism about
collective virtue is the view that, for two particular sets of
properties A and B (where ‘A’ refers to putative collective virtues,
and ‘B’ refers to individual properties), the reduction relation holds
between A and B.
Second, in relation to the concept of ‘practical identities’,
Fricker seems to rely on Korsgaard’s characterisation of this
concept, as indicated in section 4.2.1. But Fricker leaves out a
crucial component of Korsgaard’s original discussion, and this
omission

creates

a

significant

problem

for

Fricker’s

counterexample. As Korsgaard argues, if one is to have any
practical identity at all, one must acknowledge oneself to have a
moral identity as well. A moral identity, on her view, is a human
identity conceived as a normative practical identity. While it is true
that our reasons often spring from our more contingent and local
identities, the normative force of those reasons springs, in part,
from the value we place on ourselves as human beings who need
such identities. Given this, moral identity and the obligations
associated with it are inescapable and pervasive. Consequently, not
every form of practical identity is contingent or relative. An agent’s
moral (i.e. human) practical identity is necessary for the possession
of other practical identities (Korsgaard, 1996: 121-122, 125).
Given that an agent’s human practical identity is necessary
for the possession of other practical identities, for every amateur
dramatics society committee member M, both of M’s conflicting
practical

identities

(‘amateur

dramatics

society

committee

member’ and ‘private individual’) depend on M’s underlying human
practical identity. Consequently, the divergent features generated
by each conflicting practical identity also depend upon M’s
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underlying human identity. Crucially, this includes those features
that are generated by those practical identities that are apparently
‘intrinsically group-involving’.
Revealingly, Fricker claims that “there can be tension, and
sometimes downright conflict between the commitments associated
with different practical identities of the same person” (Fricker,
2010: 238; emphasis mine). By Fricker’s own admission practical
identities are possessed by individuals. The problem for Fricker’s
counterexample is thus threefold. First, all practical identities
depend on a fundamental human identity. Second, the putative
higher-level

group

feature

(each

member’s

wholehearted

commitment qua group member) is not, by Fricker’s admission, a
group feature at all. It is an individual feature, that is generated
by each member’s (individually borne) practical identity. And,
third, the putative higher-level entity (the amateur dramatics
society committee) is not an irreducible collective either. It is a sum
of committed, group-identified individuals.
At most, Fricker establishes the absence of a reduction
relation

between

one

individual

property

or

feature

A

(wholehearted commitment qua group member) to another
individual property or feature B (lack of concern qua private
individual). This follows from the fact that the first property is not
identical to the second (in line with the definition offered above).
But the tension between one’s wholehearted commitment qua
group member, and one’s lack of concern qua private individual is
merely an instance of intra-personal conflict, and an uninteresting
instance of irreducibility. Other intra-personal conflicts include the
tension between one’s commitment to giving up smoking and one’s
desire to smoke a cigarette. The first feature of an individual is,
strictly speaking, ‘not reducible to’ the second. But it is an
uninteresting instance of irreducibility, since no one thinks that a
reduction relation holds between the two features in the first place.
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The existence of such intra-personal conflicts is no case for the
existence of irreducible group properties (including collective
virtues), or for irreducibly collective groups (including collective
virtue bearers).
The key point here is that, regardless of whether one accepts
my account of reduction, Fricker’s candidate higher-level group
property is, by her own admission, an individual property.
Consequently, she has not prevented a reduction from group
features to individual features at all. The problem applies to her
positive account of collective virtue as well. Recall condition (4) of
the account, which holds that each member of C reliably achieves
the end of M (or S) qua member of C. This condition requires that
each member of C comes to possess the relevant virtue V qua
member of C (while leaving open the possibility that each member
can lack V, qua private individual). The collective’s virtue V is
therefore a sum of individual virtues, that are each generated by
practical identities that: (1) are ultimately possessed by individuals
and (2) depend on an underlying human identity.
On Fricker’s behalf, one might respond by appealing to the
idea of intrinsic group-involvingness, in order to show that (1)
groups play a role in the production of some individual features,
and (2) any attempt to eliminate the group from the relevant
individual-level explanations will fail, since such features are
dependent on the existence of groups. On this response,
‘wholehearted commitment qua committee member’ is not simply
an individual feature – it is an individual feature whose existence
cannot be explained without reference to a group (namely, the
amateur dramatics society committee).105

This suggested response is partly inspired by Byerly and Byerly
(2016), who defend a concept that is similar to ‘intrinsic groupinvolvingness’ (namely, ‘group-dependent properties’). More on
Byerly and Byerly’s arguments shortly, in section 4.3.
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The problem with this response, however, is that Fricker
does not explain what it is for a practical identity to be intrinsically
group-involving. On one natural interpretation of Fricker’s claim,
an intrinsically group-involving practical identity is a practical
identity that is inseparable from, or dependent on, one’s
membership in a group. On this interpretation of the idea of
intrinsic

group-involvingness,

all

practical

identities

are

intrinsically group-involving. Consider Fricker’s examples of
putative practical identities: ‘professional’, ‘parent’, ‘friend’, ‘gay
man’, ‘Christian’, ‘interested party’ and ‘disinterested party’
(Fricker, 2010: 238). Each of these descriptions imply membership
in some group or other (even if that group is something as
temporally and geographically dispersed as ‘the set of all working
professionals’). More importantly, each description is dependent on
one’s membership in some group or other. One cannot be a
professional, a parent or a friend without simultaneously being a
member of ‘the set of all professionals’, ‘the set of all parents’ or ‘the
set of all friends’, respectively. Given this, if an individual only has
a feature qua professional (or only when wearing their ‘professional
hat’), they only have that feature qua member of a group (where
that group is ‘the set of all professionals’).
But if intrinsic group-involvingness is to be understood in
this way, it is a vacuous notion, since, trivially, every feature that
an individual possesses implies membership of some group, where
that group is a feature-defined aggregation. For example, the
feature of ‘having eyebrows’ implies membership in ‘the set of
people who have eyebrows’. Likewise, the feature of ‘having red
blood cells’ implies membership in ‘the set of people who have red
blood cells’.
The success of the Fricker-inspired response thus turns on
the question of what the ‘group’ in ‘intrinsic group-involvingness’
refers to. As discussed in section 4.2.2, Fricker thinks two
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conceptions of the term group are necessary: groups as sums of
individuals and groups as collectives (i.e. irreducible units). None
of the groups discussed above (i.e. the set of all working
professionals, the set of all parents, etc), are irreducible units. Each
can only be understood as a sum of individuals who happen to share
a feature in common. Each group exists only because a set of
individuals happen to share a feature in common. In such cases
then, it is false that higher-level features cannot be found at the
level of the individuals considered independently from the group.
When a group is nothing more (or other) than a sum of individuals,
the individuals are the group.
What Fricker needs to show is that some practical identities
are intrinsically collective-involving, where a collective is a group
that is irreducible to its members. And, to ground the claim that
some practical identities are intrinsically collective-involving,
Fricker needs an independent argument for the claim that some
groups are collectives (i.e. irreducible units). It will not do to claim
that some groups are collectives because their members possess
intrinsically collective-involving practical identities. Such an
argument would be circular. But Fricker does not offer an
independent argument for the irreducibility of groups. While she
thinks any group that sustains group agency over time is a
candidate for the possession of virtues (Fricker, 2010: 236), Fricker
does not explain what ‘group agency’ or ‘agency’ is, and she does not
explain how group agents are irreducible entities.106 And, while she
thinks, like Gilbert, that a novel plural subject comes into existence
with every joint commitment (Fricker, 2010: 240), Fricker does not
explain how such novel plural subjects are irreducible to the

In a follow-up article (Fricker, 2013: 1328) Fricker explicitly
claims that the List-Pettit account of group agency (List and Pettit,
2011) will not work for collective virtue. Thus, this account is not a
live option for Fricker.
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members that comprise them.107 Since Fricker does not offer an
argument for the irreducibility of groups that does not depend on
the idea of ‘intrinsic group-involvingness’, the response on her
behalf is unsuccessful.

4.2.4. Fricker’s approach and minimal moral virtue
If my objections above are successful, Fricker’s argument is not.
Moreover, Fricker’s argument is unsuccessful regardless of
whether one accepts my minimalist conditions of moral virtue.
However, her account does not meet these conditions either. To see
this, let us consider Fricker’s positive account in relation to those
conditions. It is not entirely clear that Fricker’s account meets
condition 2 of the minimalist account of moral virtue. This
condition holds that a candidate property for collective virtue must
be a moral character trait, and thus, a disposition. While Fricker
argues for an account that is consistent with motive-based and
skill-based conceptions of virtue, she does not make explicit
reference to the idea of virtues as dispositions (as Byerly and Byerly
(2016: 44) also suggest).108 More importantly, like Lahroodi’s
account, Fricker’s account does not meet condition 1 of the
minimalist account. This condition holds that, a candidate property
for collective virtue must belong to a single agent that is fit to be
held morally responsible for its actions. As noted above, Fricker
thinks that group agency is necessary for collective virtue. But she
does not explain what a group agent is, nor does she show how her

As we will see in the discussion of Donald Beggs’s (2003) account
(chapter 5), the concept of plural subjecthood is deeply problematic,
even if plural subjects are irreducible.
108 Ziv (2012), contrary to Byerly and Byerly (2016), has suggested
that Fricker conceives of virtues as motivational character traits,
in Fricker’s motive-based account. If Ziv is right about this, Fricker
could be interpreted as offering a dispositional account of virtue
since virtue theorists typically take character traits to be
dispositions.
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prospective collective virtue bearers (the diligent and thorough
research team, and the vigilant night watch team) qualify as group
agents. Moreover, Fricker does not discuss the concept of moral
responsibility in this context at all. In sum, since it does not meet
condition 1 (and arguably, nor does it meet condition 2), Fricker’s
account does not come into the running of being an adequate basis
for a normative ethical theory.

4.3. Byerly and Byerly’s individual-based dispositional
account of collective virtue
I now turn to a third implicit attempt to defend non-reductive
realism by appeal to group-specific individual properties, Byerly
and Byerly’s individual-based dispositional account of collective
virtue (Byerly and Byerly, 2016: 36-37, 42-43).109
In section 4.3.1, I outline Byerly and Byerly’s individualbased argument for the existence of collective virtues. Section 4.3.2,
outlines their individual-based dispositional account of collective
virtue. In section 4.3.3, I argue that both their individual-based
argument and their individual-based dispositional account are
unsuccessful because each fails to refute reductionism about
collective virtue. In section 4.3.4, I argue that the individual-based
account fails to meet all of the minimalist conditions of moral virtue
outlined in chapter 1.

4.3.1. Byerly and Byerly’s individual-based argument for the
existence of collective virtues

Byerly and Byerly (2016) describe this view as DCV* and
distinguish it from their group-based dispositional account of
collective virtue, DCV. The latter account will be discussed in
chapter 5 (section 5.1).
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Byerly and Byerly claim that the truth of non-summativism about
collective virtue ascriptions would secure the existence of collective
virtues.110 Moreover, they claim that there are two ways in which
non-summativism about collective virtues can be true. First, nonsummativism is true if true collective virtue ascriptions require the
positing of individual group members who possess groupdependent properties. Second, non-summativism is true if true
collective virtue ascriptions require the positing of collective
entities that possess group dependent properties.
Byerly and Byerly’s individual-based argument for the
existence of collective virtues seeks to establish non-summativism
about collective virtue in the first way described. The argument
aims to show that true collective virtue ascriptions require the
possession of particular group-dependent properties of individuals
- dispositions to believe and act that are possessed by individual
group members, qua individual group members (Byerly and Byerly,
2016: 34).111
The individual-based argument for the existence of collective
virtues can be summarised as follows:
(P1) Some individual virtue ascriptions entail ascriptions of
dispositions to believe and act;
(P2) Some collective virtue ascriptions entail ascriptions of
dispositions to believe and act [from P1];
(P3) Some collective belief and action ascriptions cannot be
made sense of without reference to certain group-dependent

As noted in chapter 3 (section 3.1), this claim overlooks Gilbert’s
original distinction between correlativism and non-correlativism,
and the fact that one can be a non-summativist without being a
non-correlativist, on her original taxonomy of positions.
111 Byerly and Byerly take this to be a novel feature of their view,
since they appeal to group-dependent properties (i.e. dispositions
to believe and act) that are distinct from those group-dependent
properties that Fricker appeals to (i.e. virtues).
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properties (i.e. beliefs that are possessed by individuals qua
group members and actions that are performed by
individuals qua group members);
(P4) Thus, some ascriptions of collective dispositions to
believe or act cannot be made sense of without individuals
possessing

certain

group-dependent

properties

(i.e.

dispositions to believe and act qua group members) [from
P3];112
(P5) Thus, some collective virtue ascriptions cannot be made
sense of without reference to individuals possessing certain
group-dependent properties (i.e. dispositions to believe and
act qua group members) [from P1-P4];
(P6) Thus, some collective virtue ascriptions cannot be
explained by summativism [from P5];
(C) Thus, non-summativism about collective virtues is true
[from P6] (Byerly and Byerly, 2016: 36-37).
In support of (P1), Byerly and Byerly claim that, “if it is correct to
ascribe ‘cautiousness’ to Bob as an individual researcher, it
plausibly follows that Bob tends to believe the logically weaker of
two theses which equally well explain the same data, and it
plausibly follows that Bob will refrain from employing in his
practical reasoning theses that are not well-supported” (Byerly and
Byerly, 2016: 36).
In support of (P2), Byerly and Byerly propose that what goes
for individual virtue ascriptions also goes for collective virtue
ascriptions: “[i]f we correctly ascribe the virtue of cautiousness to a
research team of which Bob is a member, it will likewise be correct
to say that this research team tends to believe the logically weaker

As it should be clear in the argument reconstruction, Byerly and
Byerly focus on slightly different group-dependent properties in
(P3) to those discussed in (P4) and (P5).
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of two theses which equally well explain the same data and that
this research team tends to refrain from employing in its practical
reasoning theses that are not well supported” (Byerly and Byerly,
2016: 36).
Byerly and Byerly claim that (P3) is a conclusion established
by authors in the literature on collective responsibility, such as
Margaret Gilbert (1989), who argue for non-summativist accounts
of collective belief and collective action ascriptions. They take this
result for granted and rely on arguments like Gilbert’s to support
(P3).113 Byerly and Byerly assume that (P4) follows from (P3). They
also assume that (P5) follows from (P1)-(P4).
If (P5) is true, summativism is indeed false, at least on
Byerly and Byerly’s definition. In their view, summativism holds
that “collective virtue predications are made true only by
individuals, considered independently from groups, possessing
properties” (Byerly and Byerly, 2016: 34). Since summativism so
described requires that all collective virtue ascriptions are made
true by individuals possessing group-independent properties, and
since (P5) aims to show that some collective virtue ascriptions are
only made true by individuals possessing group-dependent
properties, the latter, if true, clearly rules out the former.
Given that the truth of (P5) rules out the truth of
summativism so described, (P6) follows from (P5). Lastly, if it is
true that summativism so described cannot explain some collective
virtue ascriptions, non-summativism is true. On Byerly and
Byerly’s definition, non-summativism holds that “for at least some
ascriptions of virtues to a collective entity, the truth of these

Byerly and Byerly make this point explicitly: “[f]or example, in
Gilbert’s case, the conclusion is that collective belief cannot be
made sense of apart from individuals possessing beliefs qua group
members. Taking this result for granted, we can see a second reason
for affirming anti-summativism about collective virtue ascriptions”
(Byerly and Byerly, 2016: 37; emphasis mine).
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ascriptions is accounted for only by reference to group dependent
properties—properties that cannot be possessed without the
existence of groups” (Byerly and Byerly, 2016: 34). Clearly, if (P6)
is true, non-summativism so described is also true. Thus, (C)
follows from (P6).

4.3.2. Byerly and Byerly’s individual-based account of the
nature of collective virtues
Byerly and Byerly’s individual-based account of the nature of
collective virtues says that: “[a] collective C has a virtue V to the
extent that the members of C are disposed, qua members of C, to
behave

in

ways

characteristic

of

V

under

appropriate

circumstances” (Byerly and Byerly, 2016: 43).
Some comments are in order, concerning the key concepts at
play in this account, and about the features that make it a novel
approach to collective virtue. First and foremost, the individualbased account explains collective virtues in terms of certain groupdependent properties that are possessed by individual group
members. On the individual-based account, the pertinent groupdependent properties are those dispositions to behave in ways that
are characteristic of the relevant virtue under appropriate
circumstances, qua group member.114

There is a connection between the individual-based account, and
the individual-based argument discussed in section 4.3.1. In the
individual-based argument, the key group-dependent properties
are ‘dispositions to believe and act qua group members’. In the
individual-based account, the key group-dependent properties are
dispositions to behave in certain ways. While action is not identical
to behaviour, the former concept is closely related to the latter. And
thus, while the group-dependent properties in the individual-based
argument are not identical to those in the individual-based
account, both are closely related to one another. Given this, the
individual-based argument at least partially supports the
individual-based account. Byerly and Byerly do not draw this
connection explicitly, and they do not say that the concept of action
112
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Second, Byerly and Byerly employ four related assumptions
about the nature of virtues.115 First, they assume that virtues are
by their very nature dispositions, no matter which entities they
belong to (call this assumption ‘dispositionality’). Their second
assumption is that virtues are dispositions to behave in certain
ways, under certain conditions (call this assumption ‘behaviour’).
Third, they assume that virtues are multi-track dispositions that
dispose their possessor to exhibit a variety of different behaviours
under a variety of different conditions (call this assumption ‘multitrackness’). The fourth assumption is that virtuous behaviour is of
numerous kinds, including overt actions, beliefs and actions done
with a particular intention, such as being done for their own sake
(call this assumption ‘action’) (Byerly and Byerly, 2016: 43).
Third, Byerly and Byerly’s individual-based account is
distinct from Fricker’s account in three major respects.116 First,
while Fricker relies on the idea of member-commitments to account
for the idea of collective virtue, Byerly and Byerly have no such
requirement; instead they straightforwardly identify virtues with
dispositions.117 Second, while Fricker requires that members of a
collective must act reliably over a period of time to achieve the end
of the relevant virtue, Byerly and Byerly eschew any such
reliability condition. And third, while Fricker makes no appeal or

is closely related to the concept of behaviour. They do note,
however, that the term ‘behaviour’ should be given a liberal reading
(Byerly and Byerly, 2016: 42).
115 Their group-based account of collective virtue employs the same
four assumptions about the nature of virtue. More on this in
chapter 5 (section 5.1).
116 Byerly and Byerly consider Fricker’s account as the leading
contemporary account of the basic nature of collective virtue, and
they position their individual-based account in relation to it.
117 Byerly and Byerly do not rely on Fricker’s related idea of
‘practical identities’ either. As we will see in 4.3.3 their core concept
of ‘group-dependent properties’ is similar to Fricker’s core concept
of ‘intrinsic group-involvingness’, and it is problematic in similar
ways.
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reference to the idea of gradability, Byerly and Byerly offer a
graded account of the possession of collective virtues.118 Byerly and
Byerly think that these three distinct features of their view may
make it more appealing to some contemporary virtue ethicists than
Fricker’s account of collective virtue, and they take this to be a
significant advantage of their view over Fricker’s (Byerly and
Byerly, 2016: 33, 43-47).

4.3.3. Objections to Byerly and Byerly’s individual-based
argument and individual-based account
Byerly and Byerly’s individual-based argument and their
individual-based account are unsuccessful for several reasons.
Both parts of Byerly and Byerly’s overall view rely on a problematic
formulation of the summativist/non-summativist distinction. In
addition to this, both parts of Byerly and Byerly’s overall view fail
to refute reductionism about collective virtue.
To see why Byerly and Byerly’s formulation of the
summativist/non-summativist distinction is problematic, we need
first to examine the details of the individual-based argument.
Byerly and Byerly define summativism as the view that “collective
virtue predications are made true only by individuals, considered
independently from groups, possessing properties” (Byerly and
Byerly, 2016: 34: emphasis mine). Furthermore, they present the
central summativist thesis in the following way: “Collective C has
virtue V if, and only if all or most of the members of C, considered
independently from their membership in C, have V” (Byerly and
Byerly, 2016: 34; emphasis mine). In section 4.2.3. I argued that
Fricker fails to refute the version of summativism that she
introduces at the beginning of her paper. By including the

By ‘graded account’, Byerly and Byerly mean an account on
which some collectives can possess a virtue to a greater degree than
others (Byerly and Byerly, 2016: 46)
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‘considered independently from groups’ clause in their definition of
summativism (contra Lahroodi and Fricker), Byerly and Byerly
sidestep this particular objection from the outset. If their
individual-based argument is successful, Byerly and Byerly
succeed in refuting the version of summativism they set out to
refute.
The problem for Byerly and Byerly’s argument, however, is
that the version of summativism they attack is the wrong target.
The summativist could reasonably object that Byerly and Byerly’s
definition of their view is a caricature, and maintain that, if the
view were to be understood correctly, (P6) would be false. If we omit
the ‘considered independently from groups’ clause, the summativist
can maintain that a collective C can have some virtue V, even when
the individuals of C have V only as a result of their membership in
C. This counts against Byerly and Byerly’s individual-based
argument, as well as their individual-based account (since the
individual-based account also relies on the idea of group-dependent
properties). As indicated in sections 2.1, 4.1.1 and 4.2.1. Gilbert,
Lahroodi and Fricker all offer definitions of the term ‘summativism’
that do not include the ‘considered independently from groups’
clause. The truth of (P6) therefore relies on an unexplained (and
otherwise

unsupported)

shift

in

definition

of

the

terms

‘summativism’ and ‘non-summativism’ from other authors in the
debate, and from Gilbert.
Independently of this first objection, both parts of Byerly and
Byerly’s overall view are vulnerable to a more serious problem.
Even if one accepts that Byerly and Byerly’s argument succeeds in
refuting summativism so described, one can still maintain that it
fails to refute reductionism.119 As I explained in section 4.2.3,
The idea here is that one could accept that Byerly and Byerly’s
conclusion follows from the truth of their premises and accept that
all of the premises are in fact true, while still maintaining that the
argument fails to refute reductionism.
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reductionism about collective virtue is the view that, for two
particular sets of properties A and B (where ‘A’ refers to putative
collective virtues, and ‘B’ refers to individual properties), the
reduction relation holds between A and B.120
In Byerly and Byerly’s case, the relevant B-properties are
those properties that have been described as ‘group-dependent
properties’ that belong to individuals. As suggested in sections 4.3.1
and 4.3.2, throughout the development of their individual-based
argument and individual-based account, Byerly and Byerly switch
between three different kinds of putative group-dependent
properties. First, in (P3) of the argument, the relevant groupdependent properties are ‘beliefs that are possessed by individuals
qua group members and actions that are performed by individuals
qua group members’. Second, in (P4) of the argument, the relevant
group-dependent properties are ‘dispositions to believe and act qua
group members’. And third, in the individual-based account, the
relevant group-dependent properties are ‘dispositions to behave in
ways that are characteristic of the relevant virtue under
appropriate circumstances, qua group member’.
One might take issue with the fact that Byerly and Byerly
do not explain the shift from the kinds of group-dependent
properties discussed in (P3) and (P4), or the shift from the groupdependent properties discussed in (P4) and the individual-based
account. Nonetheless, the shift between the particular groupdependent properties discussed in (P3) and (P4) appears to be
unproblematic, insofar as it follows a similar shift from belief and
action ascriptions to belief and action disposition ascriptions.
Likewise, the shift between ‘dispositions to believe and act’ to
‘dispositions to behave’ is also likely to be unproblematic, insofar
Reduction, as before, is a relation is a relation between two sets
of properties A and B, in which: (1) A supervenes on B; (2) A is
identical to B; and (3) the relationship between A and B is
asymmetric (such that B is not reducible to A). See section 4.2.3.
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as the concept of ‘action’ is closely related to the concept of
‘behaviour’.
The major issue for Byerly and Byerly’s argument lies in the
fact that all three kinds of group-dependent properties are, as they
acknowledge, possessed by individuals. Moreover, this is a problem
for their view regardless of whether one accepts my account of
reduction. In relation to the first kind of group-dependent
properties, Byerly and Byerly claim that: “collective belief cannot
be made sense of apart from individuals possessing beliefs qua
group members” (Byerly and Byerly, 2016: 37; emphasis mine). In
relation to the second kind of group-dependent properties, Byerly
and Byerly claim that: “ascriptions of collective virtue cannot be
made sense of apart from group-dependent properties – the
dispositions of group members to believe and act qua group
members” (Byerly and Byerly, 2016: 37; emphasis mine). And
finally, in relation to the third kind of group-dependent properties,
Byerly and Byerly claim that, “[a]ccording to DCV*, a collective has
a virtue V when its members are disposed to behave in ways
characteristic of those possessing V” (Byerly and Byerly, 2016: 43;
emphasis mine). Thus, while they rely on different groupdependent properties than those they take Fricker’s account to rely
on, Byerly and Byerly’s overall view is problematic in just the same
way as Fricker’s.121 The three putative higher-level properties are
not, by their admission, group properties. Such properties are
properties of individuals.
In response, Byerly and Byerly might point out that my
objection pays insufficient attention to the fact that such properties
are group-dependent properties. On this response, groups play a
role in the production of some individual properties. Furthermore,

Byerly and Byerly claim that Fricker defends non-summativism
by arguing that “true ascriptions require individuals to possess the
ascribed virtue qua group members” (Byerly and Byerly, 2016: 37).
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any attempt to eliminate the group from the relevant individuallevel explanations will fail, since such features are dependent on
the existence of groups. Consider, for example, the groupdependent properties that appear in Byerly and Byerly’s
individual-based account (namely, ‘dispositions to behave in ways
that are characteristic of the relevant virtue under appropriate
circumstances, qua group member’). If the suggested response is
successful, such dispositions are not merely properties of
individuals. The existence of such properties cannot be explained
without reference to a group (namely, the collective C).
The problem with this response, however, is that Byerly and
Byerly offer no explanation of what the ‘group’ in ‘group-dependent
properties’ refers to (just as Fricker offers no explanation of what
the ‘group’ in intrinsic group-involvingness’ refers to). If the ‘group’
in group-dependent properties is to be understood as ‘sum of
individuals’, group-dependent properties are a vacuous category of
individual properties, since they straightforwardly translate to
‘sum-of-individual-dependent-properties’
‘individual-dependent-properties’).

For

(and,

moreover

group-dependent

properties to be a meaningful category of individual properties,
‘group’ must be understood in non-reductive terms. But Byerly and
Byerly do not argue that some groups are irreducible to the
members that comprise them.122 Therefore, the proffered response
is unsuccessful.

Even in their group-based argument and group-based account
that appear in chapter 5, Byerly and Byerly do not explicitly offer
such an argument. Furthermore, even if their multiplerealizability argument (discussed there) is construed as an
argument for the irreducibility of groups, this does not rescue the
individual-based argument or the individual-based account. Both
will turn out to be superfluous and redundant, if they rely on some
other independent argument to make sense of the idea of groupdependent properties. If the independent argument for the
possibility of irreducible collectives is successful, it is that
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122

4.3.4. Byerly and Byerly’s individual-based approach and
minimal moral virtue
If my objections to Byerly and Byerly’s account are successful, their
individual-based argument is unsuccessful, irrespective of whether
one accepts my minimalist conditions of moral virtue. In any case,
let us consider their individual-based account in relation to those
conditions. Unlike Lahroodi and Fricker, Byerly and Byerly
recognise the importance of gradability and multi-trackness with
respect to dispositions (and, ultimately with respect to virtues).
Given this, their account is the best placed of the three to meet
condition 2. Like Lahroodi and Fricker, however, the major
problem with Byerly and Byerly’s individual-based account is that
it does not meet condition 1. This is the requirement that a
candidate property for collective virtue must belong to a morally
responsible agent. The issue for Byerly and Byerly’s individualbased account is that true collective virtue ascriptions do not
require the positing of a collective entity that possesses the
relevant virtue (Byerly and Byerly, 2016: 34). Furthermore, their
individual-based

account

does

not

contain

any

explicit

requirements pertaining to agency or moral responsibility.123 Since
Byerly and Byerly’s individual-based account does not meet
condition 1, it does does not come into the running of being an
adequate basis for a normative ethical theory.

4.4. Conclusion

argument that secures the existence of collective virtues, not the
individual-based argument.
123 We will see shortly in Chapter 5 that, while Byerly and Byerly’s
group-based argument and group-based account require the
positing of collective entities, both views do not contain any explicit
requirements pertaining to agency or moral responsibility.
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In this chapter I discussed those approaches to collective virtue
that I earlier described as ‘implicit attempts to defend nonreductive realism by appeal to group-specific individual properties’.
I assessed the three accounts that fall into this grouping –
Lahroodi’s (2007) account of collective epistemic virtue, Fricker’s
(2010) plural subject account of collective virtue and Byerly and
Byerly’s (2016: 36-37, 42-43) individual-based dispositional account
of collective virtue. I argued that all three accounts are problematic
for different reasons. Lahroodi’s approach is problematic insofar as
it rests upon a misunderstanding of local traits, and insofar as it
fails to establish anti-summativism about global traits. The
approaches of Fricker and Byerly and Byerly are both problematic,
insofar as both approaches fail to refute reductionism about
collective virtue. And, in addition to these problems, I argued that
all three approaches fail to satisfy both conditions of minimal moral
virtue.
Nonetheless, it is worth highlighting a positive insight to be
drawn from the approaches of Fricker and Byerly and Byerly. In
slightly different ways, both approaches emphasize the role that
groups play in shaping the properties of individuals. As Fricker
puts the point, some individuals have practical identities that are
intrinsically group-involving. And, as Byerly and Byerly put the
point, some individuals possess group-dependent properties. Since
individuals can possess identities and properties that are shaped
by the groups they belong to, it is an open possibility that the
character traits of such individuals can be shaped by the groups
they belong to as well. And, perhaps more ambitiously, the
comments above may suggest a further insight that the approaches
of Fricker and Byerly and Byerly point toward – the possibility of a
class of individually-borne character traits that are dependent
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upon (and/or sustained by) the existence of irreducibly collective
groups.124
Even if this is right, however, both approaches are
problematic in relation to whether collectives can have moral
virtues and vices. Neither approach establishes the irreducibility
of groups or group-level virtues. A separate, independent argument
is required. And, while the three approaches discussed in the next
chapter move closer toward offering such an argument, I contend
that these approaches are also problematic.

As I argued in sections 4.2.3 and 4.3.3, this would still require
an independent argument for the existence of irreducibly collective
groups. It would not do to argue that irreducibly collective groups
exist because individuals possess so-called group-dependent
properties.
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5

Arguments for Non-Reductive Realism

that Do Not Appeal to Group-Specific
Properties

This chapter focusses on those candidate theories of collective
virtue that I have described as ‘implicit attempts to defend nonreductive realism which do not appeal to group-specific individual
properties’.125 In what follows, I assess the three accounts come
under this grouping. Section 5.1 assesses Byerly and Byerly’s
(2016: 37-38, 43-44) group-based dispositional account of collective
virtue. Section 5.2, assesses Donald Beggs’s (2003) account of group
moral virtue. Section 5.3, assesses Per Sandin’s (2007) account of
collective military virtues.
I argue that all three accounts are problematic for different
reasons. Byerly and Byerly’s group-based approach tries to show
that some collective properties are multiply realizable, and that
such properties are virtues.126 But, by their own lights, these
properties fall short of qualifying as genuine virtues. Beggs argues
that collective virtues are properties of group moral agents. But his
argument rests upon a problematic account of agency. Sandin
argues that it is both possible and reasonable to ascribe virtues to
some collectives. But his argument relies on the unsubstantiated
assumption that collectives can have wills of their own.

5.1. Byerly and Byerly’s group-based dispositional account
of collective virtue

The novel account of collective virtue that I argue for in Part III
also falls into this grouping.
126 More on multiple realizability shortly, in section 5.1.1
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The first implicit attempt to defend non-reductive realism by
appeal to group-specific individual properties is Byerly and
Byerly’s group-based dispositional account of collective virtue. In
section 5.1.1, I outline Byerly and Byerly’s group-based argument
for the existence of collective virtues. In section 5.1.2. I outline their
group-based account of the nature of collective virtues. In section
5.1.3, I argue that both parts of Byerly and Byerly’s group-based
approach are unsuccessful. The major problem for Byerly and
Byerly is that, even if they succeed in showing that some collective
properties are multiply realizable, they do not show that collectives
can be agents. Consequently, the putative collective properties
under discussion do not qualify as genuine virtues, since they are
not possessed by agents. Thus, I also argue that the group-based
account fails to meet condition 1 of my minimalist account of moral
virtue (i.e., a property P is a virtue only if P belongs to a morally
responsible agent).

5.1.1. Byerly and Byerly’s group-based argument for the
existence of collective virtues
As with their individual-based argument for the existence of
collective virtues, Byerly and Byerly’s group-based argument sets
out to refute summativism, where summativism is understood as
the view on which collective virtue ascriptions can only be made
true by individuals, considered independently from groups,
possessing properties. However, instead of appealing to the idea of
group-dependent properties that belong to individuals, the groupbased argument focuses on group-dependent properties that belong
to groups (Byerly and Byerly, 2016: 39).
The group-based argument can be summarised as follows:
(P1) Good explanations should, ceteris paribus, pass
counterfactual tests for explanatoriness
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(P2) In some cases, a collective C’s belief B passes
counterfactual tests for explanatoriness better than the
realizers of B (i.e. C’s individual members) do
(P3) Thus, some collective belief ascriptions are made true
only by positing a collective that possesses a groupdependent property
(P4) In some cases, a collective C’s virtue V passes
counterfactual tests for explanatoriness better than the
realizers of V (i.e. C’s individual members) do
(P5) Thus, some collective virtue ascriptions are made true
only by positing a collective that possesses a groupdependent property
(P6) Thus, some collective virtue ascriptions cannot be
explained by summativism
(C) Thus, non-summativism about collective virtues is true
(Byerly and Byerly, 2016: 37-39).
Byerly and Byerly assume the truth of (P1) and state the relevant
counterfactual test for explanatoriness as follows: “[i]f E explains
P, then, were E not to have obtained, P would not have either”
(Byerly and Byerly, 2016: 38). Their aim, in (P2) and (P4), is to
show that some collective properties (beliefs, and subsequently,
virtues) pass this test better than the realizers of those properties
do (where, they take the ‘realizers’ of such collective properties to
be individual group members) (Byerly and Byerly, 2016: 37-38).127

Here, and throughout their argument, Byerly and Byerly make
core use of the notion of ‘multiple realizability’. They offer no
definition of this term, but they do offer the following comment, in
relation to collective belief: “[t]o say that collective beliefs are
multiply realizable is to say that in order for a collective C to have
a belief B the same individuals possessing the same properties is
not required. Different individuals possessing different properties
can equally well realize collective C’s having belief B, in other
words” (Byerly and Byerly, 2016: 38).
124
127

In support of (P2), Byerly and Byerly defend three crucial
claims. First, they argue that collective C’s possession of B cannot
be explained solely in terms of B’s realizers, in the relevant cases.
(This follows from the fact that C’s possession of B is unchanged,
despite C undergoing changes in group membership, in such cases).
Second, they argue that in such cases, that collective C’s belief B
performs unique explanatory work. And third, they argue that in
such cases we must commit ourselves to the existence of B because
of B’s explanatory role (Byerly and Byerly, 2016: 38).128
To illustrate the truth of these three claims (and thus, the
truth of (P2)), Byerly and Byerly offer the example of a collective
body – a church committee – that retains its collective properties
despite undergoing changes in membership.129 In Byerly and
Byerly’s example, the church committee has one of its members
replaced, but it retains the same beliefs regarding the direction
that the church ought to take. In relation to the first claim, Byerly
and Byerly claim that, “if the realizers for the committee’s belief
had not been the way they are, it is plausible that the committee
would still have had the belief that it did – it just would have had
different realizers for this belief” (Byerly and Byerly, 2016: 38). In
relation to the second claim, Byerly and Byerly claim that, “if the
committee had not had the belief, then it is plausible the church
would not have taken the initiatives it did” (Byerly and Byerly,
2016: 38; emphasis mine). And, in relation to the third claim,
Byerly and Byerly claim that, since the committee’s belief performs
unique explanatory work, “we should not attempt to explain the
committee’s belief B solely in terms of its realizers – the members

Byerly and Byerly do not explain what they mean by
‘explanatory work’ or ‘explanatory role’.
129 Byerly and Byerly’s example is not to be confused with
Lahroodi’s church committee example, discussed in chapter 4
(section 4.1.1 and 4.1.2). Unlike Lahroodi, Byerly and Byerly are
not making any claim about the collective commitments of
individual group members.
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of this committee having the properties that they do” (Byerly and
Byerly, 2016: 38).
If (P2) is true on account of its three supporting claims, (P3)
follows from it. This is because (P2) entails that we must commit
ourselves to the existence of group-dependent properties that
belong to collectives (namely, collective beliefs).
In support of (P4), Byerly and Byerly suggest that this
premise is true of collective virtues in the relevant cases for the
same three reasons that (P2) is true of collective beliefs: (1)
collective C’s possession of virtue V cannot be explained solely in
terms of V’s realizers; (2) collective C’s virtue V performs unique
explanatory work; and (3) we must commit ourselves to the
existence of V, because of V’s explanatory role.
To illustrate the truth of these three claims (and thus, the
truth of (P4)), Byerly and Byerly offer the example of Bob’s research
team possessing the virtue of cautiousness.130 In relation to (1),
they claim that “Bob’s research team, even [if] it loses a member or
has a member replaced, may remain “cautious”” (Byerly and
Byerly, 2016: 38). In relation to (2), they claim that “the
cautiousness of the team performs unique explanatory work –
explaining, for example, why the team did not claim to have
discovered something more than its evidence warranted” (Byerly
and Byerly, 2016: 38). And, in relation to (3), they claim that “[t]he
realizers for the team’s cautiousness do not explain this behavio[u]r
of the team as well as the team’s own cautiousness, given tests for
explanatory relevance” (Byerly and Byerly, 2016: 38).
If (P4) is true on account of its three supporting claims, (P5)
follows from it. This is because (P4) entails that we must commit
ourselves to the existence of group-dependent properties that
‘Bob’s research team’ is a recurring example in Byerly and
Byerly’s paper. A slightly different version of the example was
discussed, in chapter 4 (section 4.3.1).
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belong to collectives (namely, collective virtues). Furthermore, (P6)
follows from (P5), since it is false that all collective virtue
ascriptions are made true by individuals possessing properties.
And, finally, (C) follows from (P6).

5.1.2. Byerly and Byerly’s group-based account of the nature
of collective virtues
Byerly and Byerly’s group-based account of the nature of collective
virtues is that: “[a] collective C has a virtue V to the extent that C
is disposed to behave in ways characteristic of V under appropriate
circumstances” (Byerly and Byerly, 2016: 43).
The group-based account is similar to Byerly and Byerly’s
individual-based account in many respects, but it diverges from it
in two important ways. First, the individual-based account requires
that group members are disposed qua members of the group, to
behave in ways that are characteristic of the relevant virtue, under
appropriate circumstances. The group-based account requires
instead that the group itself is disposed to behave in certain ways.
Second, as Byerly and Byerly suggest, the group-based account
relies on the success of the group-based argument outlined above
(Byerly and Byerly, 2016: 43).
As with the individual-based account, Byerly and Byerly’s
group-based account employs four related assumptions about the
nature of virtue (namely, ‘dispositionality’, ‘behaviour’, ‘multitrackness’, and ‘action’, as outlined in chapter 4). Furthermore, the
group-based account shares with the individual-based account the
same three distinct features that distinguish both accounts from
Fricker’s

approach

(namely,

the

eschewal

of

member-

commitments, the eschewal of reliability conditions, and the
provision of a graded account of the possession of collective virtues).

127

5.1.3. Objections to Byerly and Byerly’s group-based
argument and group-based account
The first thing to note about Byerly and Byerly’s overall groupbased approach is that, if the approach is successful, it is not
vulnerable to the objections I presented against their individualbased approach, or to the objections I presented against Lahroodi’s
and Fricker’s accounts. By arguing explicitly that collective virtues
are properties of groups, Byerly and Byerly offer an implicit
response to reductionism about collective virtue from the outset. If
their argument is successful, it is false that all collective virtues
are reducible to individual properties. This is because some
putative collective virtues can be realized in multiply different
ways, by different lower-level realizers (i.e. different group
members), and because some putative collective virtues (Aproperties) are therefore not identical to any one set of individual
properties (B-properties).
However, even if we accept that Byerly and Byerly succeed
in showing that some putative collective virtues are multiply
realizable (and thus, irreducible), it does not follow that those
putative collective virtues in fact qualify as virtues. As Byerly and
Byerly concede in relation to their individual and group-based
accounts, virtues are dispositions to behave in certain ways under
certain circumstances. Moreover, Byerly and Byerly think that
virtues are multi-track dispositions that dispose their possessor to
display a variety of behaviours under a variety of different
conditions. Furthermore, Byerly and Byerly think that the relevant
behaviours are of numerous kinds, such as overt actions, beliefs
and actions done with a particular intention (such as being done for
their own sake) (Byerly and Byerly, 2016: 41).
Given that Byerly and Byerly see virtues in this way, they
are committed to the claim that virtues belong to entities that are
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capable of performing actions (i.e. agents).131 Since Byerly and
Byerly are committed to the claim that virtues belong to agents (or
at any rate ‘entities that are capable of performing actions’), they
are also committed to the idea that those putative collective virtues
discussed in the group-based argument also belong to agents. But,
in their group-based argument, Byerly and Byerly do not show that
the relevant collectives (the church committee and Bob’s research
team) are agents, or entities that are capable of performing actions.
Given this, while they plausibly show that some collective
properties are multiply realizable, Byerly and Byerly do not show
that collective virtues are among those properties. Thus, even if
Byerly and Byerly’s group-based argument establishes the
existence of virtue-like collective dispositions, it does not establish
the existence of collective virtues.

5.1.4. Byerly and Byerly’s group-based approach and
minimal moral virtue

The only way that Byerly and Byerly could jettison this
commitment is by arguing that some virtues are only related to
mere behaviour, and not at all to action per se. But this move would
be problematic for them, since it would fail to establish the
existence of those inescapably action-related virtues they rely on in
their group-based argument and group-based account (e.g.
cautiousness). This move would also be inconsistent with other
comments Byerly and Byerly have made in relation to the nature
of virtue. In explaining which behaviours are relevant to particular
virtues, for instance, they write that “the characteristic behaviors
of the generous person will include acts of giving, and the specific
circumstances in which these acts are performed will include
circumstances wherein one possesses something that is needed or
desired by another” (Byerly and Byerly, 2016: 41-42; emphasis
mine). All in all, Byerly and Byerly do not explicitly endorse the
claim that some virtues are possessed by non-agents, there is
nothing in their paper to suggest that they implicitly endorse this
claim, and nor is there anything in their paper to suggest that they
would endorse it in response to my objection.
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It will not do to respond that my objection relies on condition 1 of
the minimalist account of virtue. Byerly and Byerly are themselves
committed to the claim that virtues belong to agents (or ‘entities
that are capable of performing actions’). It is worth pointing out,
however, that their group-based account does fail to meet condition
1. Condition 1, let us recall, holds that a candidate property for
(collective) virtue must belong to a morally responsible agent. In
addition to the problems relating to agency noted earlier, Byerly
and Byerly do not engage with the concept of moral responsibility
in this context. Since Byerly and Byerly’s group-based account does
not meet condition 1, this account does not come into the running
of being an adequate basis for a normative ethical theory.

5.2. Beggs’s group moral virtues
I now turn to the next implicit attempt to defend non-reductive
realism that does not appeal to group-specific individual properties
– Donald Beggs’s account of group moral virtues (2003). Section
5.2.1, outlines Beggs’s account of group moral virtues. Section 5.2.2
shows that it is unsuccessful, insofar as it relies on a problematic
account of agency. Finally, in section 5.2.3, I argue that Beggs’s
account fails to meet both of my minimalist conditions for moral
virtue.

5.2.1. Beggs’s argument
Beggs’s central claim is that some groups are moral agents that can
have virtues in a primary moral sense, where such virtues are
“enduring, morally predicable qualities very like the dispositions of
character that virtue ethicists describe” (Beggs, 2003: 457-458). His
argument in support of this claim consists of two parts.
In the first part, Beggs argues that some groups are moral
agents, and he establishes this claim in four steps. First, Beggs
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argues that some predications (i.e. ascriptions) of moral properties
to groups can only be understood collectively (i.e. ‘non-reducibly’)
rather than distributively. Second, drawing on the work of
Margaret Gilbert (Gilbert, 1996), Beggs subsequently argues that
some groups are group agents. As Beggs puts it: “[individual
members] A and B are together a group agent if and only if they
are jointly committed to Xing as a body, where X is a psychological
attribute” (Beggs, 2003: 462). Third, Beggs suggests that moral
agency is a more demanding notion than that of mere agency, and
he offers an account of the former that goes beyond his
requirements for group agency. According to this account,
deliberative practices/decision procedures and solidarity are a pair
of jointly necessary and sufficient conditions of moral agency.132 His
fourth step shows that some predications of moral agency to groups
can only be understood collectively, since some groups meet his
conditions of moral agency (Beggs, 2003: 458-463).133
In the second part of the argument, Beggs argues that some
such groups can have virtues in a primary moral sense, and he
establishes this central claim in three steps. First, Beggs suggests
that there is an asymmetry between individual moral virtues and
group moral virtues. On this asymmetry, while moral virtues are
dispositions of character in the individual case, moral virtues are
best understood as morally praiseworthy practices in the group
case. Second, and relatedly, Beggs argues that the practices of
group moral agents are analogous to the dispositions of individual
moral agents. Furthermore, Beggs maintains that given that the
practices of group moral agents are analogous to the dispositions of
individual moral agents, the former are sufficiently similar to those

Beggs draws on the work of Larry May (May, 1987) in arguing
for this account of moral agency.
133 Like Lahroodi and Fricker, Beggs denies that group minds are
necessary for the possession of group moral virtues (Beggs, 2003:
464).
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dispositions of individuals, such that we can be justified in
predicating moral virtues of group moral agents if such agents
indeed engage in the relevant practices. Finally, Beggs’ third step
suggests that some such practices are correctly predicated of group
moral agents, because those practices are contingent upon certain
sorts of collective decision procedures/practices and certain sorts of
solidarity (as per his account of group moral agency) (Beggs, 2003:
458, 464-467). If morally praiseworthy practices are sufficiently
similar to group moral virtues and, if it is sometimes correct to
predicate morally praiseworthy practices of group moral agents, it
follows that it is sometimes correct to predicate group moral virtues
of group moral agents. Thus, if the three supporting claims are
true, it is also true, as Beggs argues, that some groups are moral
agents that have virtues in a primary moral sense.

5.2.2. Objections to Beggs’s argument
Beggs’s argument is unsuccessful because it relies on a problematic
account of agency.134 As indicated in section 5.2.1, Beggs relies on
Margaret Gilbert’s central notion of joint commitment, in order to
establish the possibility of group agency.135 However, Beggs
appears to overlook a crucial feature of Gilbert’s notion of joint
commitment. In various places (Gilbert, 1989, 2000), Gilbert makes
it clear that, on her notion of joint commitment, a novel plural
subject comes into existence with every joint commitment toward a

This objection is inspired by the work of Pettit and Schweikard
(2006) and Collins (2019), who respond to Margaret Gilbert’s
arguments directly. In the context of the collective virtue debate,
however, it is a novel objection to Beggs’s argument, insofar as it
differs from those objections put forward by Cordell (2017).
135 Beggs does not make it clear that the shift from ‘plural subjects’
to ‘group agents’ is a result of his interpretation of Gilbert. Gilbert
does not in fact offer an account of group agency, in the text cited
(Gilbert, 1996).
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given action, belief or goal.136 In On Social Facts, for example,
Gilbert writes: “I am happy to be committed to the existence of
small, ephemeral collectivities […] I believe that these are the
bedrock of human social life” (Gilbert, 1989: 17).
The upshot of this for Beggs’s position is that, whenever the
same two individuals A and B form a joint commitment to X-ing as
a body, they form a new group agent. And, since X-ing refers to a
single psychological attribute, it follows that each distinct group
agent will only have a narrow range of available actions that are
defined by the scope of the given psychological attribute.
Beggs does not explain which sorts of psychological
attributes fulfil the role of X. In explaining the idea of X-ing as a
body, Gilbert (1996) offers the examples of ‘Jane and Sally traveling
together’, and of ‘A and B building a house together’ (Gilbert, 1996:
348). If these examples are indicative of the scope of typical X
attributes, then clearly individual members of groups will need to
form new joint commitments on a regular basis, when new
decisions that fall outside the scope of X are required.137 And
subsequently, many group agents will come in and out of existence,
as new actions defined by different psychological attributes are
required.
The problem this poses for Beggs is twofold. First, given that
every existing group agent is restricted to a narrow range of X-ing
defined actions, every existing group agent also has putative
collective virtue properties that are defined by this narrow range of
actions. Second, whenever the individuals who comprise that group

As I pointed out in chapter 4 (section 4.2), Miranda Fricker
(2010) – a proponent of a Gilbert-inspired view on collective virtue
– recognises this point. Critics of Gilbert such as Pettit and
Schweikard (2006) and Collins (2019: Ch2) also recognise this
point.
137 Collins makes a similar point, in relation to Gilbert’s notion of
joint commitment (Collins, 2019: 55-58).
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agent are required to make new decisions that fall outside the scope
of the relevant psychological attribute, a new group agent with new
putative collective virtue properties is formed.138
This means that when a group agent endures through time,
that group agent possesses enduring qualities, but those qualities
do not qualify as virtues in the sense that Beggs requires, since
they do not pass the test for being global traits.139 Furthermore,
when a group agent comes in and out of existence after X-ing as a
body for a brief period, neither the group agent nor its putative
collective virtue properties endure through time. Thus, the
putative collective virtue properties belonging to such agents do not
qualify as virtues in the sense Beggs requires, since they do not
pass his requirement for being enduring qualities that are
analogous to individual character traits.

5.2.3. Beggs’s approach and minimal moral virtue
In sum then, Beggs’s candidate properties for collective virtue are
either too narrow or too ephemeral to qualify as virtues, on the
account of virtue that he endorses. In response, Beggs might reply
that he offers an account of moral agency, which is a more
demanding notion than mere group agency. On this response, he
might maintain that those collective entities that meet his
conditions of moral agency – deliberative practices/decision
procedures and solidarity – are enduring entities that are better
candidates for ascriptions of collective virtues and vices than those

Collins (2019: 56-57) presents a similar objection to Gilbert.
Beggs explicitly draws on Aristotle’s Nicomachean Ethics
(Aristotle, 2000) when presenting his concept of moral virtue
(Beggs, 2003: 464). Aristotle is widely accepted as a proponent of
the idea that virtues are non-narrow, global traits (Harman, 1999:
318; Hursthouse, 2006: 101-102).
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entities discussed in relation to his Gilbert-inspired account of
group agency.
This response is unsuccessful, however, for the following
reason. While the concept of group moral agency is more
demanding than the concept of group agency, every group moral
agent is, first and foremost, a group agent. To put this another way,
Beggs’s notion of group moral agency depends on his more
fundamental notion of group agency. To circumvent my objection
then, Beggs would need to offer a different account of group agency
that is not vulnerable to the problems highlighted. Beggs does not
offer such an account, however. Therefore, the suggested response
is unsuccessful.
Finally, given the problems highlighted above with his
account of group agency, Beggs’s account of group moral virtues
fails to meet condition 1 of my minimalist account of moral virtue.
For this reason, his account does not come into the running of being
an adequate basis for a normative ethical theory.

5.3. Sandin’s collective military virtues
I now turn to the final implicit attempt to defend non-reductive
realism that does not appeal to group-specific individual properties.
This is Per Sandin’s account of collective military virtues (2007). In
section 5.3.1, I outline Sandin’s argument for the possibility of
collective virtue. Section 5.3.2 shows that this argument is
unsuccessful because it relies on the unsubstantiated assumption
that collectives have wills of their own. In section 5.3.3, I argue that
Sandin’s account nonetheless fails to meet both of my minimalist
conditions of moral virtue.

5.3.1. Sandin’s argument
135

Sandin’s overall argument proceeds in three steps. First, he argues
that “it is possible and reasonable to ascribe collective virtues to at
least some collectives” (Sandin, 2007: 303). Second, he argues that
“the military contains good examples of collectives to which
collective virtues can be reasonably ascribed” (Sandin, 2007: 303).
And third, he argues that “justice may be an example of such a
virtue” (Sandin, 2007: 303). The second and third steps go beyond
the scope of my thesis. Thus, in assessing Sandin’s view, my focus
is solely on the first step of his argument.
Sandin takes Philippa Foot’s analysis of virtue (Foot, 1978), as his
starting point in developing the following definition of virtue:
A virtue is a characteristic of an agent which (a) is beneficial
to the agent itself and to moral patients, (b) engages the will
and is thus not a skill, and (c) is corrective (Sandin, 2007:
304).
Sandin’s strategy is to offer a definition of virtue that does not
assume that humans are the only kinds of entities to which virtues
can be ascribed. In so doing, he aims to show that it is sometimes
reasonable to ascribe virtues to collectives.
To get clearer about what collectives are, Sandin introduces
a distinction between aggregate collectivities and conglomerate
collectivities. Sandin regards aggregate collectivities as being mere
collections of people. Conglomerate collectivities, on the other hand,
are organisations of individuals for whom the identity of the
organisation is not exhausted by the conjunction of identities of its
individual members (Sandin, 2007: 305; French, 1984: 13). For
Sandin, it is only collectivities of the conglomerate variety that are
candidates for collective virtue ascriptions.
Sandin offers an example of a collective virtue that satisfies
his Foot-inspired definition of virtue. The example concerns the
virtue

of

trustworthiness

that

belongs

to

a

corporation.

Trustworthiness satisfies condition (a), insofar as it benefits the
corporation itself, as well as the relevant moral patients.
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Trustworthiness satisfies condition (c) for two reasons. First, it is a
property that is related to behaviour that is difficult for
corporations in general. Second, it is a property that ‘corrects’ nonvirtuous behaviour, by working against temptations that might
arise for the corporation. Consider a business corporation’s
temptation to fail to undertake a promised recall of defective
products, with a view to maintaining or increasing profits.
Trustworthiness corrects against this sort of behaviour (Sandin,
2007: 307).
As Sandin acknowledges, when we turn to condition (b) and
the issue of the engagement of the will, “things become more
tangled” (Sandin, 2007: 307). As he argues, Foot’s test for
distinguishing individual virtues from skills can provide a way of
untangling things. For Foot, the distinction between virtues and
skills lies in the fact that one can choose not to exercise a skill,
without leading us to believe that they lack that skill. To illustrate
this distinction, Sandin offers the example of his skill of being able
to perform a roll in his kayak. Were Sandin to choose not to exercise
this skill, it would not count as evidence against his possession of
it since he might, for instance, perform a failed roll to demonstrate
a common error. In the case of virtue however, accusations of a lack
of virtue cannot be rebutted in the same way. Were one to claim
that one deliberately failed to be courageous, for example, this
would not neutralise any accusation of a lack of courage (Sandin,
2007: 307).
Given Foot’s distinction between virtue and skill, Sandin
maintains that trustworthiness satisfies condition (b) of his
definition of virtue. To illustrate this, Sandin imagines the example
of a corporation that is accused of lacking trustworthiness, on the
grounds that they have made misleading statements about the
safety of their products. Were the corporation to reply that they
made the misleading statements deliberately, this would not rebut
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the allegation that the corporation lacks trustworthiness,
according to Sandin (2007: 307).
Finally, Sandin indicates that his argument for collective
virtue can be regarded as conditional: “[i]f collective intentionality
is possible, then there is a case for collective virtue as well” (Sandin,
2007: 307). However, Sandin also thinks that no particular version
of collective intentionality is required, in order to fulfil the Footinspired test of virtue.140

5.3.2. Objections to Sandin’s argument
Sandin’s central argument is unsuccessful because it relies on the
unsubstantiated assumption that collectives have wills of their
own. To see this, it is important to first examine the details of
Sandin’s definition of virtue, as well as his key example of
(corporate) trustworthiness. The crucial condition of his definition
– condition (b) – explicitly requires that virtues are characteristics
that engage the will. Similarly, in his attempt to show that the
putative collective virtue of trustworthiness meets his three
conditions of collective virtue, Sandin indirectly suggests that this
property engages the will, insofar as it is not a skill.
The success of Sandin’s example (and his overall argument)
therefore requires the possibility of collectives that can possess
wills of their own. But he does not argue for this claim. Moreover,
Sandin does not explain what he takes a will to be, and he does not
offer any explanation about how collectives have the capacities that
are necessary for the possession of wills. Furthermore, while
Sandin argues at length that virtues are not skills, his grounds for
thinking that trustworthiness satisfies condition (b) are unclear. To
get a sense of how Sandin might show that trustworthiness

The suggestion here, I take it, is that if any account of collective
intentionality is successful, collective virtue is possible.
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satisfies condition (b), we could try to link his comments about
virtue and skill to trustworthiness’s satisfaction of (b) in the
following way:
(P1) The corporation’s characteristic of trustworthiness is
either a property that engages the will or it is a skill
(P2) Trustworthiness is not a skill (as he argues at length)
(C) Therefore, trustworthiness is a property that engages the
will
But this formulation of trustworthiness’s satisfaction of (b) is no
less problematic than Sandin’s own comments in the text. The
major problem is that (P1) rests upon a disjunctive claim that is far
from secure, and one for which Sandin offers no support for. Given
that his argument assumes the existence of collective wills, given
that he does not substantiate this assumption and, given that he
does not show that trustworthiness satisfies condition (b), Sandin’s
argument for collective virtue is unsuccessful.
In response, Sandin might argue that my objection does not
damage his view, since his conclusion is a conditional one (namely:
‘if collective intentionality is possible, then there is a case for
collective virtue as well’). But this response relies on a further
unsubstantiated assumption - the assumption that the existence of
collective intentionality will guarantee the existence of collective
wills. This follows from the fact that Sandin necessarily sees
virtues (including collective virtues) as characteristics that engage
the will. It is not immediately obvious that collective intentionality
will guarantee the existence of collective wills, and the connection
cannot be assumed without argument. Since Sandin does not offer
any (implicit or explicit) support for this assumption, his response
is unsuccessful.

5.3.3. Sandin’s approach and minimal moral virtue
139

Finally, let us consider Sandin’s argument, in relation to my
minimalist conditions of moral virtue. While Sandin requires that
virtues are properties that belong to agents, he does not show that
collectives qualify as agents, and he does not show that collectives
are fit to be held morally responsible for their actions. Thus,
Sandin’s account does not satisfy condition 1, which pertains to the
requirement that virtues belong to morally responsible agents. For
these reasons, Sandin’s account does not come into the running of
being an adequate basis for a normative ethical theory.

5.4. Conclusion
In this chapter I discussed those approaches to collective virtue
that I earlier described as ‘implicit attempts to defend nonreductive realism which do not appeal to group-specific individual
properties’.141 I assessed three accounts that fall into this grouping
–

Byerly

and

Byerly’s

(2016:

37-38,

43-44)

group-based

dispositional account of collective virtue, Donald Beggs’s (2003)
account of group moral virtue, and Per Sandin’s (2007) account of
collective military virtues.
I argued that all three accounts are problematic for different
reasons. Byerly and Byerly’s group-based approach tries to show
that some collective properties are multiply realizable, and that
such properties are virtues. But, by their own lights, these
properties fall short of qualifying as genuine virtues. Beggs argues
that collective virtues are properties of group moral agents. But his
argument rests upon a problematic account of agency. Sandin
argues that it is both possible and reasonable to ascribe virtues to
some collectives. But his argument relies on the unsubstantiated
assumption that collectives can have wills of their own.

As I note shortly, the novel account of collective virtue that I
argue for in Part III also falls into this grouping.
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Despite their problems, all three accounts employ a more
promising argumentative strategy than those discussed in chapter
4. In Part III, I offer a similar strategy, which tries to show that
collective moral virtues are group-level properties of collective
moral agents.
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Part III. Collective Virtues as Group-Level
Properties of Collective Moral Agents

In Part III, I offer a new argument for non-reductive realism about
(minimal) collective moral virtues.142 On this argument, some nonmetaphorical collective virtue statements are neither misconceived
nor readily reducible to individual ascriptions because there are
(logically possible) irreducible collectivity-borne properties that
meet minimal conditions of moral virtue.
The part of the thesis is divided into three chapters. In
Chapter 6, I lay out my argument for non-reductive realism and
argue for its least controversial premises. In Chapters 7 and 8, I
argue for the argument’s most controversial premise – the claim
that there are (logically possible) irreducible collectivity-borne
properties that meet minimal conditions of moral virtue. Chapter 7
argues that some collective properties meet the first condition of
minimal moral virtue (namely, the requirement that a property P
is a moral virtue only if P belongs to a morally responsible agent).
Chapter 8 argues that some collective properties meet the second
condition of minimal moral virtue (namely, the requirement that a
property P is a moral virtue only if P is a moral character trait).

As I argue shortly, the truth of non-reductive realism about
collective moral virtue (or indeed any other position on collective
moral virtue) depends partly on what one takes a moral virtue to
be. As indicated in chapter 1, I believe there is a distinction to be
drawn between minimal collective virtue and full-fledged moral
virtue. In this part of the thesis, I argue for non-reductive realism
about minimal collective moral virtues.
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6

A New Supervenience Argument for

Non-Reductive Realism
In this chapter, I set out my argument for (a particular version of)
non-reductive realism.143 On this argument, non-reductive realism
is true since some logically possible collective properties: (i) fulfil
the existential presuppositions of collective virtue statements (by
meeting conditions of minimal virtue), and (ii) are irreducible to,
but nonetheless supervenient upon, individual properties. While
this argument does not rely on the taxonomy of positions on
collective virtue argued for in chapter 2, it will be helpful to revisit
the discussions there in order to contextualise it and make it
intelligible.144
The chapter is structured as follows. In section 6.1, I contrast
non-reductive realism with competing positions on collective virtue
statements. In section 6.2, I clarify the three central claims nonreductive realism is committed to. And in section 6.3, I set out my
argument for non-reductive realism, drawing on the discussions in
sections 6.1. and 6.2.

I dub this position ‘individualistic non-reductive realism about
minimal collective virtues’. This is explained further, in section 6.3.
144 In revisiting these discussions, I draw again upon Oddie’s
schema for degrees of realism and anti-realism (2005: 22). Oddie
uses this schema to distinguish between different forms of realism
and anti-realism about value, but it can in principle be applied to
realism and anti-realism about any domain. In chapter 2, I applied
it (with a few adjustments) to realism and anti-realism about
collective virtues. As we will see shortly, the schema enables us to
clarify the relationship between collective virtue statements, and
the question of whether or not collective virtues exist. I also draw
on List and Pettit’s (2011; Ch1) taxonomy of possible positions on
group agency. The terms ‘metaphor theory eliminativism’ and
‘error theory eliminativism’ are theirs. (The terms ‘reductive
realism’ and ‘non-reductive realism’ are also modified versions of
their terms ‘redundant realism’ and non-redundant realism’).
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6.1. Competing positions on how to understand collective
virtue statements
Non-reductive realism, as I argued earlier, is a position on how to
understand collective virtue statements. Such statements include
ascriptions of virtues and vices both to collectivities themselves and
also to their behaviour, attitudes, beliefs, and so on. This position
is individualistic rather than non-individualistic, in the sense that
collective virtues supervene on the properties of individuals. The
metaphor theory eliminativist maintains that no such statements
are truth-apt (i.e. apt for classification as being true or false),
because all such statements are indirect attempts to ascribe virtues
to individuals.145 The error-theory eliminativist allows that some
such statements are truth-apt, but denies that they can in fact be
made true or false, since the existential presuppositions of such
statements remain unfulfilled. (As per chapter 2 (section 2.5.2),
there are (at least three) possible ways the error theory
eliminativist might try to achieve this: first, by denying the
existence of virtues altogether, second, by denying the existence of
collective virtues, and third, by denying the existence of collective
virtue bearers). The reductive realist allows that some such
statements are truth-apt and also maintains that such statements
can be made true or false, since the existential presuppositions of
such statements can be fulfilled. But – and this is a crucial point –
the reductive realist also thinks the existential presuppositions of
such statements can be fulfilled in a way that does not require the
existence of irreducible collective virtues or irreducible collective

The idea here is that collective virtue statements are not truthapt, even though the claims they try to describe indirectly are
truth-apt, according to the metaphor theory eliminativist. Thus,
while the metaphor theory eliminativist, the error theory
eliminativist and the reductive realist all think that collective
virtue statements can be re-expressed by reference to individual
members, the metaphor theory eliminativist denies that such
statements are truth-apt.
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virtue bearers. The reductive realist thinks that collective virtues
just are sums or sets of individual virtues, and that collective
virtues (on this definition of the term) therefore exist, despite being
reducible to individual virtues. (On summative reductive realism,
a collective has a virtue if and only if all or most of its members
possess that virtue. On non-summative reductive realism, a
collective has a virtue if and only if at least one of its members
possesses that virtue.)
6.2. The non-reductive realist’s three central claims
The non-reductive realist, then, is committed to three major claims
about collective virtue statements.146 First, like the error theory
eliminativist and the reductive realist, the non-reductive realist
thinks that some such statements are truth-apt, since these
statements are not indirect ways of ascribing virtues to individuals.
Second, like the reductive realist, they think that the existential
presuppositions of non-metaphorical statements can be fulfilled
(and thus, that these statements can be made true).147 And third,
unlike the reductive realist, the non-reductive realist also thinks

I acknowledge that there are two further aspects of Oddie’s
schema that might (or might not) arise in relation to the issue of
collective virtue. First is the question of whether existential
presupposition-filling properties (i.e. collective virtues) are mindindependent. (Were one to answer this question negatively, one
would presumably be an idealist about collective virtue.) Second is
the question of whether such entities are appropriately causally
networked. (Were one to answer this positively, one would be a
robust realist, rather than a mere non-reductive realist). I address
the second question indirectly, when I discuss issues relating to the
causal role of moral character traits (in Chapter 8 (sections 8.1.3,
8.1.4 and 8.2). I briefly considered the first question back in chapter
2 (section 2.5.2), in relation to a group of idealist positions on
collective properties described in Quinton (1976).
147 As I point out shortly, the non-reductive realist shares the
reductive realist’s view that collective virtue statements can be
made true or false, but they rely on a very different argument for
this claim.
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that non-metaphorical, truth-evaluable148 statements are not
readily reducible to statements about individual virtues because
such statements pick out collective properties that are irreducible
to individual properties. Below, I provide an initial discussion of
these three major claims.

6.2.1. Truth-aptness
The first claim is a straightforward rejection of metaphor theory
eliminativism. The metaphor theory eliminativist holds the strong
view that every collective virtue statement is an indirect way of
ascribing virtues to individual agents. As we saw in Chapter 1
(section 1.1), collective virtue statements are common in everyday
speech, and, while there are legitimate questions to be raised
regarding whether such statements can be made true, it seems
unlikely that all such statements can be dismissed as indirect
ascriptions of individual virtues. Even if collective virtue
statements are misconceived (as the error theory eliminativist
suggests), there is no prima facie reason to think that all such
statements are merely metaphorical. Thus, the burden of proof is
on the metaphor theory eliminativist to show that every collective
virtue statement is (or is best interpreted as) an instance of
metaphorical shorthand for some other claim, even when such
statements appear to aim directly at truth (or falsity). I maintain
that, in the absence of any explicit argument for metaphor theory
eliminativism, the first claim to which the non-reductive realist is
committed – that some collective virtue statements are truth-apt –
is uncontroversial.
6.2.2. Truth-evaluability

By ‘truth-evaluable’ (Oddie, 2005) I just mean ‘is capable of
being evaluated as true or false’ (contra error theory
eliminativism).
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The second and third claims are controversial. Let us start with the
second. This is the claim that some non-metaphorical collective
virtue statements can be made true, since the existential
presuppositions of such statements can be fulfilled. The nonreductive realist requires a stronger conception of what these
existential presuppositions amount to than the conception held by
reductive realist. The reductive realist thinks that collective
virtues just are (sums or sets of) individual virtues, and that
collective virtues are therefore exist (since sums or sets of
individual virtues exist). By contrast, the non-reductive realist
instead thinks that collective virtues are irreducible properties that
belong to irreducible collective virtue bearers. To show that the
existential presuppositions of collective virtue statements can be
fulfilled, the non-reductive realist must show that irreducible
collective virtues and irreducible collective virtue bearers exist. 149
Here it is important to distinguish between two forms of nonreductive realism: individualistic non-reductive realism (the
position I argue for), and non-individualistic non-reductive realism.
Individualistic non-reductive realism maintains that collective
virtues supervene on the properties of individuals but are not
reducible to such properties. Non-individualistic non-reductive
realism accepts that collective virtues are irreducible to individual
properties, but it denies that collective virtues supervene on
individual properties.150 Despite their differences, both versions of

I take it as a given that the existence of virtues is not possible
without the existence of corresponding virtue bearers, and later, I
make it a necessary condition of a property’s status as being a
virtue or vice that it belongs to a virtue bearer (which, on my view,
is a morally responsible agent). Given this, whenever I refer to the
irreducibility of collective virtues, I am indirectly referring to the
irreducibility of collective virtue bearers.
150 On one formulation of this view, collective virtues are
emergent, irreducible properties that do not supervene on the
properties of individuals. On another formulation of this view,
collective virtues consist of a supervenience base that is
constituted by individual and non-individual facts. See Chapter 2
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non-reductive realism reject error theory eliminativism in the same
way – by showing that the existential presuppositions of collective
virtue statements can be fulfilled by irreducible collective virtues.
One further point to be made in relation to this second claim
is that its successful defence of this claim will depend on what one
means by the term ‘moral virtue’. In order to fulfil the existential
presuppositions of collective virtue statements, it is insufficient
merely to show that irreducible collective properties exist. The nonreductive realist also needs to show that such irreducible collective
properties are sufficiently virtue-like.151 It is in relation to this
point that the minimal conditions of moral virtue outlined in
chapter 1 are of utmost importance. If one accepts that a moral
virtue is a property that meets my two necessary and jointly
sufficient conditions (i.e., that a property P is a moral virtue if and
only if: (i) P belongs to a morally responsible agent and (ii) P is a
moral character trait), then non-reductive realism requires the
fulfilment of those two conditions. If one requires conditions of
moral virtue that are more demanding than mine, then fulfilment
of my two conditions (plus the fulfilment of other requirements like
truth-aptness) will be insufficient to establish the truth of nonreductive realism.152 If one requires conditions of moral virtue that
(section 2.5.2). As with metaphor theory eliminativism and error
theory eliminativism, no argument for non-individualistic nonreductive realism exists in the literature. In the absence of such
an argument, it cannot be properly considered. Thus, I do not
address this position, in the remainder of the thesis.
151 As I argued in Chapter 5 (section 5.1), Byerly and Byerly’s
group-based approach runs into problems, in relation to this
requirement. Despite offering a promising argument for the
existence of irreducible collective properties, they fall short of
showing that such properties are (by their own lights) sufficiently
virtue-like.
152 This is a position that some normative ethicists might take. One
might think, for example, that individuals can have moral virtues
while collectives cannot, because individuals have capacities that
collectives do not, and since those capacities are necessary for
moral virtue. (As I suggested in Chapter 1 (section 1.3.4), such
capacities may include the capacity to be in emotional states, the
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are less demanding than mine, the fulfilment of my two conditions
(plus other requirements) will be unnecessary in establishing the
truth of non-reductive realism.153 My view on this matter, for which
I provide a detailed argument in Chapters 7 and 8, is that the
fulfilment of the two conditions is necessary for the fulfilment of
the existential presuppositions of collective virtue statements. I
maintain, however, that the fulfilment of these conditions
establishes only the truth of non-reductive realism about minimal
collective moral virtues.154
6.2.3. Irreducibility
Let us now consider the non-reductive realist’s third major claim.
This

is

the

claim

that

non-metaphorical,

truth-evaluable

statements are not readily reducible to statements about individual
virtues because such statements pick out collective properties that
are irreducible to individual properties. Given that the nonreductive realist’s defence of the second claim relies on the
existence of irreducible collective virtues, if their defence of the
second claim is successful, then so too is their defence of the third.
To put this another way, if the existential presuppositions of
collective virtue statements are fulfilled by the existence of
irreducible collective virtues, such statements are not only truth
evaluable (as per the second claim); such statements are also

capacity to be in conscious states, and so on). As I argue in Chapter
8 (section 8.1.4), however, normative ethicists should not take it for
granted that individuals meet both conditions of minimal moral
virtue. Even if further capacities are required for full-fledged moral
virtues and vices, any candidate moral virtue bearer needs to meet
the two minimal conditions first.
153 The work of Donald Beggs (discussed at length in Chapter 5,
section 5.2), offers a less demanding account of agency than the one
I argue for in Chapter 7 (section 7.1). As I argued in Chapter 5, the
account of agency drawn on by Beggs (i.e. Margaret Gilbert’s plural
subject theory) is problematic.
154 This (plus the commitment to individualism) is the position I
ultimately argue for. More on this in section 6.3.
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irreducible to statements about individual virtues and vices (since
they pick out irreducible collective properties). Thus, the nonreductive realist’s fundamental challenge is to show that
irreducible collective virtues exist. I aim to overcome this challenge
in chapters 7 and 8 (albeit with respect to minimal collective
virtues; more on this soon).
6.3. An argument for individualistic non-reductive realism
about minimal collective virtues
Given the discussions above, my argument for individualistic nonreductive realism about minimal collective virtues can be
summarised as follows:
(P1) Individualistic non-reductive realism about minimal
collective virtues holds that some non-metaphorical (i.e.
truth-apt) collective virtue statements: (i) can be made true
or false and (ii) are not reducible to individual virtue
statements
(P2) For a non-metaphorical collective virtue statement to be
capable of being made true or false, that statement’s
existential presuppositions must be fulfilled (where these
are the existence of minimal collective virtues)
(P3) For a non-metaphorical collective virtue statement to be
irreducible to a statement about individual virtues/vices, it
must pick out a collective property that is irreducible to, but
supervenient upon, an individual property (or a collection of
individual properties)155

Some authors (e.g. List (2018: 9) have suggested that
supervenience is a thesis about facts. Following Bennett and
McLaughlin (2018), I assume that supervenience is (or at any rate
can be) a thesis about properties. (I discussed Bennett and
McLaughlin’s (2018) characterization of supervenience in Chapter
2 (section 2.5.1)).
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(P4) There are logically possible collective properties that: (i)
fulfil the existential presuppositions of such statements (by
meeting conditions of minimal virtue), and (ii) are
irreducible

to,

but

nonetheless

supervenient

upon,

individual properties
(IC)

Thus,

some

non-metaphorical

collective

virtue

statements: (i) can be made true or false and (ii) are not
reducible to individual virtue statements (from P2-P4)
(C) Thus, individualistic non-reductive realism about
minimal collective virtues is true (from P1 and IC)
Before discussing the details of the argument, I need to explain the
name of the position for which I am arguing (i.e. ‘individualistic
non-reductive realism about minimal collective virtues’). This
position is a version of non-reductive realism, in the sense that it is
committed to the three claims about collective virtue statements
noted

above

(truth-aptness,

truth-evaluability

and

irreducibility).156 This position is individualistic rather than nonindividualistic, in the sense that collective virtues supervene on the
properties of individuals.157 And finally, this position is a position
on minimal virtues rather than full-fledged virtues (where minimal
virtues are properties that meet my two non-demanding (but
nonetheless indispensable) conditions of virtue, and full-fledged
virtues are properties that meet more demanding conditions of

Two points need to be made here. First, in the interests of
simplicity, I have omitted a suppressed premise that relates to the
first claim, regarding truth-aptness. This is the claim that there
are such things as non-metaphorical collective virtue statements.
Second, throughout this chapter, I use the terms ‘truth-apt’ and
‘non-metaphorical’ interchangeably.
157 My approach is also individualistic in the sense that it does not
entail collectivism (as Pettit (1996) uses the term ‘collectivism’). I
do not claim that the possibility of collective moral virtue bearers
compromises the status of individuals as being moral virtue
bearers (see Chapter 2, section 2.2).
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virtue and/or being a virtue bearer (e.g. relating consciousness,
emotions, moral education etc)).158
(P1) outlines the two major requirements (truth-evaluability
and irreducibility) that a non-metaphorical collective virtue
statement must meet, on any version of non-reductive realism.159
(P2) and (P3) outline in further detail how non-metaphorical
collective virtue statements can, in principle, fulfil each of these
requirements, in individualist, non-reductive realist terms.160 (P4),
the crucial premise, asserts that each of these requirements can be
met, since there are logically possible collective properties of the
relevant kind. (P5) follows from (P4). And (C) follows from (P5).
While complaints might be raised about any of the five
premises, (P4) is both the key premise, and the premise that is
clearly the most controversial. For this reason, I focus my attention
on the defence of this premise.161 To this end, I argue that some
logically possible collective properties meet the two conditions of
minimal

moral

virtue

and

thereby

fulfil

the

existential

presuppositions of collective virtue statements. I also argue that
such properties are irreducible to, but nonetheless supervenient
upon, individual properties. Chapter 7 focuses on the first condition
of minimal moral virtue – the requirement that a property P is a
In this thesis, I do not address the question of whether the
existence of full-fledged collective moral virtues is logically
possible.
159 By focussing specifically on non-metaphorical (i.e. truth-apt)
collective virtue statements, this premise bypasses the initial
requirement of truth-aptness by assuming that truth-apt
statements are possible. Earlier in this section, I argued for this
assumption, and, in the interests of simplicity, I have omitted this
argument from the summary above.
160 (P3), in particular, casts the issue of irreducibility in
individualistic terms, by requiring that collective virtues supervene
on individual properties. While it is not explicit in the argument
structure, I maintain that (P2) should be read in non-reductive
realist (rather than reductive realist) terms, with respect to the
fulfilment of existential presuppositions.
161 I maintain the discussions in sections 6.1 and 6.2 offer support
for the other premises in my argument.
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moral virtue only if P belongs to a morally responsible agent. As we
saw in Part II, existing approaches to collective moral virtue face
difficulties in meeting this condition. Chapter 7 aims to overcome
these difficulties. My argument for the claim that some collective
properties satisfy this condition draws upon Christian List and
Philip Pettit’s theory of group agency (List and Pettit, 2011).
Chapter 8 focuses on the second condition of minimal moral virtue
– the requirement that a property P is a moral virtue only if P is a
moral character trait. My argument for the claim that some
collective properties can satisfy this condition draws upon
Christian Miller’s account of character traits (Miller, 2013; Miller,
2014; Miller, 2018), and it builds upon the arguments made in
Chapter 7.
Before defending the key premise of this argument, a final
point needs to be emphasized. In arguing for a version of nonreductive realism, I do not argue that every collective virtue
statement is non-metaphorical, truth-evaluable and irreducible.
Non-reductive realism is compatible with the possibility that some
(and perhaps even many) collective virtue statements fail to meet
one or more of these requirements.
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7

The Possibility of Collective Moral

Virtue Bearers
The aim of this chapter (Chapter 7) and the next (Chapter 8) is to
defend the key premise of my argument for non-reductive realism.
The argument’s most controversial premise is the claim that some
logically possible irreducible collective properties fulfil the
existential presuppositions of collective virtue statements, insofar
as those properties meet two minimal conditions of moral virtue. In
this chapter, I argue that some logically possible collective
properties meet the first condition of minimal moral virtue
(‘condition 1’ hereafter) – the requirement that a property P is a
moral virtue only if P belongs to a morally responsible agent.162
Section 7.1. outlines condition 1 and offers a detailed account of its
central concept – the concept of ‘morally responsible agency’.
Section 7.2. argues that some logically possible collective properties
can meet condition 1.
7.1. What is a morally responsible agent?
Condition 1 requires that for a property to qualify as a moral virtue
this property must be borne by a morally responsible agent.163
There are two parts to this condition – agency and moral
responsibility – and, in this section (section 7.2.1), I will explain
what I mean by each concept. As a starting point, I adopt Christian
List and Philip Pettit’s general accounts of agency (List and Pettit,
2011: 19-31), rationality (List and Pettit, 2011: 24-26) and moral
responsibility (List and Pettit, 2011: 153-157). Sections 7.1.1, 7.1.2

This condition makes ‘belonging to a virtue bearer’ a necessary
condition of a property’s status as being a virtue or vice (where a
virtue bearer is a morally responsible agent).
163 In Chapter 1 (section 1.3.4) I offered reasons for accepting this
condition.
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and 7.1.3. focus on these discussions.164 In Section 7.1.4, I consider
an objection to List and Pettit’s account of agency and defend a
modified version of their account that avoids this objection.
7.1.1. Representational states, motivational states and the
capacity to act
On List and Pettit’s account of agency, an agent is a system that
has three features:
(1) representational states that depict how things are in the
environment,
(2) motivational states that specify how it requires things to
be in the environment, and
(3) the capacity to process its representational and
motivational states, leading it to intervene suitably in the
environment whenever that environment fails to match a
motivating specification (List and Pettit, 2011: 20)165
Representational states and motivational states are kinds of
intentional states.166 And intentional states are to be understood in
The first part of List and Pettit’s (2011) book argues for the
possibility group agents. That argument begins by offering a
general account of agency before showing that groups (and other
entities) qualify as agents. This section focusses solely on List and
Pettit’s accounts of agency, rationality and moral responsibility. I
draw on their argument for the claim that groups qualify as agents
in section 7.2.
165 An example of a system that satisfies these conditions of agency
is a human being. As I write this sentence, I have a
representational state that depicts my environment (i.e. the belief
that my PC needs to be updated), a motivational state that specifies
how I require things to be in my environment (i.e. the desire that
my PC is updated), and the capacity to process these states, leading
me to intervene suitably in my environment whenever it fails to
match that motivating specification (i.e. I intervene in this
environment by opening Windows Update, waiting for the new
updates to be downloaded and installed, and waiting for the PC to
restart, thereby satisfying my desire for the PC to be updated).
166 I assume further that intentional states are a subset of mental
states in general. Some authors (e.g. Brentano, 1995 [1874]; Crane,
1998) suggest that all mental states are intentional states. Since
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a functionalist manner: as configurations in an agent’s physical
make-up that play a particular functional role in engaging with
other states and in producing action (List and Pettit, 2011: 21,
21n9, 171; List and Pettit, 2012: 296).167 A representational state
is an intentional state that plays the role of depicting the world. A
motivational state is an intentional state that plays the role of
motivating action (List and Pettit, 2011: 21).168
Moreover,

representations

and

motivations

are

propositional attitudes (List and Pettit, 2011: 21, 81).169 As List and
Pettit

put

the

point,

the

representations

or

motivations

instantiated by an agent’s intentional states consist of two parts:
intentional attitudes and objects (i.e. propositions) towards which
the attitudes are held. If the intentional attitude toward a
proposition is representational, the proposition is depicted as being
true. If the intentional attitude toward a proposition is

this issue does not have a direct impact on my aims, I do not discuss
it in detail at any point of this thesis.
167 Functionalism is the view that: (1) mental states are states of a
system which function in a certain way or play a particular role,
and (2) a state’s status as being a mental state does not depend on
its internal constitution (Jackson and Pettit, 1988; Levin, 2018;
Strohmaier, 2020). Aside from the claim that intentional states
should be understood in the way described in the main text, List
and Pettit do not discuss their commitment to functionalism in
detail. They do not specify, for example, whether intentional states
must be internal states of a system. In section 7.1.4, I will say more
about the version of functionalism that I am committed to, and I
will contextualise it in relation to recent literature on group agency
(Tollefsen, 2015; Strohmaier, 2020).
168 List and Pettit use the term ‘beliefs’ to refer to representational
attitudes in general, and the term ‘desires’ to refer to motivational
attitudes in general. (Other representational attitudes include
‘judgments’ and ‘credences’. Other motivational attitudes include
‘preferences’ and ‘utilities’) (List and Pettit, 2011: 26). In what
follows, I use these terms in the same way.
169 This point turns out to be crucial in section 7.2.2, when I draw
on List and Pettit’s argument for the possibility of group agency (in
particular, their claim that group attitudes can be generated by
certain aggregation functions).
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motivational, it is one that the agent is motivated to make true
through its actions (List and Pettit, 2011: 21).
A further key aspect of List and Pettit’s general account of
agency that needs to be acknowledged is their commitment to
Daniel Dennett’s theory of the intentional stance (List and Pettit,
2011: 23; Dennett, 1987). As List and Pettit explain: to adopt the
intentional stance is “to set aside non-intentional possibilities of
explanation, to presuppose that the system under explanation is an
agent, and to try to ascribe representations and motivations to it
that make sense of its actions” (List and Pettit, 2011: 23).170
7.1.2. Rationality and reasoning
In addition to having representational states, motivational states,
and the capacity to satisfy the latter in light of the former, a system
must also satisfy three standards of rationality at some minimal
level, if it is to count as an agent (List and Pettit, 2011: 24). These
are:
(1) attitude-to-fact standards, which rule in favour of
representations that fit with how things are and rule
against those that don’t
(2) attitude-to-action standards, which rule in favour of
actions that are required – or at least permitted – by the

Non-intentional possibilities of explanation include the ‘physical
stance’ and the ‘design stance’. To adopt the ‘physical stance’
toward a system is to “determine its physical constitution (perhaps
all the way down to the microphysical level) and the physical
nature of the impingements upon it, and use your knowledge of the
laws of physics to predict the outcome for any input” (Dennett,
1987: 16). To adopt the ‘design stance’ toward a system is to assume
that the system has a certain design and predict that it will behave
as it is designed to behave under various circumstances, all while
ignoring the actual details of its physical constitution (Dennett,
1987: 16-17). The central idea is that, when the system under
discussion is an intentional agent (such as a human being), the
physical and design stances are not feasible, since they miss
patterns of behaviour that are only describable from the intentional
stance – patterns that are perfectly objective, and which support
generalizations and predictions (Dennett, 1987: 25-26).
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agent’s representations and motivations and rule
against those that aren’t
(3) attitude‐to‐attitude standards, which rule out
representations that take propositions to be true that are
not co‐realizable, or motivations that require such
propositions to be true, at least when these serve as
bases for action (List and Pettit, 2011: 24).
To satisfy attitude-to-fact standards, the system must ensure that
its representations are true about the world it inhabits, and it must
also ensure that its motivations are in principle realizable.
(Failures to satisfy attitude-to-fact standards include ailments like
paranoia). To satisfy attitude-to-action standards, the system must
ensure that, whenever its attitudes require an action, it performs
the required action. (Failures to satisfy attitude-to-action
standards include ailments like weakness of will). To satisfy
attitude-to-attitude standards, the system must ensure that
whatever representations and motivations it comes to hold form a
coherent whole. The system must, in other words, hold attitudes
that are consistent with one another. (For example, it must not
believe

the

proposition

‘P’

and

the

proposition

‘not-P’

simultaneously) (List and Pettit, 2011: 23-24, 36-37).
If a

system

has the three requisite features (i.e.

representational states, motivational states and the capacity to act
upon them) it is an agent. If it meets the three standards of
rationality (attitude-to-fact, attitude-to-action, and attitude-toattitude standards), it is a rational agent. To be capable of
reasoning, the system must meet a further requirement. It must be
capable of intentionally pursuing beliefs in metalanguage
propositions (i.e. propositions that assign properties and relations
to ‘object-language’ propositions), and it must be disposed to let
those beliefs serve as checks on its rational processing.171 A

An example of a meta-language proposition is the proposition “p
and q are consistent” (where ‘p’ and ‘q’ are object-language
propositions). Another example is the proposition “p and q jointly
entail r”. A sufficiently complex agent can form intentional
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reasoning agent must, in other words, take active steps to reinforce
its rationality, by intentionally forming beliefs about the
consistency of its other beliefs and desires, and by adjusting itself
appropriately on the basis of those beliefs (List and Pettit, 2011:
26-27, 30-31).
7.1.3. Fitness to be held morally responsible
For List and Pettit, an (individual or collective) agent is fit to be
held morally responsible if three conditions obtain:
(1) the agent faces a morally significant choice, involving the
possibility of doing something good or bad, right or wrong.
(2) the agent has the understanding and access to evidence
required for making moral judgments about the options.
(3) the agent has the control required for choosing between
the options (List and Pettit, 2011: 158).172
Condition (1) concerns the circumstances an agent can be in.
Conditions (2) and (3), however, are concerned with whether an
agent has certain abilities. To satisfy condition (1) the agent must
be in a position where it has to make a decision that is morally
significant, between two or more options. To satisfy condition (2)
the agent must have the ability to make moral judgments about
matters relevant to the choice in question, the understanding
necessary for making moral judgments on those matters, and the
ability to access evidence relevant to those matters. To satisfy
condition (3), the agent must have the ability to make choices, and
the ability to exercise control over the choices it makes.

attitudes toward object-language propositions such as ‘p’ and ‘q’,
and toward metalanguage propositions like those just mentioned
(List and Pettit, 2011: 26).
172 List and Pettit in fact refer to the notion of normative
responsibility rather than moral responsibility, when presenting
their account. I assume here that moral responsibility is a species
of normative responsibility.
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Human beings can satisfy these three conditions of moral
responsibility, and thereby be fit to be held morally responsible for
the choices they make. Furthermore, when a human being fails to
satisfy one or more of the conditions, this (usually) weakens any
suggestion that they ought to be held morally responsible for a
choice they have made. 173 If an agent is denied understanding or
evidence on matters relating to a particular morally significant
choice, for example, then, intuitively, they should not be held
morally responsible for making that choice (List and Pettit, 2011:
155). Later, in section 7.2.4, I argue that group agents can satisfy
these three conditions too (albeit with some difficulty, especially in
the case of condition 3).
7.1.4. Coarse-grained functionalism about mental states
My goal across Chapter 7 is to argue that some collective properties
can meet condition 1 of the minimalist account of moral virtue –
the requirement that a property P qualifies as a minimal moral
virtue only if it belongs to a morally responsible agent. In the
foregoing sections, I have offered an account of what a morally
responsible agent is. But prior to arguing that some collective

I say ‘usually’, because there are partial exceptions to this claim,
in which the suggestion that an agent is morally responsible for
some choice is not significantly weakened by their failure to meet
the three conditions when making that choice. Consider the
following example. An agent, P, meets the three conditions for
moral responsibility in relation to a choice at time t1. P makes a
choice at t1 which causes them to fail to meet one of the conditions
at t2 (e.g. P voluntarily takes a drug which they know will cause
them to lose their ability to exercise control over their subsequent
choices). P thereafter makes a choice at t2 which causes some
negative outcome (e.g. P drives a car through somebody’s fence).
According to the account of moral responsibility above P is not
directly morally responsible for their choice at t2, since they do not
meet condition 3 when they make that choice. But they are
indirectly responsible for it, in the sense that they are fully
responsible for what happened at t1. I leave these issues aside, in
my discussion of collective moral responsibility in section 7.2.4.
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properties meet this condition, it is important that I expand upon
the version of functionalism that I am committed to (namely,
coarse-grained functionalism). It is also important to outline the
motivation behind this commitment and explain how my preferred
version of functionalism differs from the one endorsed by List and
Pettit.
Recent literature on group agency has focussed on the
controversy between two competing theories of mental states:
coarse-grained functionalism (Huebner, 2014; Epstein, 2015, 2017;
Strohmaier,

2020)

and

interpretivism

(Tollefsen,

2015).174

According to Deborah Tollefsen, coarse-grained functionalism is
the view that “mental states are internal states of an agent that
are caused by certain inputs to the system and cause both certain
other internal states and certain behaviour outputs, where these
causal dynamics will be specified by common sense’’ (Tollefsen,
2015: 81). Interpretivism, by contrast, is “the view that if we can
successfully make sense of another being—understand and
interpret its behaviour by using our folk psychology – it is an
intentional agent’’ (Tollefsen, 2015: 97).
Interpretivism begins from a third-person perspective and
assumes that the truth of propositional attitude attributions can be

Mind/brain identity theories form another major family of
approaches to the philosophy of mind. Proponents of group agency
typically shy away from such approaches, since these approaches
straightforwardly rule out the possibility of group agency. In short,
if mental states are identical to brain states, group agency is
impossible since groups do not have brain states (Tollefsen, 2015:
67-68). I acknowledge that, if any such theory turns out to be true,
group agency (and thus, collective virtue) is unlikely to be possible.
But it goes beyond the scope of this thesis to decisively refute
mind/brain identity theories. (Authors in the group agency (e.g.
List and Pettit, 2011; Huebner, 2014; Epstein, 2015; Strohmaier,
2020) and collective virtue debates (e.g. Beggs, 2003, Lahroodi,
2007; Sandin, 2007; Fricker, 2010; Ziv, 2012; Byerly and Byerly,
2016) do not decisively refute such approaches either). As I point
out shortly, I assume coarse-grained functionalism about mental
states.
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determined from that perspective, without any appeal to the
system’s inner states. Interpretivism therefore relies on a
distinction between a system’s outer behaviour and its inner
mechanisms. Coarse-grained functionalism can appeal to a
system’s inner-mechanisms as well as its outer behaviour when
determining the truth of propositional attitude attributions, and it
does not rely on the outer behaviour-inner mechanism distinction
(Strohmaier, 2020: 1902).
List and Pettit’s account of agency is indeterminate between
coarse-grained functionalism and interpretivism so described.
David Strohmaier has recently argued that they endorse an
unusually broad notion of functionalism which is not committed to
the existence of internal states, and which is therefore compatible
with interpretivism (Strohmaier, 2020: 1906). He supports this
interpretivist reading of List and Pettit by noting their
commitment to Dennett’s intentional stance, and by highlighting a
crucial claim they make about the appropriateness of propositional
attitudes – the claim that “the performance itself should dictate the
representations and motivations we ascribe to the agent” (List and
Pettit, 2011: 28)).175
There is no obvious fact of the matter as to whether List and
Pettit are coarse-grained functionalists or interpretivists about
mental states. List and Pettit might reasonably reject Strohmaier’s
characterization of their account as an interpretivist account of

The theory of the intentional stance is a strategy that
interpretivists frequently appeal to. Furthermore, Dennett is
sometimes referred to as an interpretivist about mental states
(Byrne, 1998; Molder, 2010; Tollefsen, 2015). But it is not clear that
the intentional stance is an exclusively interpretivist strategy, and
nor is it clear that the intentional stance is incompatible with
coarse-grained functionalism either. Bryce Huebner (2014) is an
example of a coarse-grained functionalist (Tollefsen, 2015: 91-94;
Strohmaier, 2020: 1901-1902, 1904) who appeals to this strategy
(Huebner, 2014: 13, 90).
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mental states.176 However, it is a live possibility that Strohmaier’s
interpretivist reading of List and Pettit is correct. And, if such a
reading is correct, this is a serious consideration against their view,
since interpretivism runs into two significant problems in the
context of group agency.
The first problem is that the outer behaviour-inner
mechanism distinction is notoriously difficult to locate in the case
of group agents. In the case of human beings, skin and skull are a
generally reliable boundary between outer behaviour and inner
mechanisms, but no parallel is readily available in the case of group
agents (Strohmaier, 2020: 1906-1907).177 One possible solution to
this problem, following Strohmaier, is to draw the outer behaviourinner mechanism distinction in the following way: “[a] behaviour of
a constituent [i.e. member] of a group is an instance of an outerbehaviour of the group if and only if the behaviour engages with an
entity external to the group” (Strohmaier, 2020: 1908).
However, even if this formulation of the outer behaviourinner mechanism distinction is tenable, interpretivism runs into a
second problem in the context of group agency. This problem, in
short, is that interpretivism cannot adequately address coinciding
group cases (i.e. cases where two numerically distinct groups

Elsewhere, one of the co-authors – Pettit – appears to endorse a
view of functionalism that explicitly defines mental states as
internal states (Jackson and Pettit, 1988: 381). Such a view,
according to Tollefsen and Strohmaier’s terminology is therefore
incompatible with interpretivism. But it does not follow from this
that List and Pettit (2011) together endorse such a view of
functionalism.
177 Even if the extended mind hypothesis (Clark and Chalmers,
1998) turns out to be true, the skin-skull boundary would still be a
generally reliable indicator of the outer behaviour-inner
mechanism distinction in the case of individuals. This is because
aspects of the environment need to be coupled with the individual
agent in the right way if it is to figure in that agent’s cognitive
processes, and because such cases of extended cognition would
quite likely be less common than cases of non-extended cognition.
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consist of the same set of individual members).178 Suppose, again
following Strohmaier, that two groups – a teaching committee and
a public engagement committee – consist of the very same set of
members, and that, for some arcane reason of university
bureaucracy, both groups have the capacity to dissolve themselves
and the other by simply intending to do so. Suppose further that
the two groups hold a joint session which results in both groups
ending their tenure by forming the appropriate intentions. The
intentions of each group are enacted by a committee member
stating: “It is hereby decided that the teaching committee intends
to end its tenure and the public engagement committee intends to
end its tenure” (Strohmaier, 2020: 1913). Both groups are
dissolved, but interpretivism cannot settle the question of which
group intended to dissolve which, since there is no difference in
outer behaviour that warrants a difference in propositional
attitude attributions.179 Interpretivists cannot successfully make
sense of group agents by using folk psychology in coinciding group
cases. Given this, interpretivism is a self-defeating theory in the
context of group agency.180
So, while I adopt List and Pettit’s general account of agency,
I endorse coarse-grained functionalism about mental states rather
than the version of functionalism that they rely upon. This is

Lahroodi’s example of the steering committee and the municipal
committee (discussed in Chapter 4 (section 4.1.1) is an example of
such a case (Lahroodi, 2007: 287-288).
179 As Strohmaier rightly notes, the coarse-grained functionalist
still faces the challenge of how to address such cases. But, unlike
the interpretivist, the coarse-grained functionalist can appeal to
each group’s inner mechanisms to uncover differences in their
respective mental lives. By restricting themselves to outer
behaviour only, interpretivists cannot do the same (Strohmaier,
2020: 1916-1917). There are therefore greater costs associated with
interpretivism, at least in the context of group agency.
180 Since my focus is on the possibility of collective virtue (and by
extension, group agency), I do not take a position on whether
interpretivism is a self-defeating theory in the case of individual
agents. That is a further matter.
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because List and Pettit’s version of functionalism is potentially
compatible with interpretivism and it is therefore potentially
vulnerable to the problems outlined above. Coarse-grained
functionalism is not compatible with interpretivism, and it is not
vulnerable to these problems. Of the two positions on mental
states, coarse-grained functionalism, is therefore preferable. This
modification to the List-Pettit view does not negatively affect their
argument for the possibility of group agency, which I draw upon in
section 7.2. That argument (as Strohmaier also notes), focuses on
the internal mechanisms of group agents (more on this in section
7.2.3) (Strohmaier, 2020: 1906).
7.2. What is a morally responsible collective agent?
In this section, I argue that some collective properties can meet
condition 1 of my minimalist account of moral virtue. Before I do
so, it will be helpful to recap the discussions in 7.1, which will be
essential to this argument. An agent is a system that has the three
requisite features (i.e. representational states, motivational states
and the capacity to act upon them) while satisfying the three
standards of rationality (attitude-to-fact, attitude-to-action, and
attitude-to-attitude standards). An agent is capable of reasoning if
it can intentionally pursue beliefs in metalanguage propositions
and let those beliefs serve as checks on its rational processing. A
morally responsible agent is one that meets the three conditions of
moral responsibility (which relate to morally significant choices,
the capacity to make moral judgments, and the capacity to exercise
control over one’s actions) (List and Pettit, 2011: 20-37, 158).
Condition 1 of my account holds that a property P is a moral
virtue only if it belongs to a morally responsible agent. This
condition, then, raises the question of whether any property P can
meet the test of ‘belonging to a morally responsible collective agent’.
Furthermore, this raises the more fundamental question of
whether collective moral agency is possible. My argument in this
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section proceeds in the following way. First, I argue that collective
agency is possible. (That is, I argue that some collectives have the
three requisite features of agency, while satisfying standards of
rationality). Second, I argue that collective moral agency is
possible. (That is, I argue that such collectives are fit to be held
morally responsible for their actions). And third, I argue that
condition 1 of the minimalist account can in principle be met,
because collective moral agency is possible. (That is, some
properties P can in principle meet the test of ‘belonging to morally
responsible collective agents’, since there are such things as
morally responsible collective agents, and since they, like
individual agents, tables, chairs, geometric shapes and so on, are
property-bearing entities).181 In sections 7.2.1 to 7.2.3 inclusive, I
argue that collective agency is possible. In section 7.2.4, I argue
that collective moral agency is possible. And in section 7.3, I argue
that condition 1 of the minimalist account of moral virtue can be
met by some collective properties.
7.2.1. Joint intentionality
As List and Pettit (2011: Ch1), List (2014: 1617), Strohmaier (2020:
1903) and others have suggested, if having a propositional attitude
is simply a matter of having a representational or motivational
state that plays a certain functional role, there is no reason to think
groups of individuals cannot have propositional attitudes.182 And,
if an agent is a system that has representational states,
motivational states, and the capacity to satisfy the latter in light of
I use the term ‘property’ here in a very inclusive sense. For
example, a triangle has a property, in the sense that it has the
property of ‘being 3-sided’. I go into more detail about different
kinds of properties (e.g. categorical and dispositional properties), in
Chapter 8 (sections 8.1.1 and 8.1.4).
182 Strohmaier puts the point slightly differently. On his view, to
have a propositional attitude is to have a state with a functional
profile that specifies the appropriate causal roles (Strohmaier,
2020: 1903).
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the former, there is no reason to think collections of individuals
cannot be agents (provided, of course, that they meet rationality
requirements too).
Collections of individuals then, are potential candidates for
agency. But which collections, more specifically? Here, it is
important

to

distinguish

between

‘mere

collections’

(i.e.

‘collectivities’) and ‘groups’ (i.e. ‘collectives’).183 ‘Mere collections’
change identity with any change of membership (e.g. the collection
of people in a subway carriage). ‘Groups’, by contrast, maintain
their identity across changes in membership (e.g. the collections of
people constituting a nation) (List and Pettit, 2011: 32).
An entity whose identity does not survive changes in its
membership cannot be an agent. This is because agents must
satisfy standards of rationality across time, and because entities of
the kind described cannot satisfy such standards.184 Given this,
mere collections cannot be agents. Thus, to answer the question
above ‘groups’ (or ‘collectives’, in my terminology) are potential
candidates for agency.
A group agent, then, is a group that has representational
states, motivational states, and the capacity to satisfy the latter in
light of the former. A group must organise itself to pursue the
realization of certain motivations in the world and do this on the

In chapter 1 (section 1.3.5), I drew a distinction between
‘collectivities’ and ‘collectives’ which is almost identical to List and
Pettit’s distinction between ‘mere collections’ and ‘groups’. A
collectivity is any collection of individuals. A collective is a
collectivity that has an identity of its own, and which persists
across time. Thus, in what follows, I will use the term ‘mere
collection’ interchangeably with the term ‘collectivity’. I will also
use the term ‘group’ interchangeably with the term ‘collective’. (My
choice of terminology reflects the fact that ‘collective’ is the more
common term in the collective virtue literature, discussed in
Chapters 2-5).
184 As we saw in Chapter 5 (section 5.2.1), Beggs’s account of agency
runs into a similar problem (Beggs, 2003). Beggs’s account allows
that ephemeral entities – entities that come in and out of existence
with a single action – can be group agents.
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basis of certain representations about what the world is like. The
most promising way for a group to achieve this is through joint
intentionality (List and Pettit, 2011: 31-33).185 A collection of
individuals ‘jointly intend’ to promote a particular goal, according
to List and Pettit, if four conditions are met:
Shared goal. They each intend that they, the members of a
more or less salient collection, together promote a given goal.
Individual contribution. They each intend to do their
allotted part in a more or less salient plan for achieving that
goal.
Interdependence. They each form these intentions at least
partly because of believing that the others form such
intentions too.
Common awareness. This is all a matter of common
awareness, with each believing that the first three
conditions are met, each believing that others believe this,
and so on (List and Pettit, 2011: 33; Bratman, 1999)
Collections of individuals can form joint intentions to achieve all
sorts of goals (e.g. the goal to act together to save a drowning
swimmer).186 And, joint intentions do not require that the identity
of the collection of individuals continues over time. To form a group
agent, however, the collection of individuals must satisfy each of
the four conditions and they must do so while pursuing a specific

There are at least two other (conceivable, but much less probable
in practice) ways a group could satisfy conditions of agency. First,
a group agent could come into existence through natural or cultural
evolution, where members are selected on the basis of having traits
that lead them to act as group agency requires (e.g. in the case of
bees (Seeley, 2001)). Second, a group agent could come into
existence without joint intention, through the co-option of
individuals into a structure underpinning group agency, by one or
more organizational designers. The co-option could be non-jointly
intentional, plausibly, if the co-opted individuals were not aware of
their agency at the group level, and without seeking their
intentional acquiescence in the arrangement. Cellular terrorist
organisations are one possible example of this kind of non-jointly
intentional group agency (List and Pettit, 2011: 33-34)
186 Here, I assume that the collection’s satisfaction of the four
conditions can be tacit, rather than explicit.
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shared goal – the goal that they form a single system of belief and
desire which can function in the manner of an agent (List and
Pettit, 2011: 34).187

7.2.2. Aggregation functions, collective attitudes and
collective rationality
So, if a collection of individuals has a joint intention to form a single
system of belief and desire that functions in the manner of an
agent, and, if it succeeds in achieving that goal, a group agent is
formed. How then, can a jointly intentional group agent come to
have beliefs and desires of its own? In other words, how can a
collection of individuals move from having distinct and potentially
conflicting intentional attitudes, to having a single system of such
attitudes? On the assumption that a group’s attitudes are to be
generated by the attitudes of its members, the group can form
attitudes by employing an aggregation function – a mapping of
group attitudes to (admissible profiles of) individual attitudes,
which takes individual attitudes as its input and generates group
attitudes as its output (List and Pettit, 2011: 42, 48).188
An intuitive (yet ultimately unsuccessful) option for
generating group attitudes is a majoritarian aggregation function
– a function on which a group has an attitude toward a proposition
if and only if a majority of its members have the corresponding
attitude toward that proposition.189 Majoritarian aggregation

While a group agent must be formed by a joint intention in order
to count as a ‘jointly intentional’ group agent, it does not follow that
everything the group does is the result of a joint intention. A
group’s actions can also include non-jointly intentional member
actions (List and Pettit, 2011: 35).
188 A profile is a combination of attitudes across all individuals in
the group (List and Pettit, 2011: 48)
189 If an aggregation function requires that the group’s attitude is
determined by a majority verdict on some other proposition, that
aggregation function is not a majoritarian one.
169
187

functions are deeply problematic, however. Whenever the
propositions on a group’s agenda are interconnected in non-trivial
ways and whenever a group consists of three or more members,
there is a permanent threat of inconsistency among the group’s
resulting attitudes. And, to the extent that attitude-to-attitude
standards of rationality require putative agents to have consistent
attitudes, groups who use majoritarian aggregation functions risk
regularly failing to meet such standards (List and Pettit, 2011: 4748).
To see why majoritarian aggregation is vulnerable to the
permanent threat of inconsistent group attitudes, consider Pettit’s
example of a three-person union (Pettit, 2007: 197). In the example,
members A, B and C of a union are weighing up whether to make
a pay sacrifice in order to fund a safety measure. They go about
forming group attitudes on an agenda (i.e. a set of propositions
toward which attitudes are held), which consists of three premises
and a conclusion.190 P1 holds that “there is a serious danger”. P2
holds that “the safety measure is likely to be effective in preventing
that danger”. P3 holds that “the pay sacrifice involves an intuitively
bearable loss for individual members”. And C holds that “the pay
sacrifice should go ahead”. (Suppose also that one must accept P1,
P2 and P3 in order to accept C, and that one must accept C if one
accepts P1, P2 and P3). The union’s profile (i.e. its combination of
attitudes across all individuals in the group) and its resulting
majority verdicts are as follows:
Fig.1

Premise 1

Premise 2

Premise 3

Conclusion

In Pettit’s original example and illustration (Pettit, 2007: 197),
each item on the agenda appears as a question, and each member’s
response appears as a ‘yes’ or ‘no’ answer. I have re-expressed the
items on the agenda as propositions, and the members’ responses
as representational attitudes toward those propositions (i.e.
judgments).
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Serious

Effective

Bearable

Pay Sacrifice

danger

measure

loss

Member 1

False

True

True

False

Member 2

True

False

True

False

Member 3

True

True

False

False

Majority

True

True

True

False

(Pettit, 2007: 197)

Each member is individually rational, in that they do not hold a
true verdict on C while rejecting one of P1, P2 or P3. But if the
group uses a majoritarian aggregation function – a function on
which the majority verdict on every proposition determines the
group’s attitude on that proposition – the group is clearly irrational,
since it holds a true verdict on P1, P2 and P3 and a false verdict on
C simultaneously. The group therefore fails to meet attitude-toattitude standards of rationality, since it has inconsistent
attitudes.
This general problem – known as the discursive dilemma –
threatens the very possibility of group agency (since agency of a
sufficiently

complex

kind

requires

rationality,

and

since

majoritarian aggregation functions compromise rationality).191 But
there is a more constructive way of interpreting cases like the one
above, one which opens the possibility of groups being able to meet
attitude-to-attitude standards of rationality. Rather than requiring

I discussed the discursive dilemma back in Chapter 2 (section
2.2) and Chapter 3 (section 3.1), in relation to Ziv’s account of
institutional virtue. The dilemma lies in the fact that groups like
the three-person union face a dilemma between two equally valid
choices – the choice to adopt a premise-based procedure, or the
choice to adopt a conclusion-based procedure (Ziv, 2012). As I argue
shortly in the main text, both procedures are aggregation functions,
which are preferable to majoritarian aggregation functions, which
enable a group to form consistent sets of attitudes, and which
enable the possibility of group agency.
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that the group’s attitude on every proposition is determined by the
majority verdict on that proposition (as per majoritarian
aggregation), a group can opt for more preferable aggregation
functions that enable it to maintain consistent attitudes. One such
option is a premise-based procedure – an aggregation function on
which the group’s verdict on a conclusion is determined by the
group’s majority verdict on each of the premises. Another such
option is a conclusion-based procedure – an aggregation function
on which the group’s verdict on a conclusion is determined by the
group’s majority verdict on that conclusion alone (i.e. without any
reference to the group’s majority verdict on each of the premises).192
If the three-person union were to adopt a premise-based procedure
instead of a majoritarian aggregation function, its profile and its
resulting group attitudes would be as follows (‘PBP’ stands for
‘premise-based procedure’):
Fig.2
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As we can see above, the premise-based procedure ignores the
majority verdict on the conclusion (which initially produced an
inconsistent group attitude set), and it instead requires that the
group’s majority verdicts on P1, P2 and P3 determine its verdict on
While the conclusion-based procedure is a live option for the
pursuit of consistent group attitudes, I do not discuss it any further.
The premise-based procedure will suffice to illustrate the key
points here and in the next section (7.2.3), where I discuss the
irreducibility of collective mental states.
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the conclusion. In requiring that the majority verdicts determine
its verdict on the conclusion, the group maintains consistency on
its attitudes, and it therefore meets attitude-to-attitude standards
of rationality.193 In response to the two questions posed at the
beginning of this section: for jointly intentional group agents
seeking to form a single system of belief and desire, the premisebased procedure is an aggregation function that can achieve this
goal.194

To meet attitude-to-fact standards, the group must ensure that
its beliefs about the world are true, and that its desires are
realizable (as far as possible) (List and Pettit, 2011: 36). Thus, to
the extent that a group agent’s beliefs and desires are produced by
member inputs, group agents can in principle meet attitude-to-fact
standards, so long as those inputs result in beliefs and desires of
the required sort. (Whether such inputs do in fact result and beliefs
and desires of the right sort is another matter, but, since it does not
relate to the possibility of group agency, it is not one I need to settle
here).
194 This is not to say that the premise-based procedure is the only
aggregation function that can achieve this goal. And it is not to say
that there are not further kinds of premise-based procedures that
can achieve this goal (such as the distributed premise-based
procedure). As List and Pettit argue, the premise-based procedure
is an example of an aggregation function which relaxes the
(initially plausible) requirement of ‘systematicity’. This
requirement holds that “The group attitude on each proposition
depends only on the individuals’ attitudes towards it, not on their
attitudes towards other propositions, and the pattern of
dependence between individual and collective attitudes is the same
for all propositions” (List and Pettit, 2011: 49). I accept List and
Pettit’s claim that systematicity is the requirement that ought to
be relaxed, in order to escape their impossibility theorem. I also
agree that universal domain and collective rationality should not
be relaxed, and that anonymity could either be relaxed or retained
(List and Pettit, 2011: 49, 58). The issues of supervenience and
reducibility (with respect to group agent attitudes) are more crucial
to the literature on collective virtue than the task of offering a
thorough and detailed treatment of List and Pettit’s four conditions
on an aggregation function. Thus, in what follows, I shift my focus
to the former issue.
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7.2.3.

Holistic

supervenience

and

irreducible

group

attitudes
If a collection of individuals has a shared goal to set up a single
system of belief and desire, if it meets the four conditions of joint
intentionality

(shared

goal,

individual

contribution,

interdependence and common awareness), and if it is successful in
realizing its shared goal, that group is an agent. If the group
employs an aggregation function (of any sort), it can have
intentional attitudes. And, furthermore, if the group employs a
premise-based

aggregation

function,

it

can

also

maintain

consistency among its intentional attitudes, thereby satisfying
standards of rationality.
While such groups have intentional attitudes, we need to ask
in what sense these attitudes belong to the group. If group attitudes
are reducible to the attitudes of individual members, the notion of
group agency would appear to be redundant, since we would need
only to appeal to individuals and their interactions to explain the
relevant aspects of the social world (List and Pettit, 2011: 10, 73).
And, from the standpoint of collective virtue, such a result would
be bad news for non-reductive realists, since their position relies on
the existence of novel collective virtue bearers (i.e. morally
responsible collective agents) whose attitudes are not mere
aggregations of individual attitudes.
However, the intentional attitudes of group agents are not
reducible to the intentional attitudes of individuals. To see why, we
need to focus on what the premise-based procedure implies for the
metaphysical relationship between group and individual attitudes
(List and Pettit, 2011: 64-71).195
Three points. First, as with the last section, I acknowledge that
other aggregation functions are possible here, but I focus on the
premise-based procedure for reasons of simplicity. Second, I also
acknowledge that a group can employ different organisational
structures to implement a single aggregation function, and that
some are more suited to the real world than others (namely
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The

metaphysical

relationship

between

group

and

individual attitudes is that of supervenience, a notion I briefly
discussed in Chapter 2 (section 2.5.1). On this notion, a set of
properties or facts A supervenes upon another set B just in case no
two things can differ with respect to A-properties or facts without
also differing with respect to their B-properties or facts
(McLaughlin and Bennett, 2018).196 Supervenience, moreover, is a
kind of determination relation.197 The idea that there can be no Adifference without B-difference implies that the B-properties or
facts determine the A-properties or facts. In the context of group
agency, a group agent cannot form intentional attitudes without
these attitudes being determined, in one way or another, by the
contributions of individual group members.198 And a group agent
functionally inexplicit organisational structures) (List and Pettit,
2011: 60-62). And third, I note that group agents are capable of
reasoning, regardless of which organisational structure they
employ. A group can form metalanguage propositions about objectlevel propositions, whether it does so by use of a mechanical
aggregation function, or through less mechanical means (such as
dialogue among members). (The former option is logically possible,
even though it is not as realistic as the latter). (List and Pettit,
2011: 63n59, 64). I put each of these issues aside, given the
importance of the metaphysical relationship between group and
individual attitudes.
196 List and Pettit formulate the notion of supervenience
specifically in terms of facts. As they put it, for one set of facts A
and another set of facts B, A supervenes on B if and only if fixing
the A facts fixes the B facts. This definition is consistent with
(though more specific than) the one included in the main text. List
and Pettit do appear to acknowledge that the notion of
supervenience applies to characteristics and properties, in addition
to facts (List and Pettit, 2011: 65). But since they do not include
this in their formal definition, I opt for McLaughlin and Bennett’s
instead. (Nothing significant turns on this point).
197 Supervenience is different from causal determination, in the
sense that there is no time lag between the B-property or fact
determining the A-property or fact (List and Pettit, 2011: 65).
198 As I suggested in Chapter 2 (section 2.5.2, footnote 55), the nonindividualistic non-reductive realist might dispute this claim, on
the grounds that the supervenience base of group attitudes
contains individual attitudes, plus non-individual facts (such as
facts about computer systems (Epstein, 2015)). However, this
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cannot act without one or more of its members acting. Importantly,
supervenience relations also leave open the possibility that, while
lower-level properties and facts always determine higher-level
properties or facts, the same higher-level property or fact can be
realized in multiple different lower-level ways (List and Pettit,
2011: 64-66).199
Specific supervenience relations between group and individual
attitudes differ depending on several factors, including a group’s
organisational structure, and its chosen aggregation function(s).
But, in line with the requirement that group agents meet
conditions of rationality, any supervenience relation between
individual and group attitudes must meet the requirement of
‘robust group rationality’, which is as follows:
Robust group rationality. The supervenience relation
determines consistent and complete group attitudes on the
relevant propositions for any possible profile of consistent
and complete member attitudes on these propositions (List
and Pettit, 2011: 67).
Majoritarian aggregation functions, discussed in the last section,
generate majoritarian supervenience relations, in which the
group’s attitude on each proposition is determined by the majority
attitude on that proposition. Majoritarian supervenience relations
conflict with robust group rationality, however, since they leave
open the possibility that a group can have attitudes that are
inconsistent with one another.200
argument is underdeveloped. The onus is on the nonindividualistic non-reductive realist to develop this argument
further, and to offer reasons for accepting it, before it can be
properly considered.
199 As List and Pettit put it, this property of supervenience relations
is called “the multiple realizability of B-facts, in configurations of
A-facts” (List and Pettit, 2011: 66).
200 Majoritarian supervenience is a species of proposition-wise
supervenience – the supervenience relation on which “the group
attitude on each proposition is determined by the individual
attitudes on that proposition, where the mode of determination
may differ from proposition to proposition” (List and Pettit, 2011:
68). Proposition-wise supervenience relations conflict with robust
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Holistic supervenience relations, on the other hand, are
consistent with robust group rationality. A holistic supervenience
relation is a supervenience relation on which “the set of group
attitudes is determined by the individual sets of attitudes across
those

propositions”

(List

and

Pettit,

2011:

69).

Holistic

supervenience does not require that the group’s attitude on every
proposition is determined by individual attitudes on that
proposition. Instead, it allows that the group attitudes on some
propositions can be determined by individual attitudes on other
propositions. And, holistic supervenience is consistent with robust
rationality, insofar it allows for consistent and complete group
attitudes (as we will see below, in the case of the premise-based
procedure).201
The premise-based procedure is an aggregation function whose
implementation ensures a holistic supervenience relation between
individual and group attitudes, as well as robust group rationality.
To see this, let us reconsider the example of the three-person union
from the last section:
Fig.3
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group rationality as well, except when such relations have it that
group attitudes are determined by a dictator. But, when a group’s
attitudes are determined by a dictator, the possibility of irreducible
group attitudes disappears (since such attitudes appear to be
reducible to a single individual’s attitudes).
201 Holistic supervenience generates ‘complete’ group attitudes too,
insofar as it requires that: (1) the group agent has an intentional
attitude about every proposition on the agenda, and (2) those
intentional attitudes are determined (in one way or another) by
profiles that contain member attitudes about every proposition on
the agenda (List and Pettit, 2011: 49, 69)
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In this example, the group’s attitude on the conclusion is
determined not by the individual attitudes on the conclusion itself,
but by the individual attitudes on the premises. Thus, the
relationship between individual and group attitudes is one of
holistic supervenience. And the premise-based procedure is
consistent with robust group rationality, insofar as the resulting
group attitudes are consistent and complete (i.e. in the sense that
a group attitude is formed on every proposition on the agenda).
The group attitudes generated by the premise-based
procedure are also autonomous from the individual attitudes, in the
sense that the individual attitudes on the conclusion are neither
necessary nor sufficient for the group’s attitude on the conclusion
(List and Pettit, 2011: 70). This is clearly the case in the example
given – the group’s verdict on the conclusion, after all, is different
to the individual majority verdict on that conclusion. But,
moreover, this is the case regardless of whether the member inputs
on the premises produce group attitudes on the conclusion that are
divergent with the majority verdict on the conclusion.
Suppose that member 1, member 2 and member 3 (through cogent
individual reasoning) all ended up with ‘true’ verdicts on the
conclusion, and a ‘true’ majority verdict on the conclusion, as
illustrated below:
Fig.4
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Even in such a scenario, that majority verdict is neither necessary
nor sufficient for the group’s attitude on the conclusion, since the
group’s attitude on the conclusion is determined by the majority
verdict on the premises.
This brings us to the central issue here – the question of
whether some group attitudes are irreducible attitudes. Here, it
will be helpful to reintroduce the stipulative definition of reduction
that I offered in chapter 2.202 On that definition, reduction is a
relation between two sets of entities (or properties) where, for one
set, A, and for another set, B, ‘A is reducible to B’ means: (1) there
is no A-difference without B-difference (i.e. A supervenes on B), (2)
every type-A entity (or property) is identical to some type-B entity
(or property) (or some configuration of type-B entities (or
properties)) and (3) the relation between A and B is asymmetric
(such that the Bs do not reduce to the As) (Oddie, 2005: 15; Bennett
and McLaughlin, 2018; Wringe, 2016: 474).203
So, are group agent attitudes reducible to individual
attitudes? I argue that, when a group agent has an aggregation
function whose implementation ensures a holistic supervenience
Here, my argument departs slightly from List and Pettit’s, as
they cast the issue of reduction as one concerning the question of
whether ‘group agent’-talk is reducible to or translatable into
‘individual agent’-talk (List and Pettit, 2011: 76). My argument for
the irreducibility of group attitudes is nonetheless consistent with
their claim that ‘group agency’-talk is not reducible or translatable
to ‘individual agent’ talk. (My argument for the irreducibility of
group attitudes is not necessarily one that they would endorse,
however).
203 As I also noted in chapter 2 (section 2.5.1), this account is not a
model of theory-reduction (van Riel and Van Gulick, 2019).
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relation, some group attitudes are irreducible to individual
attitudes. And I argue that this is the case regardless of whether
the relevant group attitude is identical to the majority attitude.
To defend the first claim, consider the version of the 3-person
union example that results in a divergence between the group’s
resulting attitude on the conclusion, and its majority verdict on the
conclusion (illustrated in Fig.3). The group’s attitude (determined
by the premise-based procedure) on the conclusion is the belief “the
pay sacrifice should go ahead” and the majority verdict on the
conclusion is the belief “it is not the case that the pay sacrifice
should go ahead”. Therefore, on the definition of reduction above,
the group attitude on the conclusion is not reducible to the
individual attitudes on that conclusion, to the extent that
requirement (2) of reduction has not been met: the group’s attitude
is not identical to the majority attitude.
To defend the second claim, consider the version of the 3person union example that does not result in a divergence between
the group’s resulting attitude on the conclusion, and its majority
verdict on the conclusion (illustrated in Fig.4). The group’s attitude
on the conclusion (determined by the premise-based procedure) is
identical to the majority verdict, so condition (2) of reduction has
been met. But the group’s attitude on the conclusion does not
supervene on the majority verdict on the conclusion, insofar as the
former is not determined by the latter. The group’s attitude on the
conclusion is determined by the individual attitudes on the
premises. Therefore, the group’s attitude on the conclusion is not
reducible to the individual attitudes on the conclusion because
condition (1) of reduction has not been met: there is no
supervenience

between

the

high-level

attitude

and

the

corresponding lower-level attitude.
In response, one might claim that the group’s attitude on the
conclusion (A) is reducible to the majority attitudes on the premises
(B), to the extent that: (1) A supervenes on B; (2) A has an identical
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truth-value to B, and (3) there is an asymmetric relationship
between A and B (such that B does not reduce to A). But, while (1)
and (3) are true, (2) is problematic. It does not follow from ‘A has
an identical truth-value to B’ that ‘A is identical to B’. The group’s
attitude on the conclusion is “the pay sacrifice should go ahead”,
and this is determined by premise-based procedure. The majority
attitudes on the three premises are “there is a serious danger” (P1),
“the safety measure is likely to be effective in preventing that
danger” (P2), and “the pay sacrifice involves an intuitively bearable
loss for individual members” (P3). Given this, the group’s attitude
on the conclusion is clearly not identical to the majority attitudes
on the premises, since it is a belief about a different proposition
altogether. Thus, condition (2) of reduction is not met. And thus,
the response is unsuccessful.
In sum: group agency is possible, since (as seen in the last
three sections) collections of individuals can organise themselves to
meet the required conditions of agency.204 And, as seen in this
section, when groups organise themselves in certain ways, they can
also have attitudes of their own that are irreducible to the attitudes
of individuals.
7.2.4. Collective moral responsibility
In sections 7.2.1-7.2.3, I argued that group (i.e. collective) agency is
possible. In this section, I argue that collective moral agency is
possible, since some collective agents can meet the three conditions

It should also be clear that this argument for the possibility of
group agency is consistent with coarse-grained functionalism about
mental states, as defined in 7.1.4. The truth of mental state
attributions to collectives is not just a matter of interpretation from
a third person perspective. Whether a group agent in fact has an
intentional attitude depends on facts about the internal
mechanisms of the group agent, such as facts about the group
agent’s organisational structure, its chosen aggregation function,
and so on.
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of moral responsibility outlined in section 7.1.3.205 As I noted there,
an agent is fit to be held responsible if three conditions obtain:
(1) the agent faces a morally significant choice, involving the
possibility of doing something good or bad, right or wrong.
(2) the agent has the understanding and access to evidence
required for making moral judgments about the options.
(3) the agent has the control required for choosing between
the options (List and Pettit, 2011: 158).
Group agents can meet condition (1). All that is required to satisfy
this condition is that a group agent encounters morally significant
choices (List and Pettit, 2011: 158). As we saw in section 7.2.2, a
group agent such as the three-person union is faced with the choice
of whether or not to go through with a pay sacrifice in order to fund
a safety measure. Such a choice is morally significant, insofar as
the choice is likely to have important (moral) consequences, one
way or another.206
Group agents can also meet condition (2). Groups have the
ability to form moral judgments, in the sense that they have the
ability to form judgments (as we saw in section 7.2.2), and in the
sense that those judgments can be about morally evaluative
propositions. Thus, as long as the group’s members ensure that
morally evaluative propositions are brought into the group agent’s
A clarificatory point. On my terminology, the terms ‘moral agent’
and ‘moral agency’ are shortened versions of the terms ‘morally
responsible agent’ and ‘morally responsible agency’. And,
furthermore, the term ‘morally responsible agent’ is shorthand for
‘an agent that is fit to be held responsible’. I am aware that these
terms are used differently elsewhere (e.g. Collins, 2013).
206 Even if one does not take consequences to be important in moral
decision making, the question of what is at stake for the union could
be framed in other terms (i.e. in terms of harm, or in terms of
considerations of justice). If the pay sacrifice goes ahead, the
workers will be worse off financially. If the pay sacrifice does not go
ahead, the workers will be worse off from a safety perspective (since
a workplace accident would be more likely to take place than it
would be if the union had introduced a safety measure).
Considerations of justice are therefore relevant, whichever decision
the union makes. (In my view, consequences matter, even if one
opts for a version of virtue ethics. But my argument for the
possibility of collective moral agency does not turn on this issue).
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agenda for consideration, the group agent can form moral
judgments about the relevant options. Group agents therefore have
the ability to access evidence of the required kind (albeit via their
members).207 On the question of whether group agents have
understanding of the required kind, it will be helpful briefly to
elaborate the notion of evaluative propositions.208 An evaluative
proposition is a proposition that is concerned with the relative
value of the options an agent is presented with. Such propositions
can be expressed in one of two ways: (i) by using operators such as
‘it is desirable that’ or ‘it is right that’, or (ii) by using a
metalanguage where, for those propositions that are the contents
of different options, properties like desirability or rightness are
predicated of them. (List and Pettit, 2011: 158-159). Group agents
thus have the understanding to form judgments on such
propositions, to the extent that group agents can process
propositions that are expressed in the manner of (i) or (ii) in
general, and to the extent that evaluative propositions can be
expressed in the manner of (i) or (ii).
The task of showing that group agents can meet condition (3)
is much more difficult. For a group agent to have the control
required for choosing between options, the group agent must have
the ability to exercise causal control over the choice it makes. But
it is difficult to see how a group can exercise causal control over the

As with the individual case, there are likely to be situations
when we might think a group agent is not responsible for some
outcome, because their inability to access evidence was a result of
unavoidable ignorance. The question of what counts as unavoidable
ignorance is a difficult one, which I cannot settle here. But, as List
and Pettit suggest, it is not an issue that needs to be settled here,
since it also arises in individual contexts, and since it is not a
special problem in the context of group agency (List and Pettit,
2011: 158).
208 List and Pettit describe such propositions as ‘normative
propositions’ (List and Pettit, 2011: 158), but I have opted for the
term ‘evaluative propositions’ instead, since such propositions are
explicitly about value (rather than norms).
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choices it makes, since everything it does is done by its members,
since its members are in control of their choices, and since a single
action (seemingly) cannot be under the control of a group and its
members simultaneously.
List and Pettit summarise this problem in the form of an argument:
(1) Whatever a group agent does is done by individual agents
(2) Individuals are in control of anything they do, and so in
control of anything they do in acting for a group
(3) One and the same action cannot be subject both to the
control of the group agent and to the control of one or
more individuals
Therefore:
(4) The group agent cannot be in control of what it does; such
control always rests exclusively with the individuals who
act for the group (List and Pettit, 2011: 160-161).
To show that group agents can satisfy the third condition of moral
responsibility then, one must reject one of the three premises of the
argument in order to reject the conclusion. Rejecting premise 1 does
not seem to be a plausible option, since it seems to require the
denial of the intuitively plausible supervenience thesis outlined in
section 7.2.3. Rejecting premise 2 does not seem to be a plausible
option, since individual group members themselves meet the three
conditions of moral responsibility, and since they thereby exercise
causal control over their group-related actions. Rejecting premise 3
therefore seems to be the most promising way to address the
problem at hand and on which to argue that group agents can
exercise causal control over the choices they make.209
The rejection of premise 3 requires an account of causation
that allows for multi-level causality. List and Menzies (2009) argue
for an account of causation as difference-making, that addresses a

Following List and Pettit, I maintain that the challenge here is
not to offer an analysis of what control is, per se. The challenge here
is to show that there is no special reason to think that such control,
whatever it involves, cannot be instantiated by group agents (List
and Pettit, 2011: 159).
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parallel problem that applies in non-agential contexts (namely, the
exclusion argument against non-reductive physicalism) (Kim,
1998, 2005).210 In what follows, I shall adopt List and Menzies’
account of causation, and argue, contra premise 3, that one and the
same action can be subject to the control of the group agent and to
the control of one or more individuals.211
For List and Menzies, causal claims are claims about the
relationship between variables. This requires, furthermore, that
changing the value of the cause variable changes the value of the

Since my focus is on the question of whether a single action can
be subject to the control of the group agent and its members
simultaneously, I do not weigh in on the debate between nonreductive physicalists and their opponents. But it is important that
I briefly acknowledge what is at stake in that debate. Nonreductive physicalism is the position that: (1) some special-science
(i.e. higher-level) properties are not identical to physical properties,
since they are multiply realizable; (2) special-science properties
supervene on physical properties, and (3) special-science properties
are causes and effects of other properties. The exclusion argument
against non-reductive physicalism holds that (3) contradicts (1) and
(2), given the truth of the exclusion principle. The exclusion
principle holds that: “if a property F is causally sufficient for some
effect G, then no distinct property F* that supervenes on F can be
a cause of the effect G” (List and Menzies, 2009: 475). Against Kim
and others, List and Menzies argue that this principle cannot be
established a priori, that the truth of the principle is a contingent
matter, and that, when the principle is true, it can support the
causal autonomy of higher-level properties. To achieve this, they
argue that, in at least some causal relations, higher-level
properties trump lower-level properties, where causation is to be
understood in terms of difference-making (List and Menzies, 2009:
476, 482-490).
211 A couple of points here. First, while List and Pettit (2011: 162)
mention this account of causation in passing, it is not the account
of causation that they rely on in their book. That account is Jackson
and Pettit (2004). Second, Rachael Briggs (2012: 287-289) makes
the same move that I make here, in adopting the List and Menzies
account in place of the Jackson and Pettit account. In what follows,
I also draw on Briggs’s analysis, in arguing that group agents can
meet the third condition of moral responsibility.
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effect variable (List and Menzies, 2009: 481).212 List and Menzies’
truth conditions for making a difference then, are as follows:
The presence of F makes a difference to the presence of G in
the actual situation if and only if (i) if any relevantly similar
possible situation instantiates F, it instantiates G; and (ii) if
any relevantly similar possible situation instantiates ¬F, it
instantiates ¬G (List and Menzies, 2009: 482).213
To see how this account of causation relates to the issue of multilevel causality, consider the following example. Imagine a pigeon
that has been trained to peck at all and only red objects.214 The
pigeon is presented with a red object. This object, more specifically,
is a crimson object. The pigeon duly pecks at the object. Now,
List and Menzies (2009: 489) argue for a counterfactual account
of causation (causation as difference-making), and they explicitly
reject accounts which conceive of causation as generation or
production (e.g. Kim, 2005: 18). Here, and in Chapter 8 of the
thesis, I rely on List and Menzies account of causation as
difference-making, and I rely on their argument against causation
as generation or production. On List and Menzies’ argument,
authors like Kim (2005) and Anscombe (1971) underspecify the
notion of production, which counts against such accounts. And,
even if the notion of production can be elucidated, causation as
production is deeply problematic. On one formulation of causation
as production (Woodward, 2006), this notion can be understood in
counterfactual terms. That is, “an event c produces another event e
just in case the counterfactual 'c □→ e occurs' is robustly true under
variation of the background conditions” (List and Menzies, 2009:
489). (Here, 'c □→ e’ translates to ‘if it were the case that c, it would
be the case that e). But, as List and Menzies argue, if causation as
production is to be understood in this way, it is vulnerable to
counterexamples. For example, if a man were to take a
contraceptive pill, this would necessitate, or be sufficient for, his
not getting pregnant. But a man’s taking a contraceptive pill makes
no difference to his not getting pregnant. So, there is no causal
connection or relevance here. Had the man not taken the pill, he
would not have gotten pregnant. Given counterexamples of this
sort, accounts which characterize causation as production are
problematic (List and Menzies, 2009: 489).
213 Here, I assume, following List and Menzies (2009: 484-487) and
Briggs (2012: 288), that the question of what counts as a relevantly
similar possible situation can be expressed formally in terms of
counterfactuals.
214 This example originally appears in Yablo (1992), and List and
Menzies (2009) also draw on it throughout their paper.
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suppose that the variable ‘G’ (from List and Menzies’ account),
applied to this example, is ‘the pigeon’s pecking at the object’. Here
we have two possible candidates that could play the role of F: first,
‘the redness of the object’ (call this ‘R’), and second, ‘the
crimsonness of the object’ (call this ‘C’). To the extent that redness
supervenes on crimsonness (along with all other forms of redness,
including scarletness, maroonness, and so on), R is the higher-level
variable and C is the lower-level variable. Which of the variables
caused the pigeon to peck at the object? Start with the lower-level
variable, C. With respect to condition (i), for any relevantly similar
possible situation that instantiates C, that situation instantiates
G. (That is, whenever the pigeon is presented with a crimson object,
it pecks at it). With respect to condition (ii), however, for any
relevantly similar possible situation that instantiates ¬C, that
situation does not instantiate ¬G. Consider the example in which
the pigeon is presented with a scarlet object. The object is noncrimson. But the pigeon still pecks at it because it is red. Thus, for
some situations that instantiate ¬C, it is false that those situations
instantiate ¬G.215 What about the higher-level variable, R? With
respect to condition (i), for any relevantly similar possible situation
that instantiates R, that situation instantiates G. (That is,
whenever the pigeon is presented with a different red object, it
pecks at it). And, with respect to condition (ii), for any relevantly
similar possible situation that instantiates ¬C, that situation
instantiates ¬G. (That is, whenever a pigeon is presented with a
non-red object, it does not peck at it) (List and Menzies, 2009: 481482).
In at least some cases then, the higher-level causal variable
meets the two truth conditions for making a difference when a
lower-level causal variable does not. Furthermore, even when a

Here, it is worth pointing out that C – the object’s crimsonness
– is still causally sufficient for G, even though it does not meet the
two truth conditions for making a difference.
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lower-level property is causally sufficient for some effect, a higherlevel property that supervenes on that lower-level property can
nonetheless be the cause of that effect (List and Menzies, 2009: 482488). The crucial question for my purposes is whether there are any
similar cases in the context of group agency. If such cases exist,
then premise 3 of the argument against the possibility of collective
moral responsibility is false. This is because such cases would show
that one and the same action can be under the causal control of the
group agent and its members simultaneously.
Drawing on Briggs (2012: 289), I offer the following as a
possible example of a case where a higher-level causal variable
meets the truth conditions for making a difference when a lowerlevel causal variable does not. Imagine a political party P that
qualifies as a group agent (on the conditions set out earlier). In the
midst of an election campaign, P is planning to mail out
promotional material to potential voters. P has three secretaries,
S1, S2 and S3 who work in the party’s office. As it happens, S1
mails out a set of flyers. Suppose that the variable ‘G’ (from List
and Menzies’ account of causation), as applied to this example, is
‘the mailing out of the flyers’ (call this ‘M’). As with Yablo’s pigeon,
there are two possible candidates that could play the role of F: first,
‘S1’s mailing out of the flyers’ (call this ‘S1M’), and second, ‘P’s
mailing out of the flyers’ (call this ‘PM’). To the extent that group
agent actions supervene on individual member actions, PM is the
higher-level variable and S1M is the lower-level variable. Which
variable caused the mailing out of promotional flyers? Consider the
lower-level variable, S1M. With respect to condition (i), for any
relevantly similar possible situation that instantiates S1M, that
situation instantiates M. (That is, whenever S1 mails out flyers,
those flyers are mailed out). With respect to condition (ii), however,
for any relevantly similar possible situation that instantiates
¬S1M, that situation does not instantiate ¬M. Consider the
example in which S2 mails out the flyers instead of S1, because S1
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could not make it to work that day. S1 does not mail the flyers out.
But the flyers end up being mailed out regardless. Thus, for some
situations that instantiate ¬S1M, it is false that those situations
instantiate ¬M. Consider the higher-level variable, PM. With
respect to condition (i), for any relevantly similar possible situation
that instantiates PM, that situation instantiates M. (That is,
whenever the group agent mails out flyers, those flyers are mailed
out). And, with respect to condition (ii), for any relevantly similar
possible

situation

that

instantiates

¬PM,

that

situation

instantiates ¬M. (That is, whenever the group agent does not mail
out flyers, no flyers are mailed out).216
The upshot of the analysis of this example is that premise 3
of the argument against the possibility of collective moral
responsibility is false. One and the same action (in this case, the
mailing out of flyers), can be under the causal control of the group
agent and its members simultaneously. The individual group
member – S1 – meets the three conditions of responsibility and
therefore exercises control over their action. But, since the lowerlevel variable (S1M) does not satisfy condition (ii) of making a
difference, and, since the higher-level variable (PM) does, the group
agent, P, also exercises control over the action. Given that premise
3 is false, group agents can meet the third condition of moral
responsibility – the condition which holds that “the agent has the
control required for choosing between the options” (List and Pettit,

One might try to respond by noting that, through some unusual
chain of events, some individual who is not a member of political
party P could, in principle, mail out a set of P’s flyers. In such a
situation, M would obtain, even when ¬PM obtained. But this
response would not work, since List and Menzies require that such
situations are relevantly similar possible situations, and since the
situation described, intuitively, is not a relevantly similar possible
situation.
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2011: 158). Given this, group agents are fit to be held morally
responsible.217
7.3. Conclusion
On the basis of the arguments advanced in sections 7.2.1-7.2.4, I
argue that some collective properties meet the first condition of my
minimalist account of moral virtue. This condition is that a
property P is a moral virtue only if it belongs to a morally
responsible agent. The satisfaction of this condition requires that,
for any property, that property belongs to some entity that qualifies
as a morally responsible agent. (It also requires that morally
responsible agents can have properties, which seems self-evidently
true). Since, as I have argued in this chapter, some collectives can
be morally responsible agents, some properties can belong to these
entities. In Chapter 8, I argue that such properties qualify as
character traits.

To meet attitude-to-action standards, the group agent must
ensure that, whenever its attitudes require an action, it performs
the required action. On the basis of the arguments in this section,
and in sections 7.2.1-7.2.3, there is no reason in principle to think
that a group agent cannot meet such standards. Whether they do
so in practice, however, will depend upon factors such as the group
agent’s organisation structure, aggregation function and,
importantly, whether or not it in fact performs the required action
when its attitudes require that action.
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8

The Possibility of Collective Moral

Virtues and Vices
My goal in Part III is to offer a new argument for non-reductive
realism about collective virtue statements. Chapter 6 laid out that
argument and argued for its least controversial premises. The
argument’s most controversial premise is the claim that some
logically possible irreducible collective properties fulfil the
existential presuppositions of collective virtue statements, insofar
as those properties meet two minimal conditions of moral virtue.
Chapter 7 went part of the way toward defending that premise, by
arguing that some collective properties can in principle satisfy the
first minimal condition of moral virtue (the requirement that a
property P is a moral virtue only if it belongs to a morally
responsible agent). This chapter – Chapter 8 – completes my
defence of that premise, by arguing that some collective properties
can in principle satisfy the second minimal condition of moral
virtue (the requirement that a property P is a moral virtue or vice
only if P is a moral character trait).
Chapter 8 is divided into two subsections – section 8.1. and
8.2. Section 8.1. homes in on the crucial concept of condition 2 – the
concept of moral character traits. Section 8.2. argues that collective
moral agents can, in principle, have moral character traits.
Before proceeding, I need to explain why I focus on the case
of individual moral character traits in detail. As we will see later,
the task of arguing that individuals can have moral character traits
is much more difficult than many authors have supposed.218 And
while the argument I offer in section 8.1.4.4. tries to solve this
problem in the individual case, this argument need not be specific

Many, if not most, assume that individuals can have moral
character traits without arguing for this assumption. I discuss this
point further in sections 8.1.3, and 8.1.4.
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to the individual case. For these reasons, section 8.1. will cover
much more ground than section 8.2. Section 8.2 will extend my
strategy for establishing the possibility of moral character traits to
the context of collective moral agents.
8.1. What is a moral character trait?
For a property to qualify as a moral virtue or vice, this property
must qualify as a moral character trait. In this section, I explain in
detail what I mean by the concept of a ‘moral character trait’. As a
starting point, I adopt Christian Miller’s account of moral character
traits (Miller, 2013, 2014, 2018), pose an objection to this account,
and defend a modified version of this account that meets this
objection.
There are three caveats about my discussion of Miller’s
account of moral character traits that must be clarified at the
outset. First, I acknowledge that Miller’s concern is with the moral
character traits of individual human beings (Miller, 2013: 3). Miller
does not explicitly consider the possibility that non-human entities
(such as group agents) can qualify as moral virtue bearers.
However, unlike other normative ethicists (e.g., Hursthouse, 1999;;
Swanton, 2016: 118), Miller appears to refrain from claiming that
moral virtues are distinctively human properties. Thus, in drawing
on his account of moral character traits, I interpret Miller’s
discussion of moral character traits and their constituent concepts
(e.g., dispositions, personality, character, responsibility, etc) in
species-neutral terms (that is, I assume that the agential features
expressed by those concepts can in principle be had by entities
other than humans, such as group agents). Furthermore, as I will
argue in section 8.2, there is no reason to think that the set of
possible collective character traits needs to be identical to the set
of possible individual character traits. Even if traits such as
compassion turn out to be distinctively human traits, some other
human traits could in principle have collective analogues. And
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some traits could in principle be distinctively collective traits, such
as self-regulatoriness (Byerly and Byerly, 2016: 48-50).
Second, Miller initially develops an account of what a
character trait is, and he later puts forward an empirical argument
for the existence of mixed character traits (i.e., traits that are
neither virtues, nor vices) (Miller, 2013: 153-200, 2014: 37-61). I do
not draw on the latter project here since it is not necessary for my
argument for non-reductive realism about collective virtues. In my
argument for non-reductive realism, I am merely trying to
establish the logical possibility of collective moral character traits.
Third, I am also not offering a precise criterion of what
makes a moral character trait a virtue, or vice. Virtue ethicists
(e.g., Hursthouse, 1999), deontologists (e.g., Hill and Cureton,
2014) and consequentialists (e.g., Driver, 2001) all offer competing
accounts of what makes a character trait a virtue, as do authors
within the three camps (e.g. Hursthouse, 1999; Swanton, 2003,
2016; Slote, 2003; Zagzebski, 2013; in the case of virtue ethics). A
favourable feature of Miller’s account of character traits, for my
purposes, is that it is neutral on these deep controversies.219 This
question of what makes a character trait a virtue does not need to
be settled in advance. Arguments for the possibility of collective
virtues can be advanced without requiring a definite answer to that
question (as we saw in chapters 3, 4 and 5).220

As I suggested in Chapter 1 (section 1.3.4), consequentialism,
deontology and virtue ethics seem to be divided on the role that
virtues play in a normative ethical theory. One way to frame this
controversy, is in terms of the order of priority among ethical
concepts. Consequentialist and deontologist accounts of virtue tend
to have it that virtues are secondary to other concepts (such as good
states of affairs and right acts). And virtue ethical accounts of
virtue tend to have it that virtues play a more fundamental role
(Zagzebski, 2010: 45-48).
220 The question of how moral virtues relate to morally right actions
does not need to be settled in advance either. Given this, my
discussions in the following sections do not engage with the
literature on virtue ethics and right action (e.g., Johnson, 2003;
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However, since I will be discussing examples of moral virtues and
vices in the following sections, it will be helpful to offer a rough
definition of each term. Moral virtues can be understood in the
following way:
The [moral] virtues are all and only those good traits of
[moral] character which are such that, other things being
equal, when they directly lead to action (whether mental or
physical), the action is (typically) a good action and is
performed for the appropriate reasons (Miller, 2014: 35:
emphasis mine). 221
Svensson, 2010; Hacker-Wright, 2010; van Zyl, 2011; Das, 2003,
2015).
221 As Miller argues, the proposed account of moral virtue leaves it
open as to what makes an action good, and it also leaves it open
as to what makes agent’s reasons for action appropriate, so as to
capture different leading proposals on moral virtue (i.e. from
different background normative ethical theories) (Miller, 2013:
24n46). As I noted in Chapter 1 (section 1.3.4.), the position I
argue for throughout this thesis does not rely on any background
normative ethical theory. Thus, the question of what makes a
good action ‘good’ does not need to be settled here. Nor does the
question of what makes a group agent’s reasons (for action)
appropriate. And, furthermore, it is no objection to my view that
these matters remain unresolved. It is worth noting, regardless,
that group agents are capable of acting for reasons (and
appropriate reasons, moreover). Following List and Pettit (2011:
56), for those group agents that employ premise-based decisionmaking procedures (discussed at length in Chapter 7, sections
7.2.2 and 7.2.3), “earlier propositions on the agenda are
interpreted as ‘prior to’ later ones, capable of serving as reasons
for or against these later ones” (List and Pettit, 2011: 56;
emphasis mine). Thus, when a group agent decides (via some
premise-based procedure) to perform an action, earlier
propositions on the agenda can serve as reasons for or against
that action. And, furthermore, said reasons could in principle be
appropriate (or inappropriate), depending on one’s background
normative ethical theory. On Miller’s account of virtues, to be the
bearer of a moral virtue is just to be the bearer of a certain moral
character trait – a moral character trait that leads to good
actions, which are performed for appropriate reasons. Group
agents can perform actions, as I argued in Chapter 7 (section
7.2.4). Such actions can in principle be good actions, as I argued
above. (Recall that Miller’s proposal leaves it open as to what
makes an action a good action). And a group agent’s actions can
be performed for appropriate reasons, as I also argued above.
Given these considerations, if group agents can be bearers of
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Drawing on this definition of Miller’s, I contend that moral vices
can be understood in the following way:
The moral vices are all and only those bad traits of character
which are such that, other things being equal, when they
directly lead to action (whether mental or physical), the
action is (typically) a bad action (Miller, 2014: 35).222
By defining moral virtues as good traits of character and moral
vices as bad traits of character, we can abstract from those
controversies mentioned above. That a moral virtue is a good trait
of character leaves open whether, more specifically, a virtue is: (1)
a character trait that is needed for eudaimonia (Hursthouse, 1999:
167), (2) a disposition to respond in an excellent way to items in its
field (Swanton, 2003: 93), (3) a character trait that produces more
good in the actual world than not (Driver, 2001), and so on and so
forth. The rough definitions I have offered above do not rule out any
of these more specific formulations of ‘good traits of character’ in
advance.
8.1.1. Distinguishing personality traits from traits
Character traits are a specific kind of personality trait, as I will
explain in the next section. But there is a more fundamental
distinction to be drawn initially, between personality traits and
traits. First and foremost, personality traits are a specific kind of
trait. And according to Miller, traits are features or properties of
things (in a very broad sense of the term ‘things’). A car, for
example, can have traits such as being of a particular size or shape,
moral character traits, they can be bearers of moral virtues too.
The crucial question then, pertains to whether group agents can
be bearers of moral character traits at all. This is the fundamental
challenge for non-reductive realism and, consequently, it is the
issue that I focus my attention on in the chapter at hand.
222 Miller does not define moral vices in this way. I have adapted
his definition of moral virtue and applied it to vice. I assume here
that one can perform morally vicious actions without doing so for
appropriate (or inappropriate) reasons.
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or of being capable of travelling at a certain speed. Personality
traits are distinct from traits, in the sense that they are
dispositional properties that are concerned with the mental life of
an agent (i.e. the mental states and processes that constitute
thinking).223 They are also distinct from other traits that an agent
might possess, such (in the case of individual humans) as their
height or weight (Miller, 2014: 4). More specifically, a personality
trait had by a person is:
A disposition to form beliefs and/or desires of a certain sort
and (in many cases) to act in a certain way when in
conditions relevant to that disposition (Miller, 2014: 6).
As with other aspects of Miller’s account, this definition requires
unpacking. First, ‘beliefs’ and ‘desires’ can be understood in the
same way as I described them in the corresponding discussion in
section 7.1.1: the term ‘beliefs’ refers to representational attitudes
in general, and the term ‘desires’ refers to motivational attitudes in
general.224
Second, ‘dispositions’ are properties of objects that are
manifested under certain stimulus conditions or as a result of

The reference to agency is a modification to Miller’s view. For
Miller, personality traits are concerned with the mental life of a
creature (Miller, 2014: 4). Following Strohmaier, non-living entities
that qualify as agents, plausibly, can have mental lives, as I
suggested in section 7.1.4 (Strohmaier, 2020: 1910).
224 Miller gestures toward a similar way of understanding the two
terms. For Miller, all mental states can be divided into two broad
types: cognitive states (which can be captured using the term
‘beliefs’), and non-cognitive states (which can be captured using the
term ‘desires’). Miller appeals to the ‘direction of fit’ metaphor for
distinguishing mental states, whereby beliefs have a mind-to-world
direction of fit and desires have a world-to-mind direction of fit.
Beliefs aim to capture or reflect the way the world is, and desires
aim to change the world to bring it in line with the relevant desire
(Miller, 2014: 6-7). This coheres with List and Pettit’s
characterisation of representational and motivational states,
discussed in 7.2.1.1, where the former are states that depict the
world, and the latter are states that motivate action (List and
Pettit, 2011: 21).
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certain stimulus events.225 Consider, for example, a fragile vase.
In virtue of having the property of fragility, the vase is sensitive to
stimulus events such as ‘being hit by a baseball’, and its fragility is
manifested by the vase’s shattering. The vase is not sensitive to
other conditions, such as the colour of the baseball (Miller, 2014:
21).
Third, each particular personality trait gives rise to beliefs,
desires and actions that are characteristic of that personality trait
(as the qualifiers ‘of a certain sort’ and ‘in a certain way’ imply). For
example, consider the personality trait of shyness. This trait is
manifested by certain desires (e.g., the desire to avoid speaking in
public), and certain actions (e.g., the act of declining a speaking
invitation). Or consider the personality trait of compassion.226 This
trait is manifested by certain desires (e.g., the desire to help
others), certain beliefs (e.g., the belief that donating to a charity
will help others), certain actions (e.g., the act of making a
significant donation to a charity).
Fourth, while personality traits dispose their bearer to form
mental states or perform actions of a certain characteristic sort, it
does not follow from this that mental states or actions depend on
personality traits. And, relatedly, when an agent forms a mental

While it builds on Miller’s discussions, this is a definition I
propose for the term ‘dispositions’. And it is an admittedly noncommittal definition of the term, so far as the major controversies
in the metaphysics of dispositions go (e.g. the question of how to
understand the distinction between dispositional and categorical
properties (Mumford, 1998), and the question of how best to deal
with the issue of finks, masks and mimics (Everett, 2009)). But my
decision to offer a non-committal definition of this term is not at all
unprecedented. In the respective literatures on virtue theory (e.g.
Doris, 2002: 15-18; Miller, 2014: 25; Alfano, 2014), group agency
(e.g. Huebner, 2014: 31n10), and collective virtue (e.g. Byerly and
Byerly, 2016: 44), many other authors also shy away from these
questions.
226 As we will see shortly, compassion is a character trait, since it
meets further conditions, in addition to qualifying as a personality
trait.
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state or performs an action that is characteristic of a certain
personality trait, it does not follow that the agent has that trait.
For example, an agent who does not have the trait of compassion
might nonetheless perform compassionate actions or be in a
momentary compassionate state of mind (Miller, 2014: 4).
And fifth, while Miller requires that personality traits
belong to persons, he does not explain what he means by the notion
of personhood. I thus assume that, on Miller's view, a person is an
entity that has the features highlighted in his definition of
personality traits (i.e. beliefs, desires and dispositions to form
mental states of either kind, under the right conditions).227 On
Miller’s definition of personality traits, agents can have personality
traits

in

principle,

insofar

as

agents

have

beliefs

(i.e.

representational states), desires (i.e. motivational states) and the
capacity to act (i.e. in the sense of having the capacity to satisfy
one’s motivational states in light of one’s representational states).
Furthermore,

insofar

as

agents

have

mental

states

and

dispositions, there is no reason to think that agents cannot have
dispositions to form mental states under certain conditions.228
8.1.2.

Distinguishing

moral

character

traits

from

personality traits
Personality

traits

then,

are

dispositions

to

form

certain

characteristic beliefs and desires, and to act in certain ways when
As Miller notes at several points in his discussion, he does not
intend to give a careful analysis of any of the central concepts he
relies on, including the concept of personality traits (Miller, 2013:
4). He also intends for his account of responsibility to be as
ecumenical as possible, “so that it can be readily adapted to
different detailed accounts of responsibility even if they happen to
conflict with my own preferred account” (Miller, 2013: 13). Given
this, it is reasonable to assume that he has a similar attitude
toward the concept of personhood.
228 Here I rely on the widely accepted assumption that agents can
have dispositions (e.g., Ryle, 1949: 122; Sosa, 2010: 465; Swanton,
2013: 4000; Mantel, 2017: 562).
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in the relevant conditions. For Miller, character traits are a specific
kind of personality trait. And they are distinct from non-character
personality traits, insofar as they directly relate to the idea of
normative standards. More specifically:
A character trait is a personality trait for which a person who
has it is, in that respect, an appropriate object of normative
assessment by the relevant norms (Miller, 2014: 15).229
Normative assessment includes moral assessment, but it is not
restricted to it. Normative standards can be non-moral standards,
such as epistemic standards, aesthetic standards, legal standards
and so on. And, relatedly, character traits can be non-moral
character traits, insofar as they can relate to non-moral standards.
Consider the epistemic trait of being ‘logical’, for example. On
Miller’s account, this is an example of a character trait, since the
agent who has this trait possesses dispositions that are
appropriately assessed in certain ways by the norms of logical
reasoning. Other intuitive examples of non-moral character traits
include being ‘analytical’, being ‘artistic’, being ‘witty’, and so on.
We do not praise agents in a moral sense for having traits of this
sort (Miller, 2013: 16; Miller, 2014: 33).
I do not offer a precise criterion for what distinguishes moral
character traits from non-moral character traits. Such a criterion
requires a definite answer to the question of what distinguishes
morality from other normative domains – a controversial question
that I cannot (and need not) settle here.230 The central point is that,
while some character traits are moral character traits, there is no
reason to think that all character traits are moral character traits,
given the examples above.
Miller initially considers a different proposal for distinguishing
character traits from personality traits before abandoning it. On
this proposal: “a character trait is a personality trait for which a
person who possesses it is (at least to some degree) normatively
responsible for doing so” (Miller, 2014: 11).
230 For an attempt to distinguish moral judgments from
conventional normative judgments (and a discussion of rival
approaches), see Southwood (2011).
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However, I do suggest, tentatively, that moral character traits can
be roughly distinguished from other kinds of character traits in the
following way:
A moral character trait is a character trait for which the
person who possesses it is, in that respect, an appropriate
object of moral assessment by the relevant norms.231
As above, there are intuitive examples of traits that are non-moral
character traits, insofar as they relate to intuitively non-moral
standards of normative assessment. For example, being ‘logical’
relates to epistemic standards of assessment while being ‘artistic’
relates to aesthetic standards of assessment. But when we consider
traits such as compassion, justice and honesty, the relevant
normative standards of assessment are intuitively moral. Since my
focus is on moral character traits, I do not discuss non-moral
character traits any further in this chapter. From now on, any
reference to character traits is a reference to moral character traits,
unless stated otherwise.
The crucial question here concerns what it is for an entity to
be the bearer of a moral character trait. On the Miller-inspired
proposal above, the bearers of moral character traits are entities
that are appropriate objects of moral assessment by the relevant
norms. But what is an appropriate object of moral assessment?232

While this suggestion is adapted from Miller’s distinction
between character traits and personality traits (Miller, 2014: 15),
it departs slightly from what Miller in fact says about the
distinction between moral and non-moral character traits. On the
latter issue, Miller instead offers the following test: “Vary the
degree to which the person possesses the trait, and see whether our
moral assessment of the person in this regard alone also changes”
(Miller, 2014: 34). I agree that the proposed test is a potentially
useful way of helping us discern whether an agent has a moral
character trait or not. But this test does not tell us whether a trait
is a moral character trait or not. (Miller makes a similar concession
in relation to personality and character traits (Miller, 2014: 17)).
232 Miller does not offer a clear answer to this question. He holds
open the possibility that standards for moral assessment can be
based solely on individual or cultural beliefs, that they could exist
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Building on the discussion in section 7.1.3, I suggest that morally
responsible agents are appropriate objects of moral assessment. A
morally responsible agent is an agent that is fit to held morally
responsible. And an agent is fit to be held morally responsible if
three conditions obtain: (1) it faces morally significant choices,
involving the possibility of doing something good or bad, right or
wrong; (2) it has the understanding and evidence required for
making moral judgments about the options; and (3) it has the
control required for choosing between the options (List and Pettit,
2011: 158).233 Morally responsible agents are appropriate objects of
moral assessment, since they have the ability to perform actions
that can be assessed by reference to some set of moral standards
(whatever those happen to be).234
One further aspect of the Miller-inspired distinction between
moral and non-moral character traits needs to be emphasized. This
is the fact that particular moral character traits need to be
individuated from one another, depending on the respects of an
as objective facts in the universe, that they could be grounded in
the will of some supernatural entity or other, and so on. And he
holds open the possibility that moral assessment can be done by
individuals, by cultures, by supernatural entities, and so on (Miller,
2014: 16). But he does not seem to have a definite view on what
makes an entity an appropriate object for moral assessment.
233 Two clarificatory points. First, these conditions relate to an
agent’s fitness to be held responsible for its actions, not for the
traits that it has. I do not argue that character traits are those
traits an agent is responsible for having. An agent need only be
responsible for its (trait-relevant) actions, to be an object of moral
assessment (and thus, to be a bearer of a moral character trait).
Second, by ‘object of moral assessment’ I do not mean ‘object of
moral consideration’. An agent can be fit to be held morally
responsible for its actions without being an object of moral
consideration (i.e. an entity that can be harmed).
234 I acknowledge that this claim relies on two distinctions that
have not been precisely formulated: first, a distinction between
moral and non-moral normative assessments, and second, a
distinction between moral and non-moral normative standards.
Like Miller and others, I do not have an exact criterion for
distinguishing morality from other normative domains, as I
suggested earlier (Miller, 2014: 34).
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agent to which they relate (as the phrase ‘in that respect’
implies).235 Miller’s account suggests that, like all dispositions,
moral character traits can be individuated by: (1) the stimulus
conditions or stimulus events that activate them, and (2) their
characteristic manifestations (Miller, 2014: 20, 27).236
To see this, let us start by considering dispositions in general
(including dispositions of a non-agential sort). The fragility of a
vase is activated by stimulus events such as ‘being struck by a
baseball’ and ‘being dropped on the ground’, and it is manifested in
certain characteristic ways (e.g., by the vase’s shattering). Fragility
is distinct from solubility, for example, insofar as the latter is: (1)
activated by different stimulus events, (such as ‘being placed in
water’) and (2) manifested in different ways (e.g., by the soluble
object dissolving, rather than shattering).
In the case of moral character traits, similar points apply.
The compassion of a person is activated, broadly speaking, by
stimulus events such as ‘perceiving another agent in need’.237 When
Christine Swanton (2016) offers a method of individuating
moral character traits which is different to, but by no means
inconsistent with, the method I am about to suggest. As Swanton
puts it: “[t]he field of a virtue is its sphere of concern, for example
attitudes to the environment, facing dangerous or threatening
situations, making and maintaining friendship, helping others,
equitable dealings with others, devotion to one’s own projects. To
have a virtue is to be well disposed in relation to these fields”
(Swanton, 2016: 119). This proposal could be combined with the one
I opt for in the main text, so that agential ‘spheres of concern’ are
more precisely defined in terms of stimulus conditions and
characteristic manifestations.
236 Miller does not explicitly suggest that moral character traits can
be individuated in this way. My discussion here builds on his
comment that character traits have stimulus conditions of their
own (Miller, 2014: 27). And my strategy for individuating moral
character traits is inspired by a similar strategy that Barbara
Vetter employs in relation to dispositions in general (Vetter, 2013).
237 As Miller points out: “the immediate stimuli for character traits
do not have to be the actual features of a situation, but can just be
the person’s impressions of those features, impressions which in
some cases can be seriously mistaken and yet still activate the
relevant trait” (Miller, 2014: 21).
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a person’s compassion is activated by the perception of someone
else being in need, that person’s compassion is manifested by
compassionate beliefs, desires and actions (e.g. beliefs, desires and
actions which relate to helping others in need) (Miller, 2014: 27).238
And compassion can be distinguished from, say, courage, by
differentiating

between

their

stimulus

conditions

and

characteristic manifestations.239 Roughly speaking, the stimulus
conditions of compassion relate to the perception of others being in
need, while the stimulus conditions of courage relate to the
perception of danger.240 And (equally roughly speaking), the
characteristic manifestations of compassion are beliefs, desires and
actions related to helping others, while the characteristic
manifestations of courage are beliefs, desires and actions related to
overcoming danger.241

Here and elsewhere, I assume that this definition of compassion
is correct. That is, I assume that compassion is the disposition to
help others one perceives to be need, and to have appropriate
beliefs and desires that relate to helping others in need. This
definition is admittedly rough, and I acknowledge that others
might not accept it. But even if one chooses to define compassion in
a different way, the central points of this section remain unaffected:
(1) the trait of compassion is activated by some set of general
stimulus conditions or events (whatever one takes those conditions
and events to be), and (2) the activation of the trait brings about
some set of manifestations that are characteristic of that trait
(whatever one takes those manifestations to be).
239 Here, courage is just one of many virtues that is distinct from
compassion. I am simply using courage as an illustrative example.
And, furthermore, I am not (necessarily) suggesting that
compassion or courage can be possessed by collective moral agents.
240 I explicitly leave open the possibility that the stimulus
conditions of different moral character traits can overlap with one
another. For example, suppose that an agent, A, is faced with a
situation where another agent, B, is in need and the situation also
poses significant danger to A. The situation is one which seems to
require compassion and courage. (It is possible too that in difficult
cases of this sort, the demands of one virtue can (at least appear to)
compete with the demands of another, as Hursthouse (1999: Ch1)
implies. I do not discuss such cases any further).
241 The same points apply to the stimulus conditions and
manifestations of corresponding vices. When a cruel person
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Thus far, I have assumed that moral character traits (i.e.,
virtues and vices) are dispositions.242 Given this assumption, it is
important to clarify my terminology before proceeding. I hereafter
refer to moral character traits as ‘moral character trait
dispositions’, to capture the assumption that moral character traits
are dispositions. And, for convenience, I use the shorthand term
‘trait dispositions’ to refer to ‘moral character trait dispositions’.243
8.1.3. Trait disposition realism
In sections 8.1.1 and 8.1.2, I distinguished personality traits from
traits, character traits from personality traits and moral character
traits from non-moral character traits. In this section, I clarify a
further important aspect of Miller’s account, namely, his
commitment to realism about trait dispositions (‘trait disposition
realism’ hereafter).244

perceives somebody in need, the disposition of cruelty is activated.
That disposition is manifested in cruel beliefs, desires and actions
(such as the desire to take advantage of people in need, and the act
of doing so).
242 With respect to the virtue-related normative ethics literature,
this assumption is widespread and uncontroversial. Joshua August
Skorburg (2019) cites Bernard Williams (1985, 8-9), Owen
Flanagan (1991: 282), Julia Annas (1993, 50), Rosalind Hursthouse
(1999, 108), Christine Swanton (2003, 19), Michael Slote (2003, 4),
Alasdair MacIntyre (2007, 219), and Daniel C. Russell (2009, 13-4)
as examples of prominent authors who see virtues as dispositions.
Even authors who suggest that virtuous dispositions are secondary
to virtuous actions (e.g. Thomas Hurka, 2006) seem to think of
virtues as dispositions.
243 In both cases (‘moral character trait dispositions’, and ‘trait
dispositions’), my usage of terminology follows Miller’s (Miller,
2014: 20).
244 To avoid any possible confusion, ‘trait disposition realism’, as I
interpret it, is a position about ascriptions of trait dispositions in
general (that is, the ascription of trait dispositions to any candidate
entity – individual or collective). Realism about collective virtue
(discussed in chapters 2-6) is a position about ascriptions of trait
dispositions to collectives, so long as one shares my assumption that
virtues are character traits, and my assumption that character
traits are dispositions. (On the latter points, if one prefers to
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Trait disposition realism is a position that consists of three
claims: (1) that trait dispositions are instantiations of genuine
properties, (2) that trait dispositions can be had by persons
independently of: (i) the presence of any stimulus events and (ii)
our ability to recognize and conceptualize them, and (3) that trait
dispositions causally mediate between stimulus events and
manifestation events (Miller, 2014: 21-23).
On (1), the distinction between properties and property
instantiations can be illustrated by examples. The categorical
property of 'being 5m away from a wall' can be instantiated by me,
a chair, a table, and any number of other objects.245 Likewise, the
dispositional property of water solubility can be instantiated by
sugar cubes, granules of instant coffee and so on. The dispositional
property is manifested when the object is placed in the right
stimulus conditions (i.e. when the sugar cube, or instant coffee is
placed in water). Finally, trait dispositions such as compassion can
be instantiated by different agents, and they are manifested when
said agents are in the right stimulus conditions (i.e. when a
compassionate agent perceives another person in need).

conceptualize virtues as skills one could interpret realism about
collective virtues as a position about skills, rather than trait
dispositions).
245 As noted in section 8.1.1 (footnote 224), I do not offer an account
of how to understand the distinction between dispositional and
categorical properties. This distinction is a controversial issue in
the literature on dispositions, and an issue I cannot hope to address
in detail here. Intuitively, terms like ‘triangular’, ‘broken’, and ‘of
molecular structure xyz’ refer to categorical properties, while terms
like ‘fragile’, ‘soluble’, ‘elastic’, and ‘magnetic’ refer to dispositional
properties. But, as Mumford argues: “until we can provide a precise
statement of the distinction we don't know whether these
classifications are a result of prejudice and familiarity or principled
distinction” (Mumford, 1998: 66). On one possible account of the
distinction, dispositional properties ground the truth of
conditionals, whereas categorical properties do not (Miller, 2014:
25-26). Others argue that dispositions are best characterized by
possibility claims rather than conditionals (Vetter, 2013; Aimar,
2019).
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On (2), there is a fact of the matter as to whether persons
possess a trait disposition, irrespective of whether those persons
are in the presence of trait-relevant stimuli, and irrespective of
whether (third person) observers can recognize and conceptualize
those trait dispositions (Miller, 2014: 19-20).246 Imagine agent A is
a war veteran who, for the sake of argument, possesses the trait
disposition of courage. Suppose further that A returns home from
combat and does not encounter a courage-relevant situation for 10
years thereafter (as unlikely as that might be). Agent B, who knows
little about A’s past, cannot recognize A’s courage, since B cannot
recognize any pattern of courageous behaviour performed by A over
the 10 years B has known A. But there is a fact of the matter about
whether A possesses the property of courage, irrespective of
whether B can recognize it.
On (3), trait dispositions are not inert properties in a
person’s mental life. By contrast, they play a significant causal role
in bringing about an agent’s trait-relevant beliefs, desires and
The ambiguity between ‘observers’ and ‘third person observers’
is deliberate here. It is at least an open possibility that an agent
can possess a trait disposition despite being ignorant of their
possession of that trait disposition. This possibility is admittedly
unlikely in the case of virtuous trait dispositions, since virtues
seem to require conscious development. But in the case of vicious
trait dispositions, it is possible that an agent can be ignorant of
their possession of such dispositions. For example, one could be a
cruel agent, by virtue of the fact that one exploits people in need
whenever one has the opportunity to do so, despite believing that
one is in fact a compassionate agent (This example will be revisited
in the next section). The question of whether virtues require
conscious development is controversial among normative ethicists.
On one side of this controversy, Julia Driver seems to reject the
idea that virtues require conscious development. She instead
suggests that virtues like modesty require ignorance, on the part of
their bearers (Driver, 2001: 16-41). On the other side, Rosalind
Hursthouse rejects Driver’s proposal. Hursthouse instead argues
that, in the case of modesty, “modesty involves correctly estimating
oneself as moderately worthy” (Hursthouse, 2006: 103). In light of
all this, I merely commit to the weaker claim that one can possess
a vice without being aware of it – a claim that is not obviously
incompatible with authors on either side of this controversy.
206
246

actions. 247 Trait dispositions play this causal role together with the
relevant stimulus event(s), and in the presence of non-interfering
background conditions.248 If one agent, A, possesses the trait
disposition of compassion, and another agent, B, does not, then,
were A and B to be subjected to identical stimulus events and
background conditions, A would manifest compassion (in the form
of compassionate beliefs, desires or actions), and B would not
(Miller, 2014: 23).
Trait disposition anti-realism, by contrast, is the view that:
(1) trait dispositions do not exist, and (2) trait disposition
ascriptions do not correspond to any actual properties had by
persons (Miller, 2014: 22).
Any normative ethicist who takes moral character traits to
be a central ethical concept is committed to trait disposition
realism. Such normative ethicists cannot accept trait disposition

As I stated in Chapter 7 (section 7.2.4), I am committed to List
and Menzies’ (2009) account of causation as difference making. So,
when I say that a disposition plays a significant causal role, I mean
the following. For a disposition to play a significant causal role, that
disposition, in conjunction with a stimulus event and appropriate
background conditions, must make a causal difference. The
disposition does not make a causal difference on its own. As I will
acknowledge shortly, the disposition is activated by the stimulus
event. But the disposition does play a role in generating behaviour,
(hence why I follow Miller in using the phrase ‘significant causal
role’).
248 Non-interfering background conditions matter, regardless of
whether we are talking about trait dispositions or ordinary
dispositions. In the context of ordinary dispositions for example, “a
match has the disposition of being flammable and so typically lights
(manifestation) when struck (stimulus), but not in an environment
without oxygen” (Miller, 2014: 21n50). Likewise – in the context of
trait dispositions, a person may have the trait of compassion (for
example) and may typically help others in need when there are no
interfering background conditions. But in the presence of
interfering background conditions (such as the agent’s suffering of
a mental illness like depression), the operation of the trait can be
blocked. In the presence of such interfering background conditions,
compassionate thoughts are not formed, even in the presence of
someone else’s suffering (Miller, 2014: 21n51).
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anti-realism. Furthermore, this is so regardless of whether one
takes moral character traits to be primary (as virtue ethicists do)
or whether one takes moral character traits to be secondary to
other concepts (as virtue consequentialists or deontologists do).
Thus, like Miller (2014: 21-23) and other such normative ethicists,
I am committed to trait disposition realism.
In the following section, I consider and address some
potential problems for trait disposition realism that the anti-realist
might put forward. (For simplicity, in the remainder of section 8.1,
I will use the terms ‘realism’ and ‘anti-realism’ to refer to ‘trait
disposition

realism’

and

‘trait

disposition

anti-realism’

respectively).
8.1.4. Trait dispositions as clusters of interrelated mental
state dispositions
As we have seen, according to the realist, trait dispositions play a
significant causal role in bringing about an agent’s trait-relevant
beliefs, desires and actions. But, as Miller rightly suggests, there
are more familiar, more fundamental properties that also exist in
a person’s mind – these being the properties he describes as ‘mental
state dispositions’ (Miller, 2014: 24-25). As we will see shortly, the
realist’s central challenge is to show that trait dispositions play a
significant causal role even though mental state dispositions seem
better placed to play that role.
8.1.4.1. Mental state dispositions
Before we get there, I need to say more about mental state
dispositions, and to explain how they differ from trait dispositions.
As argued in the foregoing sections, trait dispositions are
dispositions to form beliefs and/or desires of a certain sort and to
act in a certain way when in the relevant conditions. Trait
dispositions are distinct from personality traits and non-moral
character traits since they relate to standards of moral assessment.
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(Miller, 2014: 6, 15, 33-35; 2018: 12-15).249 Mental state
dispositions, by contrast, are merely dispositions to form mental
states (such as beliefs or desires) (Miller, 2014: 28).
Like trait dispositions, mental state dispositions are
activated under certain conditions. Consider, for example, ‘the
disposition to believe that 2+7=9’. An agent that possesses this
disposition is disposed to believe that ‘2+7=9’ at all times. But the
disposition is only activated by appropriate stimulus events, such
as the presence of a maths test. As Miller puts it, when this
disposition is activated, the agent moves from being disposed to
believe that ‘2+7=9’ to having the occurrent belief that ‘2+7=9’
(Miller, 2014: 5, 21, 24).250
But mental state dispositions are different from trait
dispositions. On one hand, each particular trait disposition relates
primarily to a particular domain of agential activity, and most (if
not all) trait dispositions involve action.251 Roughly, compassion
relates to situations that involve other agents being in need,

Familiar examples include compassion and courage (on the side
of virtue), along with cruelty, cowardice and rashness (on the side
of vice).
250
In section 7.1.4, I explicitly adopted coarse-grained
functionalism about representational and motivational states (i.e.
beliefs and desires). Gary Bartlett argues that functionalist
theories of consciousness have difficulties dealing with occurrent
states (Bartlett, 2018: 1). He does not establish that functionalist
theories of mental states in general have difficulties in dealing with
occurrent states, however. As I argued earlier, consciousness is not
a necessary condition of minimal moral virtue. Since I am not
discussing consciousness, Bartlett’s argument is only an objection
to my proposal if it can be extended to representational and
motivational states. And, since Bartlett does not explicitly extend
it in this way, I do not consider it as an objection to my proposal.
251 Miller considers the possibility of personality traits that do not
involve action and he offers two examples to illustrate this: (1) the
trait of being analytical and (2) the trait of being logical. I do not
think either is an example of a trait that does not involve action,
since both appear to involve mental action (a point that Miller
concedes) (Miller, 2014: 7). But it remains an open possibility that
some trait dispositions are not related to action.
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courage relates to situations involving danger, and so on (see
section 8.1.2). On the other hand, mental state dispositions can be
dispositions to form any particular belief or desire whatsoever,
regardless of which domain of agential activity those beliefs and
desires relate to, and regardless of whether those beliefs and
desires relate to any specific domain of agential activity at all.252
(Possible examples of the latter include ‘the disposition to desire
cornflakes over muesli’, ‘the disposition to believe that hiking is
more enjoyable than swimming’, and so on).
Furthermore, it is worth emphasizing that mental state
dispositions can be of a trait-relevant kind, even though they need
not be. Consider again the example of compassion. Agent A, like
any agent, has a long total list of mental state dispositions that
includes mundane, highly specific (and somewhat idiosyncratic)
examples like ‘the disposition to desire cornflakes over muesli, ‘the
disposition to believe that hiking is more enjoyable than
swimming’, and so on. But some of the items on A’s list could also
include compassionate mental state dispositions, such as ‘the
disposition to form the desire to help people in need’, and ‘the
disposition to form the belief that one can help people in need by
donating money to them’ (Miller, 2014: 23).253

Miller puts the first point in the following way: “dispositions to
form occurrent mental states are a familiar feature of our minds;
anyone working on the philosophy or the psychology of the mind
has to examine them, regardless of whatever special concerns there
might be about character traits” (Miller, 2014: 28)
253 Both of these examples of compassionate mental state
dispositions are borrowed from Miller. Each appears briefly in his
discussion about causal mediation, which is as follows: “such a
property [compassion] mediates between stimulus events, such as
seeing someone in need, and relevant manifestations, such as
wanting to help and believing that I (Jones) can help by donating
money” (Miller, 2014: 23: emphasis mine). This point will turn out
to be important later in the section.
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8.1.4.2. Are trait dispositions related to mental state
dispositions? (The case for ‘no’)
Given the existence of mental state dispositions, the realist faces
two crucial questions.254 First, are trait dispositions related to
mental state dispositions? And, if so, how is that relationship to be
understood?
Start with the first question. Here the realist might argue
for one of two answers: either (1) there is no relationship between
trait dispositions and mental state dispositions, or (2) there is a
relationship between these two classes of properties. As Miller
suggests, option (1) is unpromising. Suppose trait dispositions exist
in a person’s mind independently of (trait-relevant) mental state
dispositions. If this is so, it is unclear what trait dispositions do
that cannot be accounted for by the activities of mental state
dispositions. For example, if an agent has a trait like compassion,
and, if that trait is completely unrelated to the agent’s dispositions
to form compassionate beliefs and desires, it is unclear what
additional causal, predictive or explanatory contribution the trait
makes (Miller, 2014: 24-25). The problem with (1) is threefold.
First, if we were to assume that (1) is true, there would not
seem to be any reason to posit extra properties like ‘compassion’.
This is because an agent’s compassionate thoughts and behaviour
can already be accounted for by ‘the disposition to form
compassionate

thoughts’

and

‘the

disposition

to

perform

compassionate actions’ (Miller, 2014: 25). If there is no relationship
between trait dispositions and mental state dispositions, properties
like compassion sit alongside these mental state dispositions in a
person’s mind, performing no causal work.

In principle, one could try to argue that mental state
dispositions do not exist, while trait dispositions do. But this is an
unusual approach. I am not aware of any author who has put
forward an argument of this sort, and it is not clear whether such
an argument would be successful.
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Second, on the assumption that (1) is true, the realist faces
difficulties in explaining what makes an agent the bearer of a
particular trait disposition. Consider again, the trait of compassion.
What makes an agent, A, a compassionate agent? One natural
answer would be the claim that A is compassionate, insofar as A is
disposed

to

form

compassionate

thoughts

and

perform

compassionate actions (and insofar as A actually exhibits
compassionate thoughts and actions). But if (1) is true, the realist
cannot appeal to mental state dispositions to explain what makes
A a compassionate agent (Miller, 2014: 25).
Third, on the assumption that (1) is true, the realist faces
difficulties in explaining why the bearer of a trait disposition has
that trait disposition in the first place. If trait dispositions exist
independently of mental state dispositions, it is unclear what
makes it the case that agent A has a property that plays a causal
role in leading to trait-relevant actions while agent B does not
(Miller, 2014: 25). Focussing again on the example of compassion,
one natural strategy would be to require that compassionate
mental state dispositions are prerequisites for the possession of
compassion. On this strategy, if A has the right set of mental state
dispositions, A has the property of compassion. Likewise, if B does
not have the right set of mental state dispositions, B does not have
the property of compassion. But, if trait dispositions exist
independently of mental state dispositions, the realist cannot
employ this strategy (since there is no relationship between the
two). So, if the realist assumes that (1) is true, the realist cannot
explain why agents possess the trait dispositions they (apparently)
possess.

8.1.4.3. Are trait dispositions related to mental state
dispositions? (The case for ‘yes’)
As before, the initial question for the realist concerns whether trait
dispositions are related to mental state dispositions. In response to
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this question, the first option for the realist, (1), is to argue that
there is no relationship between trait dispositions and mental state
dispositions. The second option, (2), is to argue that there is a
relationship

between

trait

dispositions

and

mental

state

dispositions.
Since option (1) is seriously problematic, the more promising option
for the realist, then, is (2). This brings us to the second crucial
question for the realist. Since trait dispositions are related to
mental state dispositions, how is this relationship to be
understood? On Miller’s view, the relationship is to be understood
in the following way:
A character trait disposition which is had by Jones [the
agent] consists of some cluster of Jones’s [the agent’s]
relevant interrelated mental state dispositions such that
necessarily, if Jones [the agent] has this cluster of
dispositions, then Jones [the agent] instantiates that
character trait as well (Miller, 2014: 31).255
On this account of the relationship between trait dispositions and
mental state dispositions, trait dispositions exist in virtue of
mental state dispositions. The fact that trait dispositions are
clusters of interrelated mental state dispositions is crucial. A
random set of mental state dispositions could not constitute a trait
like compassion. Rather, only those dispositions that are the
appropriate constituents of compassion form the cluster (such as
‘the disposition to form the desire to help people in need’, together
with ‘the disposition to form the belief that one can help people in
need by donating money to them’) (Miller, 2014: 25, 31n74, 23).
By arguing that trait dispositions exist in virtue of mental
state dispositions, Miller shows that the realist can avoid two of the
three problems highlighted earlier. In relation to the third problem,
the realist can explain why the agent has a trait disposition. If an
A clarificatory point. Where Miller says that the character trait
disposition is had by ‘Jones’, I generalise this to ‘the agent’ (Miller,
2014: 31). I assume that Miller intends for his account of the
character trait-mental state disposition relation to be restricted to
his example of Jones.
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agent has the cluster of mental state dispositions that are
particular to some trait disposition, the agent is eligible for
possession of that trait disposition.

In relation to the second

problem, the realist can explain what makes the agent the bearer
of a particular trait disposition. Agent A is a compassionate agent,
for example, insofar as A is disposed to form compassionate
thoughts and perform compassionate actions (Miller, 2014: 27-28).
The first problem, however, is the most significant of the
three. And it is a problem that remains even if the realist argues
that trait dispositions exist in virtue of mental state dispositions.
The problem is as follows. An agent’s trait-relevant thoughts and
behaviour can be accounted for by ‘the disposition to form traitrelevant thoughts’ and ‘the disposition to perform trait-relevant
actions’. Given this, there is no obvious reason to posit trait
dispositions at all, since the underlying mental state dispositions
seem to do all the required causal work. If this is right, we can focus
on mental state dispositions alone and eliminate reference to trait
dispositions,

thereby

vindicating

anti-realism

about

trait

dispositions (Miller, 2014: 28).
Clearly, the realist must meet this challenge. The most
promising way to do so is by offering a more precise formulation of
the trait disposition-mental state relationship – one which allows
trait dispositions to play a significant causal role. Here, Miller
implies two possible ways of formulating the relationship. On the
first, the realist can argue that trait dispositions supervene on, but
are not reducible to, the relevant cluster of mental state
dispositions that underlie them (Miller, 2014: 28).256 (Call this
Two points. First, Miller in fact suggests ‘constitution without
reducibility’, as a possible strategy for the realist (Miller, 2014: 28).
However, given my discussions in Chapter 2 (section 2.5.1) and
Chapter 7 (section 7.2.3) supervenience without reducibility – as a
thesis about properties – is a live option. So, I employ supervenience
without reducibility instead of constitution without reducibility.
And, for convenience, when I describe the position the Miller takes
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formulation ‘supervenience without reducibility’). On the second,
trait dispositions are identical to the cluster of relevant mental
state dispositions that underlies them (Miller, 2014: 29). (Call this
formulation ‘identity’).257 On both formulations, mental state

issue with (‘property dualism’), as he calls it, I simply refer to
‘supervenience without reducibility’ instead. Second, Miller thinks
this strategy also requires the claim that trait dispositions are
metaphysically distinct from mental state dispositions (Miller,
2014: 28). But he does not explain what he means by the idea of
‘metaphysical distinctness’. And furthermore, as I argued in section
7.2.3, a higher-level property can be determined by, but not
reducible to, a set of lower-level properties, without any
requirement that the former is “metaphysically distinct” from the
latter. (In that context, the higher-level properties in question were
the propositional attitudes of group agents, and the lower-level
properties in question were the propositional attitudes of
individual agents). Miller does not offer any reason for thinking
that supervenience without reducibility implies metaphysical
distinctness. Therefore, I maintain that supervenience without
reducibility does not require any appeal to the notion of
metaphysical distinctness.
257 Miller refers to the two strategies here as ‘property dualism’ and
‘property monism’, respectively. The terms ‘property dualism’ and
‘property monism’ are best avoided in this context, however, since
Miller uses them in a very different way to authors in other areas
of philosophy, and consequently, since both terms invite
unnecessary confusion. In the philosophy of mind literature, the
dispute between property dualism and property monism is a
dispute about material and immaterial properties. (The property
dualist thinks that some of our mental states have immaterial
properties; the property monist denies this (Lycan, 2013: 533)). In
the dispositions literature, the dispute between property dualism
and property monism is a dispute about how to understand the
distinction between dispositional and categorical properties. (The
property dualist thinks that dispositional and categorical
properties are ontologically distinct; the property monist denies
this (Mumford, 1998: 93)). But Miller uses these terms in a new,
technical way, so that they represent a dispute on how to
understand the trait disposition-mental state disposition relation.
For Miller, ‘property dualism’ is the view that “trait dispositional
properties are metaphysically distinct from their underlying
mental state dispositional properties”, and that “the former are
constituted by but not reducible to the latter” (Miller, 2014: 28).
And ‘property monism’ is the view that “trait dispositions are
simply identical to the mental state dispositions which underlie
them” (Miller, 2014: 29). The terms I have offered in the main text
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dispositions form the causal base of a trait disposition (insofar as
they are the properties that underlie the trait disposition) (Miller,
2014: 26).
Miller

does

not

think

that

supervenience

without

reducibility is a promising way of formulating the relationship, and
offers reasons for preferring ‘identity’ instead (Miller, 2014: 2931).258 Supervenience without reducibility is problematic, he
suggests, since it is committed to the following three claims: (1)
each trait disposition has a causal base of mental state dispositions,
(2) each trait disposition is metaphysically distinct from its
underlying mental state dispositions, and (3) each trait disposition
is causally inert.
As Miller points out, claim (3) is implausible. The main
reason for ascribing character traits in the first place is to offer
causal explanations of why people think and act in certain ways. If
(3) is true, such causal explanations are not possible. And,
consequently, if (3) follows from (1) and (2), supervenience without
reducibility is not a promising way of formulating the relationship

adequately capture the core of each position without inviting
unnecessary confusion. Most importantly, ‘supervenience without
reducibility’ (with respect to trait dispositions and mental state
dispositions) does not imply any commitment to: (1) mental states
that have immaterial properties, or (2) an ontological distinction
between dispositions and categorical properties. So, I use the terms
‘supervenience without reducibility’ and ‘identity’ in the main text.
If the reader prefers Miller’s terminology, they can replace
‘supervenience without reducibility’ with ‘property dualism’ and
‘identity’ with ‘property monism’.
258 Technically, Miller remains neutral on the two possible
formulations (i.e. ‘supervenience without reducibility’ and
‘identity’). And, in the interests of being ecumenical, he proposes an
account which remains compatible with both (i.e. the account that
appears at the start of this section). But before doing so, he
explicitly states that he has a “preference for the monist [i.e.
identity] approach” (Miller, 2014: 31). So, I read him as being a
critic of ‘supervenience without reducibility’ and a proponent of
‘identity’.
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between trait dispositions and mental state dispositions (Miller,
2014: 29-31).
The key question, then, concerns whether (3) does in fact
follow from (1) and (2). Miller thinks it does, since any attempt to
replace (3) would lead to causal overdetermination.259 Suppose the
proponent of supervenience without reducibility maintains (1) and
(2), and tries to replace (3) with the claim that “each trait
disposition has causal powers” (call this (3*)). If one makes this
move, supervenience without reducibility retains the idea that trait
dispositions play a significant causal role. But, since it requires the
metaphysical distinctness of properties (as per (2)), supervenience
without reducibility achieves this while conceding that one and the
same trait-relevant belief, desire or action is caused by two
properties simultaneously – a trait disposition (i.e. a higher-level
property) and a cluster of mental state dispositions (i.e. a lowerlevel property).260 Since it would be implausible to accept that one
and the same event is caused by two distinct properties, the
proponent of supervenience without reducibility is forced to accept
that (3) follows from (1) and (2). And, since they are forced to accept
this, according to Miller, supervenience without reducibility is not
a promising formulation of the trait disposition-mental state
disposition relationship.261 (Miller, 2014: 29-31).
Having argued that ‘supervenience without reducibility’ is
an unpromising option, Miller suggests that the reasons against
this view count as reasons for preferring the second formulation of
the trait disposition-mental state disposition relationship – the
formulation I have described as ‘identity’. This alternative

Here, Miller assumes that causal overdetermination is an
unacceptable outcome.
260 While Miller does not say so explicitly, he appears to be
suggesting that mental state dispositions (i.e. lower-level
properties) causally exclude trait dispositions (i.e. higher-level
properties)
261 I raise an objection to this argument in the next section.
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formulation holds that each trait disposition is identical to the
cluster of relevant mental state dispositions that underlies it. By
making the former identical to the latter, the realist can maintain
one and the same trait-relevant belief, desire or action is caused by
a single property (since trait dispositions and mental state
disposition clusters are the same thing). Thus, according to Miller,
if the realist accepts ‘identity’ the realist can avoid the problem of
causal

overdetermination.

Thus,

‘identity’

preferable

to

‘composition without reducibility’, (Miller, 2014: 29-31).
However, as we will see in the next section, Miller has
overlooked a crucial problem for this formulation of the trait
disposition-mental state disposition relationship. He has also too
quickly dismissed the possibility of causally efficacious trait
dispositions that are not identical to their underlying clusters of
mental state dispositions.262
8.1.4.4. Supervenience without reducibility (with respect to
trait dispositions and mental state dispositions)
Contrary to Miller’s argument, ‘identity’ does not address the
central problem for realism (introduced in 8.1.4.2 and discussed
further in 8.1.4.3).263 Even if trait dispositions are identical to
clusters of mental state dispositions, it is not clear that we need to
posit trait dispositions at all. The claim that trait dispositions are
identical to clusters of mental state dispositions implies that the
causal role of the former is identical to the causal role of the latter.
And by claiming that clusters of mental state dispositions underlie
trait dispositions, Miller concedes that mental state dispositions
are lower-level properties (while trait dispositions are higher-level

It is at this point that my position on trait dispositions diverges
(sharply) from Miller’s. This will become clearer in the next section.
263 Bates (2015: 423-424) gestures toward a similar objection to
Miller, though he puts his objection more specifically in terms of
the explanatory power of trait dispositions (rather than causal role
of trait dispositions).
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properties). Thus, so far as the identity relation goes, trait
dispositions are to be understood in terms of mental state
dispositions (and not the other way round). And, crucially, the
causal role of trait dispositions is to be understood in terms of the
causal role of mental state dispositions (and not the other way
round). Thus, the positing of trait dispositions makes no obvious
contribution to causal explanations of why people think and act in
certain ways. And so, despite appearances, ‘identity’ fails to
address the realist’s central challenge.264
The most promising route for the realist, I suggest, is to
adopt ‘supervenience without reducibility’ rather than ‘identity’,
and to show that this strategy does not lead to the problems of
causal overdetermination that Miller suggests. The best way to
achieve this is to argue that some trait dispositions can be realized
by different clusters of mental state dispositions, and consequently,
that such trait dispositions play a significant causal role despite
being non-identical to their underlying clusters of mental state
dispositions.265
To illustrate the possibility of trait dispositions that can be
realized by different clusters of mental state dispositions, I offer

On the face of it, this might not seem to be a significant issue.
But there is potentially a lot riding on it. In section 8.1.3, I claimed
that any normative ethicist who takes character traits to be a
central ethical concept is committed to realism by default. And I
claimed that this is so regardless of whether such authors take
character traits to be fundamental or secondary to other concepts.
If I am right about this, and, if I am right that ‘identity’ fails to
preserve the causal role of character traits, many leading
normative ethical theories could be vulnerable to the problems
highlighted (if they adopt ‘identity’ over ‘supervenience without
reducibility’).
265 Miller suggests a strategy similar to (1), that the proponent of
supervenience without reducibility might take up. This is the
strategy of arguing that some trait dispositions are multiply
realizable (Miller, 2014: 32). In what follows, I build on this
strategy. (I note that Miller does not in fact endorse this strategy
himself, given his preference for ‘identity’).
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the following case (‘case 1’). Imagine that two agents, one living in
Australia, and one living in the United States, are both
compassionate agents (call the former ‘compassionate Australian’
and the latter ‘compassionate American’). Intuitively, both are
compassionate in the following sense. Both have formed the
occurrent desire to help others in need whenever they have
perceived another person in need. Both have formed the occurrent
belief that they can help people in need by appropriate contextspecific measures whenever they have perceived another person in
need (e.g. by donating money when donating money is the best way
to help, by lending a sympathetic ear when lending a sympathetic
ear is the best way to help, and so on). And, as improbable as it may
be, both have helped every single person they have ever perceived
to have been in need, throughout their entire lives. Given this, we
have every reason to believe that both agents will continue to help
agents they perceive to be in need in the future, other things
equal.266
On the face of it, both agents have identical clusters of
underlying mental state dispositions (i.e. the disposition to form
the desire to help people in need, the disposition to form beliefs
appropriate to helping people in need and the disposition to help
people in need). But it remains to be seen whether these
dispositions are specific enough to qualify as mental state
dispositions in the sense Miller seems to require. As I noted earlier,
Miller thinks that examples such as ‘the disposition to believe
2+7=9’ are paradigmatic examples of mental state dispositions
(Miller, 2014: 28).267 But this example is much more specific than

Here, ‘other things equal’ is deliberately inclusive, but it
primarily refers to background conditions. For example, if one
agent or the other suddenly develops a psychological condition that
blocks their ability to help people in need, clearly they will not
continue to help people in need.
267 As we will see shortly, Miller seems to oscillate between two
senses of the term ‘mental state disposition’: the highly specific
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‘the disposition to form the desire to help people in need’. And it
resides among a large list of neighbouring mental state
dispositions, such as ‘the disposition to believe that 2+8=10’, ‘the
disposition to believe that 2+9=11’ and so on.
If those dispositions that comprise the trait of compassion
are not specific enough to qualify as mental state dispositions, this
problem can be resolved in the following way. ‘The disposition to
help people in need’, for example, can be split into a list of more
specific dispositions that each capture the range of possible entities
that can realize the term ‘people’, along with the range of possible
ways in which a person can be in need.268
On

this

approach,

‘compassionate

Australian’s’

cluster

of

interrelated mental state dispositions might look like this:
-

The disposition to donate money to people from Birdsville
(Queensland) whom she encounters, and who need money

-

The disposition to donate money to people from Bowraville
(New South Wales) whom she encounters, and who need
money

-

The disposition to lend a sympathetic ear to people from
Birdsville (Queensland) whom she encounters, and who need
a sympathetic ear

-

… (and so on for desire, belief and action dispositions that
relate to every possible combination of: (1) people and (2)
ways of being in need (relative to compassionate Australian’s
total list of mental state dispositions))

And ‘compassionate American’s’ cluster of interrelated mental
state dispositions might look like this:
-

The disposition to donate money to people from Hildale
(Utah) whom she encounters, and who need money

sense described here (e.g. ‘the disposition to believe 2+7=9) (Miller,
2014: 28), and a more general sense (e.g. ‘the disposition to desire
to relieve the suffering of someone in need’) (Miller, 2014: 31).
268 This suggestion is inspired by Vetter (2013: 337-343)
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-

The disposition to donate money to people from Miracle
Village (Florida) whom she encounters, and who need money

-

The disposition to lend a sympathetic ear to people from
Hildale (Utah) whom she encounters, and who need a
sympathetic ear

-

… (and so on for desire, belief and action dispositions that
relate to every possible combination of: (1) people and (2)
ways of being in need (relative to compassionate American’s
total list of mental state dispositions))

Suppose ‘compassionate Australian’ has never heard of Hildale,
Utah, or Miracle Village, Florida. And suppose, furthermore, that
‘compassionate

American’

has

never

heard

of

Birdsville,

Queensland or Bowraville, New South Wales. It appears, then, that
both agents in fact possess distinct clusters of mental state
dispositions. ‘Compassionate American’ for example, does not
possess ‘the disposition to donate money to people from Birdsville
whom she encounters, and who need money’, since she does not
have the constituent concept of ‘Birdsville’.269 And yet, both clearly
seem to have the (higher-level) trait of compassion, despite
differences in their possession of obscure, specific (lower-level)
mental state dispositions. Were ‘compassionate American’ to
encounter a person in need whom she knew to be from Birdsville,
she would help that person and, in so doing, she would gain ‘the
disposition to donate money to people from Birdsville whom she
encounters, and who need money’. So, while neither agent has the
complete,

exhaustive

set

of

all

possible

(highly

specific)

Two points. First, I assume here that one cannot possess a
disposition to form a mental state about a particular concept,
without having knowledge of that concept. Second, and more
importantly, I maintain that ‘Compassionate American’ lacks ‘the
disposition to donate money to people from Birdsville whom she
encounters, and who need money’ as a matter of non-culpable
ignorance. Were she to wilfully exclude people from Birdsville from
being among the people she wants to help, that would weaken her
claim to being a compassionate agent.
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compassion-related mental state dispositions, it seems false that
both lack the virtue of compassion.
The upshot then, is as follows. If mental state dispositions
are to be understood in the highly specific sense described above,
the higher-level trait disposition of ‘compassion’ can be realized by
different clusters of lower-level mental state dispositions. In
response, Miller might reject the suggestion that mental state
dispositions are to be understood in this more general way. Instead,
he might suggest that mental state dispositions can be understood
in the more general sense suggested earlier. If mental state
dispositions are to be understood in this way, the trait of
compassion consists of three mental state dispositions: (1) the
disposition to form the desire to help people in need; (2) the
disposition to form beliefs appropriate to helping people in need;
and (3) the disposition to help people in need. On this response, the
concept of compassion is built-in to each constituent mental state
disposition. Consequently, inappropriate mental state dispositions
such as ‘the disposition to exploit people in need’ are ruled as being
constituents of compassion. Moreover, (1), (2) and (3) are all
sufficiently general, so that they capture every possible entity that
can realize the term ‘people’, along with every possible way in
which a person can be in need (unlike, ‘the disposition to donate
money to people from Birdsville who one encounters, and who need
money’, for example).
Most importantly, Miller now appears able to reject
‘supervenience without reducibility’ while defending ‘identity’. On
the basis of the suggested response, it is not the case that trait
dispositions can be realized by different mental state disposition
clusters. Instead, the trait disposition of compassion is identical to
a cluster of underlying mental state dispositions (namely, the
cluster consisting of (1)-(3)).
Given this response, I offer a second case in support of
‘supervenience without reducibility’ (‘case 2’). As with case 1, case
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2 illustrates the possibility of trait dispositions that can be realized
by different clusters of mental state dispositions. But, unlike case
1, case 2 achieves this goal irrespective of whether we understand
mental state dispositions in the specific sense of the term (e.g., ‘the
disposition to believe 2+7=9’) or in the general sense of the term
(e.g., ‘the disposition to help people in need’). Or so I argue.
Imagine that two agents – A and B – each possess a different
cluster of mental state dispositions. Imagine further that both
agents have displayed the following beliefs, desires and actions
throughout their lives. Start with Agent A. A has formed the
occurrent desire to exploit others whenever A has perceived another
person in need. A has formed the occurrent belief that exploiting
others is morally permissible whenever A has perceived another
person in need. And A has exploited every single person they have
ever perceived to have been in need, throughout their entire lives.
Whenever B has perceived another agent in need, B’s life has
been identical to A’s with respect to the occurrent desires they have
formed, and with respect to the actions they have performed. B has
always formed the occurrent desire to exploit others and has
always acted on that desire. But B’s life has been radically different
to A’s with respect to the occurrent beliefs B has formed upon
perceiving another agent in need. Rather than forming the
occurrent belief that exploiting others is morally permissible, B has
instead formed the occurrent belief that exploiting others is
morally reprehensible, whenever B has perceived another person in
need. (As we have established, however, B decides to act on their
desire to exploit others, despite believing that doing so is morally
reprehensible.)
Given their respective histories, and, despite differences in their
occurrent beliefs, we have every reason to believe that A and B will
continue to exploit agents they perceive to be in need, other things
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equal.270 Plausibly, then, the two agents have different clusters of
mental state dispositions. Agent A’s disposition cluster is as
follows:
(A1) the disposition to form the desire to exploit people in
need (whenever A encounters a person in need),
(A2) the disposition to form the belief that exploiting a
person in need is morally permissible (whenever A
encounters a person in need), and
(A3) the disposition to exploit people in need (whenever A
encounters a person in need)
And Agent B’s disposition cluster is as follows:
(B1) the disposition to form the desire to exploit people in
need (whenever B encounters a person in need),
(B2) the disposition to form the belief that exploiting a
person in need is morally reprehensible (whenever B
encounters a person in need),271 and
(B3) the disposition to exploit people in need (whenever B
encounters a person in need)

Again, ‘other things equal’ rules out cases where background
conditions interrupt their respective abilities to exploit others in
need
271 Here, it is worth noting that (B2) is an example of a belief
disposition that, in isolation, is not of a cruel (i.e. trait-relevant)
nature. (A2) on the other hand, is an example of a belief disposition
that is a better candidate for being of a cruel (i.e. trait-relevant)
nature. One might worry that I am muddying the picture by
introducing the moral concepts permissibility and reprehensibility
at the level of mental state dispositions. I do not share this worry.
But I suggest that, if one does have this worry, (A2) and (B2) can
be replaced with examples of trait-relevant belief dispositions that
mirror those Miller offers in the case of compassion. (A1) can be
replaced with ‘the disposition to form the belief that one can exploit
others in need by the appropriate context-specific measure (e.g. by
stealing their money when donating money would be the best way
to help) (call this disposition ‘(A1*)’). (B2) can be replaced with ‘the
disposition to form the belief that one can help people in need by
appropriate context-specific measures (e.g. by donating money
when donating money is the best way to help) (call this disposition
‘(B1*)’).
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Intuitively, A and B both possess the trait disposition of cruelty.272
This is the case even though A and B possess different belief
dispositions, and even though A is arguably crueller than B.273
Here, Miller cannot reply by arguing that the mental state
dispositions above are too specific to qualify as appropriate
constituents for the vice of cruelty. These mental state dispositions
are of a similar level of generality to those that he considers to be

Miller stipulates that the virtue concept of compassion
matches up with beliefs, desires and actions concerned with
helping (and/or relieving the suffering of) people in need (Miller,
2014: 21). In the same way, I stipulate, for the sake of argument,
that the vice concept of cruelty matches up with beliefs, desires
and actions concerned with exploiting others in need. I
acknowledge that others might not accept my stipulation. But the
salient point is this. The disposition to exploit others in need,
whatever trait disposition that amounts to, is clearly a vice,
whether one thinks that vice is best characterized by the concept
of cruelty, the concept of injustice, or some other vice concept. If
one thinks that ‘the disposition to exploit others in need’ is best
characterized by the concept of injustice, for example, one can
simply replace ‘cruelty’ in my example above and in my examples
discussed in section 8.2. With the appropriate adjustments, my
example here suggests that the vicious trait disposition of
injustice can be realised by different clusters of mental state
dispositions (if the reader prefers to characterize that vice as
injustice rather than cruelty). And, likewise, with the appropriate
adjustments, my examples in section 8.2 suggest that the vicious
trait disposition of injustice can be realised by different clusters of
mental state dispositions (if the reader prefers to characterize
that vice as collective injustice rather than collective cruelty).
273 I assume here that moral vices, like moral virtues, are gradable
dispositional properties. By describing a disposition as ‘gradable’, I
mean that an object’s possession of that disposition is a matter of
degree. That is, an object can have a disposition to a greater or
lesser degree than another object. For example, one object O can be
more fragile than another object O’, and, a third object O’’ can be
sturdy, rather than fragile. In the same way, one agent A can be
more cowardly than another agent A’, and a third agent A’’ can be
courageous, rather than being cowardly at all. And similarly, an
object at time t2 can have a disposition to a greater or lesser degree
than it did at t1. The assumption that dispositions are gradable is
widespread (Manley and Wasserman, 2007; Vetter, 2013), as is the
assumption that moral virtues and vices are gradable (Hursthouse,
1999; Alfano, 2013: Ch1; Miller, 2014: Ch2).
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appropriate constituents of the virtue of compassion, in the
relevant respects (i.e. insofar as those mental state dispositions
relate to a particular domain of agential activity).
Miller could respond by arguing that that agent B’s
disposition cluster fails to meet the test for qualifying as a causal
base for the trait disposition of cruelty. The grounds for this might
reside in the fact that (A2) is a paradigmatically cruel belief, while
(B2) is not. But this response does not seem promising. It does not
matter whether B has the disposition to form the belief that
exploiting others is morally reprehensible (B2), or the disposition to
form the belief that exploiting others is morally permissible (A2).
With (B2) among his list of total mental state dispositions, B forms
the desire to exploit others, and B decides to exploit others. Other
things equal, if B were to replace (B2) with (A2), B would continue
to form the desire to exploit others, and B to exploit others,
whenever B encountered someone in need. So, the higher-level
property – cruelty – is what makes a causal difference in producing
B’s behaviour, not B’s trait-relevant belief disposition.274 (Were B
to not have the property of cruelty, B would not perform such
actions. Whereas, were B not to have (B2), B would still perform
such actions).275 Since cruelty makes a causal difference, it is false
that B’s trait-relevant actions are causally overdetermined by the
higher-level trait disposition and the lower-level disposition cluster
simultaneously. In the case above, cruelty plays the causal role,
while the underlying mental state dispositions do not.
Here, my argument relies on the account of causation introduced
in section 7.2.4 (List and Menzies, 2009).
275 Miller suggests that irritability or general anxiousness are
examples of personality traits that involve desire states without a
belief state (Miller, 2014: 7). It is important to note then, that
cruelty is not an instance of a trait that involves desire states
without a belief state. If it were, Miller could argue that the lowerlevel cluster of ‘(B1)+(B3)’ is what makes a causal difference, rather
than the higher-level property of cruelty. Cruelty requires some
mental state disposition to play the role of (B2), whether it’s (B2),
(A2), (B2*) or (A2*) (from footnote 269 above).
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The upshot of this case is as follows. Cruelty is realizable by
two different clusters of mental state dispositions ((A1)-(A3) and
(B1)-(B3)). Given this, some trait dispositions are realizable by
different clusters of mental state dispositions. Furthermore, some
trait dispositions play a significant causal role while their
underlying disposition clusters do not. Consequently, contra Miller,
‘supervenience without reducibility’ is preferable to ‘identity’,
insofar as it does a better job of addressing the realist’s
fundamental challenge (i.e. the challenge of arguing that trait
dispositions play a significant causal role even though mental state
dispositions seem better placed to play that role).
8.2. What is a collective moral character trait?
At this point, I shift the focus of discussion back to the context of
collective moral agents. My primary goal in Chapter 8, as before, is
to argue that some collective-borne properties can meet condition 2
of the minimalist account of moral virtue. This condition holds that
a property P is a moral virtue only if it is a moral character trait.
As we have seen in section 8.1, the challenge of meeting condition
2 in the individual context is much more difficult than normative
ethicists have typically supposed. This chapter has largely been
concerned with meeting that challenge. Having offered a strategy
for meeting that challenge in the individual context, I now aim to
extend that strategy to the collective context, and to argue that
some collectives can in principle have moral character traits of
their own, where ‘moral character traits’ are to be understood in
the sense outlined in section 8.1. (As per section 8.1. I will again
refer to moral character traits as ‘trait dispositions’).
8.2.1. Collective trait dispositions and collective mental
state dispositions
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As I argued in section 7.2, some collectives qualify as agents and,
moreover such agents are fit to be held morally responsible for their
actions. In short, a collective is an agent if it can organise itself to
have representational states and motivational states of its own, if
it can satisfy the latter in light of the former, and if it can satisfy
requirements of rationality in doing so (where ‘representational
states’ and ‘motivational states’ are to be understood in coarsegrained functionalist terms). The most promising way for a
collective to meet these requirements, I argued, is by adopting a
certain kind of aggregation function – namely, the premise-based
procedure. This aggregation function enables the collective to
generate propositional attitudes of its own that are consistent with
one another and that are not always reducible to the propositional
attitudes of its members (despite being determined by them). A
collective is a morally responsible agent if it faces morally
significant choices, if it can make moral judgments about the
options, and if it has the control required for choosing between the
options. I took it as read that collectives can face morally significant
choices. I argued that collectives can make moral judgments about
their options, to the extent that they can form decisions about
moral propositions that their members bring to the agenda. And I
argued that collectives can exercise causal control over the choices
they make, if we understand causation in terms of differencemaking (List and Pettit, 2011; Strohmaier, 2020; Tollefsen, 2015;
List and Menzies, 2009).
The crucial question, then, concerns whether collective
moral agents, in the sense described above, can have trait
dispositions. Earlier, in section 8.1.4.4, I argued that trait
dispositions are (multiply realizable) clusters of mental state
dispositions.276 If this is right, the question of whether collective

Before that, in section 8.1.1, I also argued that: (1) trait
dispositions are a subset of personality traits, and (2) that any
entity that satisfies conditions of agency can be the bearer of a
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moral agents can possess trait dispositions is simply a question of
whether such agents can possess mental state dispositions. A
mental state disposition is a disposition to form mental states of a
certain sort (as per section 8.1.4.1). Collective moral agents can
form mental states of their own (as per section 7.2.3). And collective
moral agents have dispositions of their own (just as individual
moral agents, wine glasses, sugar cubes and other ordinary objects
do).277 If this is right, collective moral agents can, in principle, have

personality trait. If this is right, group agents can clearly possess
personality traits. However, one might reject this, and explicitly
require that personality traits are possessed by persons. Even if one
explicitly requires this, group agents can still have personality
traits, insofar as they can meet the requirement of being persons.
Here, I rely on a further argument from List and Pettit, that was
not discussed in section 7.2. On this argument, group agents can
qualify as persons, where persons are to be understood in a
performative rather than an intrinsicist sense. Performative
accounts of personhood allow that an entity can be a person if it
performs as a person (where performing as a person requires that
one is “party to a system of accepted conventions, such as a system
of law, under which one contracts obligations to others (…) and
derives entitlements from the reciprocal obligations of others” (List
and Pettit, 2011: 173). (In contrast, intrinsicist accounts of
personhood require that persons are distinct from non-persons, on
account of the ‘stuff’ they are made of.) Group agents are persons,
in the sense that they are agents capable of operating in the space
of obligations (List and Pettit, 2011: 171, 173, 176).
277 To say a bit more about these examples, individual moral agents
have dispositions, such as ‘the disposition to form beliefs of a
certain kind’ (as discussed in section 8.1), wine glasses have
dispositions like ‘fragility’, and sugar cubes have dispositions like
‘solubility’. The central idea here is that the bar for being a
disposition-bearer is low, and, given this, there is no special reason
to think collective moral agents cannot meet it. One possible
response is that there are no such things as dispositions at all, as a
categoricalist might argue. (A categoricalist, roughly, is a property
monist about the disposition/categorical distinction, who thinks
that categorical properties are the only kind of properties in the
world) (Mumford, 1998; Vetter, 2013). If the categoricalist is right,
this is an objection to any author in any area of philosophy who
appeals to dispositions. Thus, it would clearly take the discussion
too far off-track to address this issue here. In the more specific
context of collectives, it is widely assumed that collective moral
agents have dispositions of their own. Bjornsson and Hess (2017),
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mental state dispositions. Consequently, collective moral agents
can, in principle, possess trait dispositions.
Since collective moral agents can possess trait dispositions,
it follows that some collective-borne properties can, in principle,
meet condition 2 of the minimalist account of virtue. If a collective
organises itself so that: (1) it functions as a morally responsible
agent, and (2) it forms clusters of interrelated mental state
dispositions of a trait-relevant kind, it can come to possess
properties that qualify as trait dispositions. Whether such a
collective does so in practice is another matter. It goes beyond the
scope of this thesis to argue that collective moral agents do in fact
possess trait dispositions of their own. But, in any case, to support
the idea that collective trait dispositions are possible, I need to say
more about what their relationship with the properties of
individuals might look like.
First, it is worth emphasizing a crucial distinction that has
not yet been made explicit. This is the distinction between two
different kinds of higher-level/lower-level relationships. The first
kind of relationship is between higher and lower-level properties
that belong to the same entity (e.g. trait dispositions and mental
state dispositions). The second kind of relationship is between
higher and lower-level properties that belong to different entities
(e.g. properties of collective agents and individual agents).
Second, given the distinction between two kinds of higherlevel/lower-level relationships, I need to make clear that both are
relevant to collective trait dispositions. In one important respect,
collective

trait

dispositions

are

just

like

individual

trait

for example argue that corporations can have “capacities and
dispositions that are associated with guilt and indignation and
relevant for full moral responsibility and fully fledged moral
agency” (Bjornsson and Hess: 2017, 292). Collins (2019) claims
that: (1) abilities are dispositions, and (2) collectives have abilities
of their own (Collins, 2019: 64, 155; Maier, 2014). Thus, my
assumption that collective moral agents have dispositions of their
own is not unreasonable.
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dispositions. A collective trait disposition (higher-level property)
supervenes upon, but is not necessarily reducible to, a cluster of
interrelated trait-relevant mental state dispositions (lower-level
properties). In this respect, both the higher-level property and the
lower-level properties are possessed by the same entity (i.e. the
collective moral agent). But in another important respect, collective
trait dispositions are slightly different from individual trait
dispositions. The relationship between collective mental state
dispositions (higher-level property) and individual mental state
dispositions (lower-level property) is a relationship between
properties that belong to different entities. Collective mental state
dispositions belong to collectives. And individual mental state
dispositions belong to individuals.278 And, importantly, collective
moral agents can have mental state dispositions of their own that
are not shared by their individual members.
8.2.2. Collective cruelty without individual cruelty (an
example)
To make these points less abstract, let us consider a possible
example (‘case 3’). Imagine a collective moral agent, C, which
consists of three members, M1, M2 and M3. C employs a premisebased procedure aggregation function, and thereby forms grouplevel beliefs and desires that are not always reducible to the beliefs
and desires of M1, M2 and M3 (as per section 7.2.3). Suppose that,
Like Miller, I do not take a stand on how to understand the
relationship between individual mental state dispositions, and the
sub-individual properties that underlie them (i.e. those properties
at the neural level, or further down) (Miller, 2014: 26). It is an open
possibility, however, that sub-individual properties belong to
entities that comprise individuals, but which are nonetheless
distinct from individuals. If so, the relationship between individual
mental state dispositions and underlying sub-individual properties
a relationship between properties that belong to different entities.
(Some possible candidates of sub-individual entities include
perceptual systems, sensory systems, and conceptual systems
(Huebner, 2014: 61-62)).
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whenever C was required to make a decision about another agent
in need, the group has always arrived at the desire to exploit that
person, the belief that it would be morally permissible to exploit
that person, and the decision to exploit that person (on every
occasion). Suppose also that, in spite of this: (1) M1, M2 and M3 do
not have the disposition to form the desire to exploit others in need
or the disposition to form the belief that it would be morally
permissible to exploit that person in need; (2) M1, M2 and M3,
never form occurrent desires and beliefs that arise from those
mental state dispositions and (3) M1, M2 and M3 never exploit a
person in need throughout their lives (as improbable as this may
be).
C’s desires can be represented using the following agenda (where
D1 = ‘it would be desirable if C was never in serious financial
trouble, even if it took extreme measures to secure this outcome’;
D2 = ‘it would be desirable if a wealthy agent’s money could be used
to get C out of financial trouble, even if it took extreme measures
to secure this outcome’; and D3 = ‘it would be desirable to exploit
the agent in need, in order to bring C out of financial trouble’):279
Fig.5

M1

Premise 1

Premise 2

Premise 3

Conclusion

(D1&D2)→D3

D1

D2

D3

False

True

True
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Two points, First, I assume here that an agent could be in need
despite being financially wealthy. (The agent might, for example,
be in need of companionship). Second, the specific examples of
desires I have offered to fill the roles of D1 and D2 are not
particularly important. What ultimately matters is that: (1) D3 is
a mental state disposition that is an appropriate constituent of the
trait cruelty and (2) the logical form of the example is
unproblematic. I assume the specific example filling the role of D3
is an appropriate constituent of cruelty. And, since the argument
‘(P&Q)→R, P, Q, therefore R’ is valid, I assume that the logical form
of the example is unproblematic. Given this, D3 is determined by
M1, M2 and M3’s attitudes on the premises, not by their attitudes
on the conclusion.
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And C’s beliefs can be represented using the following agenda
(where B1 = ‘C is in serious financial trouble’, B2 = ‘the agent in
need is wealthy’ B3 = ‘it would be morally permissible to exploit the
agent in need’):
Fig.6

Premise 1

Premise 2

Premise 3

Conclusion

(B1&B2)→B3

B1

B2

B3

M1

False

True

True

False

M2

True

False

True

False

M3

True

True

False

False

Majority

True

True

True

False

PBP

True

True

True →

True

What does case 3 tell us so far? Since C has arrived at group-level
desires and beliefs like D3 and B3 on every occasion, it is reasonable
to ascribe two mental state dispositions to C: first, ‘the disposition
to form the desire to exploit others in need’ (call this ‘X’), and
second, ‘the disposition to form the belief that exploiting others in
need is morally permissible’ (call this ‘Y’). And, since C has in fact
exploited people in need on every occasion, it is also reasonable to
ascribe ‘the disposition to exploit others in need’ to C (call this ‘Z’).
All three of these dispositions belong to C, and not to its members.
Furthermore, it is not reasonable to ascribe X, Y or Z to members
M1, M2 and M3, since they have never displayed occurrent desires
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or beliefs consistent with X or Y, and they have never performed
actions consistent with Z.280
Given this, C has mental state dispositions about certain
propositions (X, Y and Z) that are determined by the mental states
of its members, but which are nonetheless irreducible to M1, M2
and M3’s mental state dispositions about those very propositions.
Furthermore, on the account of cruelty offered in section 8.1.4.4, C’s
mental state dispositions X, Y and Z form a cluster of interrelated
mental state dispositions that realize the trait disposition of
cruelty.
To sum up the discussion above, and the unfinished
discussion in section 8.2.1, the salient points are these. Collective
C’s mental state dispositions X, Y and Z form the base for C’s trait
disposition of cruelty. The former are lower-level properties, the
latter is a higher-level property, and both belong to a single entity
(namely, the collective moral agent). Collective C’s mental state
dispositions X, Y and Z are determined by certain mental states
belonging to members M1, M2, M3. As per section 7.2.3, X, Y and
Z are not determined by M1, M2 and M3’s mental states on the very
same propositions (i.e. the conclusions of each argument). X, Y and
Z are determined by M1, M2 and M3’s mental states that relate to
Here, I stipulate that none of the dispositions above have been
finked, masked, mimicked or otherwise interrupted. A disposition
is finked to the extent that it vanishes when put to the test (Lewis,
1997: 144). A disposition is masked to the extent that some other
factor prevents its manifestation. A disposition is mimicked when
the following conditions obtain: (1) an object does not possess this
disposition, and (2) the object instantly gains (and thereby
manifests) this disposition, just as it is put to the test (e.g. when
the intervention of a sorcerer causes a steel pot to instantly gain
the disposition of fragility, right as it is struck). (Everett, 2009:
192). Finks, masks and mimics are all counterexamples to the
simple conditional analysis of dispositions. I do not rely on this
analysis at any point. But I do need to rule out such interrupters
so that the case is not vulnerable to obvious objections. For
example, were I not to include the stipulation above, one might
object that C does not necessarily have X, Y and Z at all, since it is
possible that X, Y, and Z are being mimicked at every stage.
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the premises of each argument, (given that C employs a premisebased procedure). The higher-level properties – X, Y and Z, are
determined by the lower-level properties – M1, M2 and M3’s
propositional attitudes on the premises of each argument. The
latter forms the base of the former. But the higher-level properties
belong to different entities.
8.2.3. Collective cruelty as a multiply realizable trait
disposition (another example)
Of course, authors like Miller might argue that C’s trait disposition
of cruelty is identical to the cluster of X, Y and Z. And more
generally, such authors might reasonably argue that collective trait
dispositions are identical to certain clusters of collective mental
state dispositions. If these arguments are right, the non-reductive
realist about collective virtue faces the same central challenge as
the realist about individual trait dispositions (discussed in section
8.1.4.4).281 Why posit trait dispositions at all, when mental state
dispositions seem better placed to perform the required causal
work?
In response, I offer a modified version of case 3 which
illustrates the possibility of collective trait dispositions that are
realizable by different clusters of collective mental state
dispositions (‘case 3*’).282 Suppose that a second collective, C*, is
identical to collective C in every respect, aside from one. As above,
As per Chapter 6, non-reductive realism is the view that some
collective virtue statements are truth-apt, truth-evaluable, and
irreducible to individual virtue statements. As I said in section 6,
the position I am arguing for throughout Part III is ‘individualistic,
non-reductive realism about minimal collective moral virtues’. In
the conclusion to Part III, I will return to my overall argument for
this position and show how the cases here offer support for its most
crucial premise.
282 As it will soon become obvious, case 3* mirrors case 2 from
section 8.1.4.4. As we saw there, case 2 tries to show that individual
trait dispositions are realizable by different clusters of individual
mental state dispositions.
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whenever C has encountered a person in need, C has arrived at the
belief that it would be morally permissible to exploit that person.
By contrast, whenever C* has encountered a person in need, C* has
arrived at the belief that it would be morally reprehensible to
exploit that person. In light of this, C* always arrives at the desire
to exploit people in need, and C* always exploits people in need.
But C* does so despite simultaneously holding the belief that it is
morally reprehensible to exploit people in need.
Since C*’s desires and actions are identical to C’s, there is no need
to map these out on an agenda. However, since C*’s beliefs are
wholly different to C’s, it is important to suggest how these might
come about. C*’s beliefs can be represented using the following
agenda (where B1* = ‘C* is not in serious financial trouble’, B2* =
‘the agent in need is not wealthy’ B3* = ‘it would be morally
reprehensible to exploit the agent in need’):283
Fig.7
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Since C* is identical to C in all respects other than its beliefs, C*
possesses two mental state dispositions that C also possesses: first,
the disposition to form the desire to exploit others in need’ (‘X’, as
above), and second, the disposition to exploit others in need’ (‘Z’, as

Again, nothing significant turns on the specific examples I have
chosen to fill the roles of B1* and B2*. All that matters is that B3*
is determined by M1*, M2* and M3*’s attitudes on the premises.
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above). And, given that C has arrived at group-level beliefs like B3*
on every occasion, it is also reasonable to ascribe a further mental
state disposition to C*, namely ‘the disposition to form the belief
that exploiting others in need is morally reprehensible’ (call this
‘Y*’). As with C, all three of these dispositions belong to C*, and not
to its members. And, likewise, it is not reasonable to ascribe X, Y*
or Z to members M1*, M2* and M3*, since they have never
displayed occurrent desires or beliefs consistent with X or Y*, and
since have they never performed actions consistent with Z. (In
other words, none of the members have ever formed the desire to
exploit others in need, none of the members have ever formed the
belief that exploiting others in need is morally reprehensible, and
none of the members have ever exploited others in need).284
Consequently, C* has mental state dispositions about
certain propositions (X, Y* and Z) that are determined by the
mental states of its members, but which are nonetheless
irreducible to M1*, M2* and M3*’s mental state dispositions about
those very propositions.
At this point, it will be helpful to compare collective moral agents
C and C*, with respect to their respective clusters of mental state
dispositions. Collective moral agent C’s disposition cluster is as
follows:
(X) the disposition to form the desire to exploit people in need
(whenever C encounters a person in need),
(Y) the disposition to form the belief that exploiting a person
in need is morally permissible (whenever C encounters a
person in need), and

While it might appear that each member’s beliefs fail to cohere
with their desires and actions, this is not so. Even though no
member has formed the belief that exploiting others is morally
reprehensible, each member could still have formed the belief that
exploiting others is morally impermissible (since impermissibility
is not reprehensibility). This belief coheres with their desires and
actions.
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(Z) the disposition to exploit people in need (whenever C
encounters a person in need).
Collective moral agent C*’s disposition cluster is as follows:
(X) the disposition to form the desire to exploit people in need
(whenever C* encounters a person in need),
(Y*) the disposition to form the belief that exploiting a person
in need is morally reprehensible (whenever C* encounters a
person in need), and
(Z) the disposition to exploit people in need (whenever C*
encounters a person in need).285
This brings us to the major result of case 3*. As with individual
agents A and B in case 2, collective moral agents C and C* both
possess the trait disposition of cruelty, despite possessing different
belief dispositions (Y and Y* respectively), and despite the fact that
C is arguably crueller than C*. And, as with the individual case, it
is irrelevant as to whether C* has the disposition to form the belief
that exploiting others is morally reprehensible (Y*), or the
disposition to form the belief that exploiting others is morally
permissible (Y). On every occasion thus far, C* has formed the
desire to exploit others (X), and C* has in fact exploited others (Z).
Other things being equal, even if C* replaces Y* with Y, C* will
continue to form the desire to exploit people in need, and will
continue to exploit people in need, when under the relevant
stimulus conditions. Given this, the trait disposition of cruelty (the
higher-level property) is what makes a causal difference in
producing C’s behaviour, not Y* (the lower-level property).286 (If C*
did not have the property of cruelty, C* would not perform such
actions. Whereas, if C* did not have Y*, C* would still perform such
actions). Given that cruelty makes a causal difference in producing

My italics here emphasize the difference in belief dispositions
between C and C*.
286 I rely again on the account of causation introduced in section
7.2.4 (List and Menzies, 2009).
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C*’s behaviour, C*’s trait-relevant actions are not causally
overdetermined by the higher-level trait disposition and the lowerlevel disposition cluster simultaneously. The trait disposition of
cruelty plays the causal role in producing the behaviour, while the
cluster of underlying mental state dispositions does not.
On the basis of the above discussions, I argue that cruelty –
in the context of collective moral agents – is realizable by two
different

clusters

of

collective

mental

state

dispositions

((X)+(Y)+(Z) and (X)+(Y*)+(Z)). Thus, some collective trait
dispositions are realizable by different clusters of collective mental
state dispositions. Moreover, some collective trait dispositions play
a significant causal role while their underlying mental state
dispositions do not. Thus, to answer the question at the start of this
section, there is a principled reason for positing collective trait
dispositions. In at least some cases, collective trait dispositions do
a better job of performing the required causal work than collective
mental state dispositions do.287
While I have offered an example of a collective moral vice in this
section, the strategy I have utilised is generalizable to moral
virtues. The moral virtue of compassion is one possible candidate,
though further argument may be required to establish this (since
compassion seems require that agents be in certain emotional
states). A better potential candidate is Byerly and Byerly’s example
of self-regulatoriness – “a virtue that concerns the way in which a
collective entity polices the behavior of its members by enforcing
group-specific standards of conduct” (Byerly and Byerly, 2016: 48).
Self-regulatoriness, as they argue, is a distinctively collective
virtue, in the sense that it has no individual analogue. And selfregulatoriness has no individual analogue, since individuals do not
have members that can be policed. While individuals cannot
possess this virtue, they can form beliefs and desires about
propositions that relate to its area of concern (i.e. group-specific
standards of conduct). Moreover, as I argued in FN221, group
agents are capable of acting for reasons (since earlier propositions
on an agenda can serve as reasons for or against later propositions,
and since such reasons can in principle be appropriate reasons,
depending on one’s background normative ethical theory). Thus,
with the necessary adjustments, cases 3 and 3* can easily be
modified to show that collectives can possess clusters of traitrelevant mental state dispositions that realize the trait disposition
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Furthermore, as case 3* shows, there is no special problem
in the context of collective trait dispositions that is not present in
the context of individual trait dispositions. If one is not persuaded
by my arguments here, and, if one rejects the possibility of
collective trait dispositions on account of this, one should also reject
the possibility of individual trait dispositions. This is a significant
cost for any normative ethicist who wishes to appeal to the moral
virtues and vices in the context of individuals. Of course, one could
bite the bullet here, and eliminate moral virtues and vices from his
or her preferred normative ethical theory. I hope to have offered
reasons for not biting that bullet, however. I hope, that is, to have
offered some strong support for the idea that trait dispositions are
possible, in both individual and collective contexts.
8.3. Conclusion
On the basis of the arguments advanced in sections 8.2.1-8.2.3, I
maintain that some collective properties meet the second condition
of my minimalist account of moral virtue. This condition, again,
holds that a property P is a moral virtue only if it is a moral
character trait (or a ‘trait disposition’, as I have called it here). To
satisfy this condition, the candidate property must be a disposition
that supervenes upon (without necessarily being reducible to) a
cluster of underlying mental state dispositions of a particular traitrelevant kind. The first part of this section (section 8.1) argued at
length for this account of moral character traits. The second part of

of self-regulatoriness. (This trait qualifies as a genuinely collective
moral virtue, on Miller’s definition of virtues.) However, as I stated
at the beginning of chapter 8 (section 8.1), the goal of this chapter
is merely to argue that collective trait dispositions are possible.
Thus, with the necessary adjustments, one could modify cases 3
and 3* to show that collectives can possess clusters of trait-relevant
mental state dispositions that realize the trait disposition of selfregulatoriness. I maintain, however, that cases 3 and 3* suffice to
illustrate the possibility of collective trait dispositions as they are.
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this section (section 8.2) argued that some properties belonging to
collective moral agents can meet it.
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Conclusion to Part III
The central aim throughout Part III has been to offer a new
argument for non-reductive realism. The lengthy discussions in
Chapters 7 and 8 attempt to defend that argument’s most
controversial premise. The first condition of minimal moral virtue
holds that a property P is a moral virtue only if P belongs to a
morally responsible agent. The second condition holds that a
property P is a moral virtue only if P is a moral character trait. To
show how these discussions link up with Part III’s overall
argument, let us reconsider that argument in standard form:
(P1) Individualistic non-reductive realism about minimal
collective virtues holds that some non-metaphorical (i.e.
truth-apt) collective virtue statements: (i) can be made true
or false and (ii) are not reducible to individual virtue
statements
(P2) For a non-metaphorical collective virtue statement to be
capable of being made true or false, that statement’s
existential presuppositions must be fulfilled (where these
are the existence of minimal collective virtues)
(P3) For a non-metaphorical collective virtue statement to be
irreducible to a statement about individual virtues/vices, it
must pick out a collective property that is irreducible to, but
supervenient upon, an individual property (or a collection of
individual properties)
(P4) There are logically possible collective properties that: (i)
fulfil the existential presuppositions of such statements (by
meeting conditions of minimal virtue), and (ii) are
irreducible

to,

but

nonetheless

supervenient

upon,

individual properties
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(IC)

Thus,

some

non-metaphorical

collective

virtue

statements: (i) can be made true or false and (ii) are not
reducible to individual virtue statements (from P2-P4)
(C) Thus, individualistic non-reductive realism about
minimal collective virtues is true (from P1 and IC)
As I argued in Chapter 6, (P4) is the most controversial premise of
the argument. As we saw in Chapters 7 and 8, there are logically
possible

collective

properties

that

fulfil

the

existential

presuppositions of collective virtue statements. Such properties –
collective trait dispositions – meet the test of belonging to morally
responsible agents, and they also meet the test of qualifying as
moral character traits.
Collective trait dispositions such as cruelty meet the test of
belonging to morally responsible agents in the following way. Their
base of underlying mental state dispositions consists of: (1) the
disposition to form desires of a trait-relevant kind, (2) the
disposition to form beliefs of a trait-relevant kind, and (3) the
disposition to perform actions of a trait-relevant kind. And,
crucially, mental state dispositions (1), (2) and (3) all belong to
collective moral agents, while not necessarily being reducible to the
mental state dispositions of the individual members of those
collective moral agents. So, condition 1 can be met.
If argument in Chapter 8 is successful, collective trait
dispositions such as cruelty meet the test of qualifying as moral
character traits in the following way. On that argument, a moral
character trait just is a cluster of interrelated, trait-relevant
mental state dispositions (even though the former is not necessarily
reducible to the latter). So, collective trait dispositions like cruelty
meet the test of qualifying as moral character traits, since they are
constituted

by

interrelated,

trait-relevant

mental

state

dispositions, such as (1), (2) and (3) together.
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Given this, part (i) and (ii) of (P4) have been supported. On
(i), the existential presuppositions of collective virtue statements
(conditions 1 and 2) have been met. And, on (ii), those
presuppositions have been met in a way that allows for collective
trait dispositions to be irreducible to, but nonetheless supervenient
upon, individual properties. Thus, for at least some nonmetaphorical collective virtue statements, such statements: (1) can
be made true or false, and (2) are not reducible to individual
virtue.288 Therefore, individualistic non-reductive realism about
minimal collective virtues is true.

A ‘collective virtue statement’ as per Chapter 1 (section 1.2), is
a statement involving an ascription of a moral virtue or vice to a
collective.
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9

Conclusion to Thesis

In this thesis, I have addressed the question of how to understand
collective virtue and vice statements, and the question of when, if
ever, such statements can be true. Part I consisted of one chapter –
Chapter 2. Chapter 2 developed a revised taxonomy of possible
positions on collective moral virtue, which built on the conceptual
work of existing authors in the debate. A major problem with that
debate, as I argued, is that there is little uniformity in the current
literature, with respect to how to divide up possible positions on the
topic of collective virtue, and with respect to how to understand the
key concepts in the debate. My revised taxonomy aimed to solve
this problem by unifying the terminology employed by authors in
the existing literature, and by clearly showing how each possible
position relates to other possible positions. On the revised
taxonomy, possible positions can be distinguished by the degree to
which they are committed to eliminativism or realism, with respect
to collective virtue statements. In addition to clarifying the existing
debate, the revised taxonomy served two further purposes. First, it
helped to frame my critique of rival approaches to collective virtue
that appeared in Part II. And second, it helped to show clearly
where my positive position in Part III fits into the debate.
Part II consisted of three chapters – Chapter 3, Chapter 4
and Chapter 5. Chapters 3, 4 and 5, assessed leading approaches
to the question of how to understand collective virtue and vice
statements, in light of the conditions of minimal moral virtue set
out in section 1.3.4, and in light of the taxonomy of possible
positions set out in Chapter 2. Chapter 3 focussed on approaches
that characterise collective virtues as properties that are
continuous with individual properties. Chapter 4 focussed on
approaches that characterise collective virtues as group-specific
individual properties. Chapter 5 focussed on approaches that
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characterise collective virtues as properties of groups. Across each
of these chapters, I argued that: (1) no leading approach to
collective virtue succeeds in satisfying both conditions of minimal
moral virtue, (2) each approach faces additional objections that do
not depend upon the success the proposed conditions, and (3) no
approach provides an adequate basis for a normative ethical
theory, regardless of whether one accepts the proposed conditions.
Part III consisted of three chapters – Chapter 6, Chapter 7
and Chapter 8. As a whole, Part III offered a novel argument for
the possibility of minimal collective moral virtues and vices. On
this argument, some non-metaphorical collective virtue statements
are not misconceived and not reducible to individual virtue
statements because there are (logically possible) irreducible
collective properties that meet both conditions of minimal moral
virtue. Chapter 6 outlined that argument in detail and defended its
least controversial premises. Chapters 7 and 8 defended the
argument’s most controversial premise – the claim that there are
(logically possible) irreducible collective properties that meet both
conditions of minimal moral virtue. Chapter 7 argued that some
collective properties meet the first condition (namely, the
requirement that a property P is a moral virtue only if P belongs to
a morally responsible agent). Chapter 8 argued that some collective
properties meet the second condition (namely, the requirement
that a property P is a moral virtue only if P is a moral character
trait).
I have demonstrated that minimal collective moral virtues
and vices are possible. For normative ethicists, then, there is
reason to consider the idea that minimal moral virtues and vices
can be expanded beyond the individual context. As I indicated in
the introduction (section 1.3.4), however, it seems likely that
further requirements are necessary for full-fledged moral virtue
and full-fledged moral vice. These may include requirements
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relating to cross-situational consistency, emotions, consciousness,
and moral education. The next step for future approaches to the
topic of collective virtue then, is to engage with the concepts of fullfledged moral virtue and full-fledged moral vice, to clarify those
further requirements, and to address the question of whether any
collective properties can meet them.
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