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Abstract
Artificial neural networks constitute a vast field which has reached a level
of maturity in some areas. However, a big problem with state-of-the-art
methods is the impractical amount of compute power they require when
scaled. Spiking neural networks are third generation neural networks with
a higher level of biological realism, which typically comes at the cost of
even greater computation. Along with their complexity, this makes them
impractical for general machine learning. However it may be possible
for spiking networks to be more efficient than earlier networks for some
problems. This is because they have the capacity to exploit some of the
brain’s own efficiency techniques.
This thesis explores those techniques in the literature and contrasts
them with digital computation. Experiments reproducing some of them in
artificial neural networks are then presented. Efficiency of computation is
measured using cputime, which is related to how fast an algorithm runs as
well as how much energy it consumes. The computational costs of spiking
learning are quantified for the first time using the supervised learning
algorithm SpikeProp. This was found to be between one and two orders of
magnitude slower than the multilayer perceptron, and even worse with a
receptive field encoding.
Efficiency enhancements to SpikeProp are then presented, including
reduced precision, fewer synapses, lookup tables and event-driven computation. The computation required by the enhanced algorithm SpikeProp+
to learn classifiers is again compared to Backprop on the multilayer perceptron, using several standard datasets. The compute time required to train
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the improved networks was reduced by up to seventeen times, surpassing
Backprop on the XOR problem. In that case, the SpikeProp+ network runs
in the same time as the perceptron, although it remains over two times
slower on other datasets.
Finally, in applying SpikeProp+ to a stance-detection application, it was
discovered that the spiking algorithm is intrinsically able to learn from data
containing many missing values to a high level of accuracy, without any
pre-processing. This property was verified with a standard dataset, and is
relatively unique amongst machine learning techniques.
Thus a case for using spiking neurons as a substitute in more conventional neural network architectures is presented, to both accelerate them
and permit the use of lossy data. These properties are desirable in view of
the vast sizes and variable quality of modern data.
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CHAPTER

Introduction
Bite off more than you can chew, and then chew like hell.
– Peter Brock
Nine-time winner, Bathurst 1000
The human brain is widely regarded as a computational marvel, a
point accentuated by that fact that no general intelligence system could be
constructed after six decades of earnest effort since the inception of the
modern digital computer. Neuroscientists still do not fully understand the
inner workings of the brain itself, but knowledge of the brain continues to
build at an ever-increasing rate.
Over a hundred years worth of knowledge has been accumulated from
studying the human brain. The difficulty of building a comparable synthetic
system justifies the practice of attempting to reconstruct the brain in silicon,
an idea termed biomimicry. Artificial Intelligence (AI) researchers have had
some success borrowing ideas from the brain to build systems capable of
various intelligent tasks. Key among those ideas is the Artificial Neural
Network (ANN).
As far as computers go, the brain is also phenomenally efficient in addition to being so powerful. The amount of energy it requires is a minuscule
20 watts [1] in the waking state. Although an equivalent supercomputer
cannot be constructed today, this may be possible in the coming decades
[2]. Even if it could be, its power requirements would be extraordinary. Extrapolating with the most efficient technology available today [3], table 1.1
shows the power values associated with different neural models. They
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range from 111 KW to 5 GW—four to eight orders of magnitude greater
than the brain. This discrepancy is clearly worth investigating.
Model

flops/neuron

flops/W

Total power

Brain

200K

1P

20 W

Integrate & Fire

5000

4.5G

111 KW

Hodgkin-Huxley

1.2M

4.5G

26.6 MW

Blue Brain I&F

224M

4.5G

4.97 GW

Table 1.1: Power estimates of brain-equivalent supercomputers. These figures are derived
and discussed in section 4.1.

The brain’s efficiency is unlikely to have emerged by pure chance;
it is likely to have been the result of selective evolutionary pressure. It
is believed that the very physiology of humans and other animals were
shaped by the access to energy [4]. Within the body, the brain is actually
one of the most energy-demanding organs. Human babies expend as much
as 60% of their energy budget fuelling their growing brain, a figure which
remains significant at 20% in adulthood [5].
Wrangham et al. [6] have postulated further that the emergence of higher
intelligence in homo sapiens may have been due to energy implications. The
mastery of fire—unique amongst animals—made the processes of feeding
and digestion considerably more efficient, freeing up time to think and
energy for the nervous system to elaborate.
The link between energy and intelligence remains largely unexplored.
It would seem reasonable that energy efficiency is also in some way behind
the arrangement of the brain’s networks, which ultimately give rise to
intelligence. Therefore, explicitly favouring energy efficiency could move
us closer towards unlocking the mysteries of intelligence.

1.1

Motivation

Artificial intelligence is increasingly becoming a part of daily life, from
robotic vacuum cleaners to number-plate recognition and cars which by
degrees drive themselves. For harder problems, the machine learning algorithms which perform these tasks—like artificial neural networks—demand
large amounts of computation. It is often impractical to learn difficult
problems, which large computers need days or weeks to process, especially
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when extensive parameter adjustments are required. This situation can
only be expected to worsen as big data accumulates and more autonomy is
demanded.
Many AI problems appear in power-constrained mobile devices like
laptops, tablets and smartphones, where battery-life is a key market differentiator. They are also traditionally found in datacentres, where energy
costs have become a significant operating cost [7]. Worldwide IT energy
usage is growing exponentially, doubling between 2000 and 2005 to reach
1% of global energy consumption [8]. Means for improving the efficiency of
machine learning are therefore highly desirable. Efficient neural networks
could find applications in mobile voice recognition for example, something
which is currently offloaded into the cloud [9].
Manufacturers have been incorporating power-conserving features into
their chips to keep pace with Moore’s law, the phenomenon where computing power doubles every year [10]. Only through constant innovation
has the industry managed to keep the energy demands of these systems
in check. However, one part of the equation remains largely ignored:
application software.

1.2

Research Questions
What are the brain’s efficiency techniques, and can they apply to digital
computation?

The first part of this research is to investigate what exactly the brain’s adaptations for efficiency are. These are contrasted with digital computation, to
determine how computer scientists can use them.
This work then focuses on software techniques, so hardware-dependent
characteristics can be eliminated. From the discussion in section 4.1, that
includes miniaturisation, substrate properties and analog-digital computation. This leaves the techniques of spatio-temporal sparse coding, reduced
precision, modularity, parallelism and oscillation, which are of course not
purely software-bound. This thesis studies the use of spatio-temporal sparsity
and reduced precision in spiking neural network software.
Just how expensive is spiking learning compared to the multilayer
perceptron?
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Before applying these techniques to the selected spiking network, a methodology for measuring computation and a baseline must first be established.
The literature in this area commonly uses the number of training epochs to
do this, however this measure is misleading and inappropriate. Compute
time is generally accepted to be considerably worse, with the lack of results
implying that any such comparison was pointless.
Can spiking neural networks make use of some of the brain’s efficiency
techniques?
Once baselines have been established, biologically-inspired and other efficient computation techniques can be used to see whether they can in
fact accelerate the spiking network. Being multi-agent simulations, spiking networks unlike earlier generations allow spatio-temporal sparsity and
event-driven computation to be exploited. Moreover, spiking networks have
a time-domain which is often quantised. Reducing the level of quantisation
would introduce noise, but at tolerable levels could provide a computational shortcut. To test these ideas, the supervised learning algorithm
SpikeProp (section 3.5) was modified to produce a derivative algorithm
SpikeProp+.
Would such improved networks be more efficient than earlier networks?
While it can be expected that SpikeProp+ will learn datasets more efficiently
than SpikeProp, the interesting question is whether it can surpass a more
conventional network. If that were to be the case, it would be empirical
proof for the superiority of spiking neural networks over earlier generations.
Consequently, spiking networks could make the leap to more general
machine learning applications. To answer this question, the efficiency of
SpikeProp+ was compared to backpropagation (Backprop) on the multilayer
perceptron (MLP) using two standard datasets.

1.2.1

A Practical Application

The enhanced algorithm developed will be applied to a project to recognise
in real-time the stances of a theatrical dancer onstage. The datastream to
be classified however contains many missing values. With appropriate
encoding, it may still be possible for SpikeProp+ to learn from this data
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without modification. That would then be another significant advantage
over earlier-generation neural networks, and many other machine learning
algorithms.

1.3

Original Contributions

This research presents the following novel findings:
• A review of the efficiency techniques of the brain, which is contrasted
with corresponding mechanisms in digital computation. Many parallels are identified, which have arisen mostly incidentally. Explicit
attempts at biomimicry can be useful, as demonstrated in this work.
• Empirical measurements of the computational costs of the spiking
learning algorithm SpikeProp were made, and compared to those of
the multilayer perceptron. SpikeProp was found to need 10–150 times
more cputime to learn to an equivalent level, while the networks
themselves were 2–36 times slower. Using a receptive field encoding
worsened these findings further by an order magnitude.
• The SpikeProp algorithm was analysed to understand some unexplained behaviour, which culminated in the introduction of alternate
spike response functions (SRFs) to improve convergence. Guidelines
for tuning the large number of parameters were also established.
• An event-driven derivative algorithm called SpikeProp+ is presented,
which also uses the alternative SRFs, lookup tables, reduced precision
and other enhancements. It was found to learn 17 times faster than
SpikeProp, with networks running up to 15 times faster. Compared
to Backprop, SpikeProp+ trains 15% faster on XOR, but remains 2–10
times slower elsewhere. The networks were measured to run for 1–2.5
times as long as MLP networks.
• SpikeProp+ was applied to a stance detection application having a
dataset with many missing values. It was found to function normally
with no pre-processing of the input data as typically required. This
phenomenon was verified on a second, standard dataset, and is a
significant new property of spiking networks.
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1.4

Thesis Outline

The next two chapters survey the literature pertinent to this work. chapter 2
lays the required foundations of neuroscience. Using this, chapter 3 reviews the field of artificial neural networks, culminating in third-generation
spiking neural networks and the SpikeProp algorithm.
Chapter 4 then reviews the mechanisms behind the brain’s efficiency in
the literature. They are contrasted with how modern computers use energy,
and the field of energy-aware computing. From that discussion, the chapter
identifies some methods for accelerating artificial neural networks pertinent
to this research, and presents a methodology for measuring computation.
The three subsequent chapters describe the experiments of this thesis
and their results. chapter 5 describes the implementation of the spiking
simulator, followed by the findings of some initial experiments. A first
baseline for the cputime SpikeProp requires with respect to Backprop is
established. In the process, several issues were observed, which were
closely analysed.
In chapter 6, a variety of computational improvements to SpikeProp
are presented. Alternative spike response functions address some convergence issues, while reduced-precision and event-driven computation are
biologically-inspired. The learning efficiency of the modified algorithm
SpikeProp+ is then compared to SpikeProp and Backprop on a series of
learning tasks.
A case study for real-time stance detection from a time-of-flight camera
is described in chapter 7. As this problem was found to contain a lot of
missing data, the literature for addressing this is surveyed. SpikeProp+ is
then applied to the offline dataset, with findings confirmed using a second
lossy dataset.
The overall findings of this thesis and their implications are discussed
in chapter 8, closing with its limitations and future research ideas.

CHAPTER

Neural Foundations
Man is the best computer we can put aboard a spacecraft,
and the only one that can be mass produced with unskilled labor.
– Wernher von Braun
An understanding of the operation of real neurons and their physical
operation is required before the field of artificial neural networks can be
put into context. This is especially so for spiking neural networks, which
model real neurons at a much higher level than earlier artificial neural
networks. This chapter describes those physiological foundations upon
which artificial neural networks are developed in chapter 3.
To achieve human-level cognition requires an anatomical plan of considerable complexity. In common with engineered systems, modularity is
a recurring theme at every level, from the major divisions of the nervous
system down to individual neural circuits. Nevertheless, all individuals
have the same basic arrangement throughout the nervous system, right
down to the synapse level [11] .
Behaviour in complex organisms is achieved by a nervous system. In
higher animals like man, it is hierarchical, controlled by a central nervous
system (CNS) ultimately commanded by the brain. The basic functional
unit of the nervous system is the neuron, a cell which is able to receive
signals from and transmit them to other neurons in a unidirectional manner.
The CNS interfaces with the rest of the body through the peripheral nervous system (PNS). Afferent (incoming) neural pathways conduct stimulus
signals from the body’s sensory organs to the CNS, and efferent (outgoing)

2

8

Chapter 2. Neural Foundations

Figure 2.1: Median section of the brain. Illustration (modified) © Can Stock Photo Inc.

pathways direct muscle tissue and other actuators. This arrangement mirrors the sense→process→act agent-based AI approach, and indeed the field
has looked at mimicking these neural networks to reproduce intelligent
behaviour for over half a century (chapter 3). Networks and circuits of
neurons within the nervous system produce all reflex, innate and learned
behaviour. They also give rise to all internal thought processes with no
observable behaviour—something often overlooked.
At the core of the nervous system, the CNS consists of the brain and
spinal cord. It processes a continuous stream of information about the
environment, both external and internal to the body. The CNS is the
source of all cognitive faculties such as memory and emotion, as well as
the coordination of motor movements and complex internal regulation.
Through studies with animals, injured people, and modern neuroimaging
techniques, scientists have been able to roughly apportion various roles to
different structures. Table 2.1 provides a breakdown of the central nervous
system.
Within the brain (fig. 2.1), the outer cerebral cortex is where most
higher-level cognition resides [15]. It is a thin sheet of tissue several
millimetres thick and about a square metre in area folded to fit within
the skull [16]. It envelopes the basal ganglia, thalamus and other sub-

Cerebrum
(Telencephalon)

Forebrain
(Prosencephalon)

Spinal Cord

Conduit to the peripheral nervous system, motor reflexes

Balance, muscle tone and coordination
Nerves connecting the spinal cord to the thalamus
Pathway to brain, regulates heart rate, blood pressure, respiration,
swallowing and digestion

Sensorimotor functions including eye movements and audiovisual reflex
coordination

Working memory, planning, judgement, some aspects of language, motor
control (motor, premotor cortex)
Touch perception (somatosensory cortex), coherent spatial perception
Visual perception
Auditory perception, some aspects of language, emotion comprehension
and memory
Fibres uniting cerebral hemispheres
Primary recipient of information coming from the cortex and other
regions
Regulates movements and influences various types of learning
Major outflow nucleus of the basal ganglia
Reward, addiction, and movement
Instrumental pathway for the storage of explicit and long-term memory
Coordinates emotion, autonomic and endocrine (fight-or-flight)
responses, and emotional memory
Relay station for most signals from other parts of the CNS to the cortex;
contains geniculate nuclei which carry visual and auditory signals
Not known
Regulates autonomic, endocrine (pituitary gland) and visceral function
e.g. body temperature, water balance, hunger and sexual function
Numerous including reward, pineal gland regulates sleep-wake cycles
The master endocrine gland

Function

Table 2.1: Structure of the central nervous system, compiled from [12, 13, 14] (the classification of some substructures is debated). *Together with the
ventral striatum, the Striatum. Major input collector for the basal ganglia and mediator of pleasurable sensations. † Together, the Lenticular Nucleus.
‡ Together, the Limbic System. Expression of instinct and mood in endocrine and motor activities e.g. self-preservation, hunger and reproduction.
♦ Together, the Brainstem. Root of 12 cranial nerve pairs serving the head, neck, face, hearing, balance and taste.

Spinal Cord

Myelencephalon

Cerebellum
Pons♦
Medulla oblongata♦

Metencephalon

Hindbrain
(Rhombencephalon)

Epithalamus
Pituitary gland

Subthalamus
Hypothalamus‡

Thalamus

Putamen*†
Globus Pallidus†
Substantia Nigra
Hippocampus‡
Amygdala‡

Corpus Callosum
Caudate Nucleus*

Parietal Lobe
Occipital Lobe
Temporal Lobes

Frontal Lobe

Substructure

Midbrain♦

Basal Ganglia
learning and
subconscious
movement

Cortex
most cognitive
faculties

Structure

Midbrain
(Mesencephalon)

Diencephalon

Superstructure

Macrostructure
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Figure 2.2: Structure of a typical neuron. Illustration (modified) © Can Stock Photo Inc.

cortical structures, which can be viewed as innate regulatory circuits,
modulating the performance of cortical regions. They regulate things
like mood, pleasure and reward. Going deeper inwards, midbrain and
hindbrain structures assume more primitive functions like sensorimotor
coordination and reflexes, which are also found in simpler animals.
Humans have the most evolutionarily elaborated cerebral cortex of the
animal kingdom. Although cortical thickness does not vary substantially
between species (2 - 4mm), its surface area is dramatically larger in higher
primates, particularly humans, which correlates with a marked increase in
cognitive ability [11].

2.1

Neurons

The fact that the nervous system is composed of a multitude of individual
neuron cells, was discovered in 1888 by Ramón y Cajal and is now known
as the neuron doctrine [17]. There are two broad classes of cell in the
nervous system: neurons and glial cells (from Greek for glue). Glia are 10–
50 times more numerous in vertebrates, and perform supportive functions
including insulation, guiding neuron growth, environmental regulation
and mechanical support. For the purposes of information processing, glia
are largely ignored.
Neurons however, come in thousands of different types and number
100 billion in the brain. They all share the same basic anatomy and physiology. Figure 2.2 illustrates the main components: the cell body (soma),
dendrites, the axon and its terminals. The cell body is the metabolic centre
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of the cell and contains the nucleus which carries its genetic instructions.
Most neurons have several dendrites which are relatively short, tree-like
processes (extensions), and a single long, tubular axon process. The length
of an axon ranges between 100µm in the cortex to 3m when extending from
the spinal cord to the feet. At its end, the axon branches out in another
arborization (tree) of presynaptic terminals.
One neuron can have as many as a thousand presynaptic terminals
meeting the dendrites or soma of other cells to which its signal is transmitted. Neurons can receive signals from many other neurons – from several
thousand up to 150,000 in the cerebellum. Some axons are insulated by a
fatty myelin sheath made up of glia called Schwann cells, which meet at
intervals called Nodes of Ranvier (fig. 2.2). This sheath increases the propagation speed of axonal signals and reduces signal loss to surrounding tissue
[18]. When talking about nervous tissue, white matter refers to myelinated
nerve fibres which impart this colour, while the remaining short-distance
nerve fibres and cell bodies constitute grey matter.
As mentioned earlier, afferent neurons carry signals into the CNS, while
efferent ones exit it. Neurons which are neither, are called interneurons
and are the most numerous in the brain. Relay interneuron axons carry
signals long distances across the nervous system while local interneurons
handle signals in localised circuits. The complexity of human cognition
and behaviour depends less on the specialisation of individual nerve cells
and more on the fact that they form millions of precise anatomical circuits
[18].

2.2

Action Potentials

Action potentials (APs) or spikes are the signals transmitted by neurons
(fig. 2.3). They are generated at the axon hillock (initial segment) and are
conducted outwards along the axon to its presynaptic terminals. APs are
rapid, transient and binary (present or absent) electrical impulses with an
amplitude of 100mV and a duration of 1ms. It is important to note that
although the AP is a potential difference, it is not transmitted by electrical
conduction. It uses an active biological mechanism called depolarization
which allows the AP to be transmitted faithfully and undistorted, at speeds
between 1 and 100m/s.
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Figure 2.3: Trajectory of an action potential (AP). The postsynaptic potential (PSP) raises
the membrane potential from resting (Vrest ) to the threshold (Vthresh ) which triggers a spike.
During the overshoot or refractory period (RP), it is harder for a spike to be triggered.

At rest, a neuron maintains a potential difference across its cell membrane of about -65mV – the resting potential. This is done by protein
ion-channels in the cell membrane which differentially pump potassium
ions (K+ ) in and sodium ions (Na+ ) out. The net result of this is a slight
negative polarity on the inside of the cell [18]. Excitable cells like neurons
and muscle fibres have cell membrane potentials which are easily perturbed.
Reducing it from -65mV to -55mV reverses the selective permeability of
the membrane, which rapidly equalises and reverses polarity. This polarity
reversal then propagates down the length of the axon like a wave: the
action potential.
After the action potential passes a point on the membrane over a
period of about a millisecond, the membrane falls back towards the resting
potential but overshoots it before returning to equilibrium. During this socalled refractory period, the neuron requires considerably more excitation to
evoke a spike. Hodgkin and Huxley [19] studied the system of membrane
ion channels in great detail, and distilled a set of differential equations that
describes them. These will be revisited in section 3.3.1. The terms afferent
and efferent are reused to indicate whether APs move toward or away from
the soma within a cell respectively.
Edgar Adrian demonstrated in 1926 [20] that APs have relatively constant amplitude and shape across several organisms, but are generated in
trains of varying patterns. He observed that the average rate of spiking
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in sensory nerves corresponded to stimulus intensity, and persisted for
the length of stimulation. Although this particular method of coding is
not universal (discussed in section 3.2), APs are highly stereotyped across
the nervous system and are its sole method for signal transmission. All
sensory input, motor commands, and cognitive processes occur throughout
the nervous system as streams of APs.
Action potentials are typically generated by a neuron in response to
APs from other neurons arriving at its dendrites. There are some notable
exceptions to this rule, however. Graded activation neurons or non-spiking
neurons were discovered in 1989 [21], where neurons convey graded (analog) membrane potentials along their length without APs. This type of
cell has been observed in humans, though its mechanisms are still under
investigation [22]. There also exist cells which fire spontaneously, or at a
regular frequency [23]. The pacemaker cells of the heart are one example.

2.3

Synapses

Where the presynaptic terminals of one neuron meet the dendrites of
another (the postsynaptic cell), the junction is called a synapse. Neurons
have between 1,000 synapses in the cortex to 150,000 in the cerebellum. All
told, the brain holds as many as a quadrillion (1015 ) synapses [24], many of
which are constantly changing.
Neurons use one of two types of synaptic transmission: electrical or
chemical. Initially, synapses were all considered to operate by electrical
transmission, until Otto Loewi discovered in 1921 [25] the effect of the
substance acetylcholine on the heart rate. It was later shown that both
forms of transmission do exist, with most synapses being chemical in
nature.
Regardless of mechanism, APs arriving at excitatory synapses stimulate
postsynaptic neurons to fire while inhibitory ones reduce the likelihood
of that happening. The particular arrangement of a synapse determines
whether it is excitatory or inhibitory. This occurs by depolarisation or
lowering the target neuron’s membrane potential, or repolarisation (raising
it) respectively.
At chemical synapses, a neurotransmitter substance is released into a tiny
gap between the presynaptic terminal and the target cell – the synaptic cleft
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Figure 2.4: Neurotransmitter exchange at a chemical synapse. An AP arriving at left
triggers the release of neurotransmitter, which diffuses across the synaptic cleft and opens
ion channels at right. Adapted from [26].

(fig. 2.4). The presynaptic cell assembles at its terminals discrete packets
of neurotransmitter called vesicles, ready for expulsion. APs reaching the
terminal trigger the release of vesicles into the synaptic cleft, which the
neurotransmitter molecules diffuse across and mate with receptors on the
postsynaptic cell. That in turn modulates ion channels on the target cell’s
membrane resulting in depolarization or repolarization.
Neurotransmitters are continually reabsorbed from the synaptic cleft,
meaning their effects are transient and last from milliseconds to minutes.
Nevertheless, the follow-on effects to target cells can result in long-term
changes lasting hours to days [27]. Some neurotransmitters also function as
neuromodulators, where they are not reabsorbed but diffuse across the brain,
affecting large neural populations over longer time scales. Acetylcholine,
dopamine and serotonin are some common neurotransmitters.
The decaying effect of neurotransmitters on the postsynaptic cell’s dendrites are called postsynaptic potentials (PSPs, fig. 2.3). PSPs from multiple
synapses at a target cell’s dendrites add cumulatively to the membrane
potential. If that causes it to exceed the neuron’s threshold voltage, an AP is
produced [28]. Inhibitory and excitatory synapses produce inhibitory and
excitatory PSPs respectively (IPSP/EPSP). Thus, a neuron can be perceived
as an electronic device performing lossy analog integration transformed by
a nonlinear function (thresholding). This idea will reappear in chapter 4.
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Henry Dale in 1934 proposed that the same neurotransmitter is released
from all of a neuron’s synapses, an idea that came to be known as Dale’s
principle [29]. Today it is accepted that the same set of substances is common
to all of a neuron’s synapses and synaptic emission characteristics can
sometimes be altered over time, though the neuron remains either excitatory
or inhibitory [30].
Electrical synapses on the other hand have channels linking their cytoplasms (cell contents). Membrane potential changes therefore simply
propagate across the cell membrane as they do along axons. In the brain,
electrical synapses are used primarily to send simple, instantaneous depolarising signals; they do not lend themselves to producing inhibitory
actions or making long-lasting changes. Chemical synapses are capable of
more varied signalling and thus can produce more complex behaviours
[28].

2.4

Learning and Memory

The sum of the brain’s ability to represent information is achieved through
the precise pattern of connection between the multitudes of neurons, their
types, and the distribution and strengths of their synapses. These connections are not random; it was again Ramón y Cajal who discovered the
principle of connectional specificity – that neurons do not network indiscriminately and form specific connections [12].
In any individual, the connective state of their central nervous system at
a point in time, or connectome, is determined by two overlapping processes.
The genetic development phase begins first at conception, and is dominant
until it is overtaken by the environmental learning phase as the organism
matures. Both of these processes will now be described in more detail.
With regards to artificial networks in the next chapter, a fixed network
structure can be considered analogous to the first, with synaptic learning
analogous to the second. In general, the process of learning (or forgetting)
is understood to entail connectional changes in relevant circuits.

2.4.1

Genetic Development

This stage begins at conception and continues through birth, as the individual grows, tapering off through adolescence. Under the development
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program of DNA termed neurogenesis, neurons are created in specific locations by cell division, starting without any axons or dendrites which then
begin to grow outwards.
Elaborate mechanisms also under neurogenic control wire growing
axons past the multitude of potential target neurons to their destinations, a
distance which can span metres. The process of axonal pathfinding as it is
called, involves the tip of the axon following molecular and other cues as
signposts to its target cell, which then determines the characteristics of the
new synapses [31].
Therefore, much of the basic “wiring” of the central nervous system,
like muscle reflex circuits and nerve bundles, is genetically specified. It
remains an open question as to how much of an individual’s brain is
genetically specified, and how much is shaped by experience.

2.4.2

Synaptic Plasticity

The second stage of neural learning occurs as the individual learns from interacting with the environment. Memories made this way can be implicitly
or explicitly (consciously) committed to memory. This phase continues to
some degree throughout life [32].
The transmission efficacy of both chemical and electrical synapses can
be enhanced or diminished over time, an idea first proposed in the early
1900s [18]. This is known as plasticity and is crucial to learning. The
variable nature of synapses makes them the fundamental building blocks of
biological memory, in much the same way flip-flops underlie combinatorial
digital logic.
Synapses are formed and strengthened, or weakened and destroyed,
dependent on their activity. What is now known as Hebb’s rule was
proposed by Donald Hebb in 1949 [33]:
When an axon of cell A ... excites cell B and repeatedly or persistently
takes part in firing it, some growth process or metabolic change takes
place in one or both cells so that A’s efficiency as one of the cells firing
B is increased.
While this has generally been accepted since, a precise biological mechanism for it was only discovered much more recently. In spike timing
dependent plasticity (STDP) [34], synaptic strength is adjusted in relation

2.4. Learning and Memory

17

to the timing of pre- and post-synaptic spikes. A synapse is strengthened
where the post-synaptic neuron is already active at the time the pre-synaptic
neuron discharges – long-term potentiation (LTP). In the reverse case, longterm depression (LTD) weakens the synapse.

2.4.3

Working Memory

While the two phases above are responsible for reflex behaviours, implicit
and explicit memories, the literature recognizes a third type of memory
called working memory. Working memory is a very limited, transient type
of memory used to hold information for conscious manipulation, for example numbers being added. Being relatively volatile, working memory
is theorised to arise from dynamical spike activity rather than synaptic
configuration [35]. Revisiting the electronic device analogy, implicit and
explicit memory can be conceived of as non-volatile storage, while working
memory is analogous to a CPU’s internal registers.
This chapter has established enough background of the central nervous
system to provide a basis for the current research. Nevertheless it is only
a small insight into the workings of the human brain, the most complex
system in the known universe. The next chapter will describe attempts to
reproduce its neural networks in computer systems.
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CHAPTER

Artificial Neural Networks
Remember that all models are wrong; the practical question is
how wrong do they have to be to not be useful?
– George Box & Norman Draper
The previous chapter showed how massive yet intricate the nervous
system is. Estimates from the first chapter indicated the impractically large
size of simulators needed to simulate it, even with today’s best technology.
Therefore researchers have had to work with simplified models. These
models are generally studied from two viewpoints:
1. Neuroscientists seeking to understand the brain’s functioning, which
could allow physicians to help sufferers of illness.
2. Artificial intelligence researchers aiming to construct intelligent systems by borrowing ideas from the brain.
The field of Computational Neuroscience encompasses both groups, and
the second group by itself is usually termed Artificial Neural Networks
(ANNs). Nevertheless, both groups are highly multidisciplinary and their
complexities have grown to the point where the boundary has blurred.
This work is firmly planted within applied artificial intelligence and this
chapter will focus on the topic of artificial neural networks, though the
dichotomy will reappear.

3
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Figure 3.1: Structure of a feedforward neural network (a) with the step activation function
for the original Perceptron (b) and a sigmoid function for the multilayer Perceptron (c).

3.1

Conventional Neural Networks

Artificial neural networks span a vast spectrum on which many volumes
could be written. Therefore, this section will cover the genesis of the field
and some of its most popular algorithms.

3.1.1

Feedforward Networks

The first artificial neural network was presented by McCulloch and Pitts in
1943 [36], around the time the first digital computers were appearing. They
modelled neurons as binary entities connected in a feed-forward manner
(fig. 3.1) without axonal delays. They showed that such a network was
equivalent to temporal propositional logic; any boolean expression could
be computed by such a network with several layers. Based on these seminal
but basic findings, they concluded:
“Thus in psychology, introspective, behavioristic or physiological,
the fundamental relations are those of two-valued logic. ... The
psychiatrist may take comfort from the obvious conclusion concerning
causality—that, for prognosis, history is never necessary.”
Of course these statements cannot hold with respect to modern knowledge,
but they highlight the tendency for AI researchers to use their results as
the basis for grandiose but unsupported claims.
The McCulloch and Pitts neuron was extended by Rosenblatt in 1957
[37] as the Perceptron. It is a single-layer network of several inputs with
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synaptic weights and a single binary output. Each output is computed by
applying a thresholding activation function to the sum of all inputs scaled
by the weight of their connecting link. To produce useful output, the
Perceptron’s weights must be adjusted toward the desired output using a
training algorithm, a method called supervised learning. In the Perceptron
algorithm, the deviation between the actual output and the desired output
is used to revise the synaptic weights, which eventually converge for many
types of problems.
Perceptrons are useful for learning many binary classifiers, but their
single layer limits them to linearly-separable data. Minsky and Papert [38]
established these limitations and criticised the lack of mathematical rigour
at the time, which some say contributed to the “Perceptron winter” of the
seventies—a period when the field became disillusioned with its lack of
progress toward general intelligence.
This hiatus was ended by the emergence of the Multilayer Perceptron
(MLP) which triggered a renaissance. Although it had already been possible
to construct multilayer Perceptrons, a rule for training them had proved
elusive. That rule, the backpropagation algorithm (Backprop), had actually
been discovered in 1969 by Bryson and Ho [39]. It went unnoticed before
being applied to neural networks by Werbos [40], and popularised by
Rumelhart et al. [41] in the mid-eighties.
The gradient-descent method of backpropagation requires that the
activation function be made continuous—typically a sigmoid function—
making neurons assume real values instead of boolean (fig. 3.1). MLPs can
not only represent boolean functions using fewer neurons [42], they can
closely approximate arbitrary continuous and discontinuous functions. It
was later shown that Perceptrons are equivalent to the statistical idea of
linear regression, while MLPs are equivalent to logistic regression—ideas
completely independent of neural models.
A special type of feedforward network is the autoencoder, where the
input and output layers have the same number of neurons, but the hidden
layer has fewer. This network is trained with the inputs and targets equal,
resulting in the hidden neurons learning a more compact discriminative
representation of the data. This is effectively performing dimensionality
reduction.
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a.

b.

hidden

visible
Figure 3.2: Structure of a fully recurrent neural network (a) and a Restricted Boltzmann
Machine (RBM) (b). RBMs can be stacked with the hidden layer of one RBM becoming
the visible layer of the next.

The networks described so far are often separated into generations.
Maass and others [43, 44] denote binary/threshold Perceptron networks as
first-generation and real-valued/sigmoidal networks as second-generation.
The latter have seen great success in classification problems or functionfitting and are still commonly applied, however their performance on many
difficult problems had reached a plateau. This has been overcome in recent
times using a type of recurrent neural network.

3.1.2

Recurrent Neural Networks

The renaissance of the eighties also saw interest in the behaviour of recurrent networks, networks which can contain feedback loops (fig. 3.2). In
a seminal paper in 1982, Hopfield [45] presented findings from a fullyconnected network of symmetrically coupled McCulloch and Pitts neurons.
The state of each neuron was calculated randomly in time (termed “asynchronicity”), once again by thresholding the weighted sum of its inputs
without axonal delays. This network is not used in a series of deterministic
forward passes however, but demonstrates dynamical behaviour. Inputs
are fed to the network and its neurons’ states are calculated over some
period of time.
In spite of their simplicity, such networks displayed complex and useful
properties, advancing knowledge of neural network behaviour. Even with
random weights, this kind of network often settles into one of several
stable states. In other cases it may oscillate or display chaotic behaviour.
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By setting synaptic weights in a particular way, Hopfield showed it was
possible to store a number of bit patterns or “memories”. If initiated in a
state near a programmed pattern, the network would progress toward that
state, functioning as an associative memory or autoassociator. Hopfield also
demonstrated the capacity to program into the network metastable memory
trains, similar to how one might imagine human episodic memory.
In 1985, an extension of the Hopfield network was presented: the
Boltzmann machine [46], named after the Boltzmann distribution of its
equilibrium state. In this case, neurons are stochastic, allowing them to
escape local minima, and the network is generative—it can produce new bit
patterns based on the learned representation of its input data. Boltzmann
machines are cumbersome to train and use because it takes time for a
network to reach equilibrium. A simplified version of the Boltzmann
machine however—the Restricted Boltzmann Machine (RBM)—was found
to be just as useful. An RBM constrains the network to two layers (input
and hidden) without any intra-layer connections (fig. 3.2).
The recurrent networks described so far all use unsupervised learning;
the network learns to group similar input values. A backpropagation
algorithm analogous to the feedforward case was also presented by Almeida
and Pineda in 1985 [47], which allowed recurrent networks to be trained in
a supervised manner.
Deep Networks
A period of relative stagnation followed the establishment of these constructs in the neural networks field. Classification performance had reached
a plateau, progress was slow and other methods like Support Vector Machines had begun to overtake them.
The brain is good at forming hierarchical representations of concepts,
and AI researchers have long tried to replicate this in neural networks and
other methods, with limited success. Given the accumulated knowledge of
neural networks at the turn of the millennium, a breakthrough of this kind
was highly anticipated.
Deep Networks finally succeeded in filling this gap. By taking the
output of a trained autoencoder or RBM as the input to a new network,
networks can be stacked on top of each other [48]. In effect, each layer of a
deep network successively learns higher-level permutations of features from
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the preceding layer, starting from simple details in the input data, leading
up to higher-level motifs like cat faces [49]. Deep networks automate the
otherwise manual feature extraction process, which can then be used with
classifiers like a feedforward network.
The great advantage of this method is that deep networks can learn
from unlabelled or poorly labelled data, which is really the large majority
of the world’s data. Deep networks have seen great success when applied
to signal and image processing problems. However, efficient training and
hyperparameter tuning remains an art while the computational costs scale
prohibitively when tackling complex problems with many layers. One
way of addressing this is a convolutional network, where the outputs of
one layer are not fully connected to the next, but restricted to spatially
local ones. Nevertheless, several organisations with abundant compute
resources like Google and Facebook are making use of deep networks to
index images without manual tagging [50].
Self-Organising Maps
A final type of recurrent neural network is the Kohonen map or SelfOrganising Map (SOM), another unsupervised learning technique [51].
This type of network is very different to the preceding types and consists
of map of neurons, usually a two dimensional grid. Each neuron consists of
a weight vector of the same dimension as the input data, and is randomly
initialized.
To train the network, an input vector is compared to each neuron to
select the closest neuron by some proximity metric. That neuron’s weights,
and its neighbors to a lesser degree, are adjusted slightly towards the input.
This process is repeated for each input in sequence multiple times. After
many iterations, the neurons’ vectors converge to reflect the topology of
the input space. When applied to a test input, the trained network will
select the closest neuron in its low-dimensional map, once again effecting
dimensionality reduction.

3.2

Neural Coding

The artificial neural networks described up to this point do not resemble
actual neural networks very well. Neurons have used a single-dimensional
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scalar value to emulate an abstract state of ‘activity’. Their connections do
not have any delays or dynamics more complicated than a single scalar
weight parameter. And while they must be trained over multiple iterations
of input data, a time domain is absent.
When discussing such ‘second generation networks’, the implicit abstraction made is that neural activations represent a rate code, i.e. the average
firing rate per unit time of more realistic neurons. It was once believed
that neurons used rate codes exclusively as seen in many sensorimotor
pathways [20], but this view was dismantled through the late eighties and
nineties [52, 53, 54, 55].
In any case, the compute capabilities of the time were limited, so the
rate-code abstraction was appropriate. Indeed the differential equations of
Hodgkin and Huxley [19] (below) had been available since 1952, and for
large networks, remain computationally intractable today.
In reality, neurons use a wide range of behaviors. Spikes may occur
in all sorts of distributions, from Poisson processes to rhythmical activity
and bursting. Izhikevich [56] identified the 20 distinct types of behavior
shown in fig. 3.3, highlighting just how unrepresentative pure rate codes
are. Consequently, the amount of information being exchanged is much
larger than second-generation networks can represent.
To recover this additional representative capacity, new coding schemes
were required. Bialek et al. [53] showed that a simple linear convolution of
a series of spikes is enough to reproduce a continuous time-varying input.
Rieke [54] and others built on this to determine the maximum information
transfer possible. A variety of codings are used by the spiking neural
networks described in the next section, including:
• rate code – the average rate of spiking, as before
• spike latency – the exact timing of individual spikes
• interspike delay – the time period between subsequent spikes
• spike phase – the deviation of a spike from its expected spike time
• rank-order – the sequence of spikes across a number neurons.

(A) tonic spiking

(B) phasic spiking

(C) tonic bursting

(D) phasic bursting

input dc-current
20 ms

(E) mixed mode

(F) spike frequency
adaptation

(G) Class 1 excitable

(H) Class 2 excitable

(I) spike latency

(J) subthreshold
oscillations

(K) resonator

(L) integrator

(M) rebound spike

(N) rebound burst

(O) threshold
variability

(P) bistability

(Q) depolarizing
after-potential

(R) accommodation

(S) inhibition-induced
spiking

(T) inhibition-induced
bursting

DAP

Figure 3.3: A classification of distinct neural behaviours by Izhikevich [56]. The
number which a particular membrane model can reproduce varies with its fidelity.
(Electronic version of the figure and reproduction permissions are freely available at
www.izhikevich.com. Accessed 25 Mar. 2014.)
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Spiking Neural Networks

Spiking neural networks (SNNs) or pulse-coupled neural networks are artificial neural networks which explicitly simulate spikes instead of emulating
them [57]. They are considered third-generation neural networks [43] and
have expanded in popularity in the last two decades.
There are many reasons for this. To start with, the field of artificial
neural networks had reached a plateau in performance, causing a growing
number of researchers to investigate alternatives. AI work with SNNs
typically use point neurons which treat spikes as instantaneous impulses
and neural connections as simple time delays. Even with this simplification, they have been shown to be at least as useful as earlier generation
networks. Maass [43] showed that any network of an earlier generation
can be implemented as an SNN using temporal coding, and furthermore
with fewer neurons. With Schmitt [58], he showed further that variation
in pulse propagation delays—absent in earlier generations—more rapidly
expand the class of computable boolean functions. Analysis continues to
show the power of spiking networks [59, 60]. However from a general
machine learning standpoint, spiking networks have yet to demonstrate
any significant improvement in accuracy over earlier networks.
Meanwhile, the available compute power has also multiplied, making
previously intractable experiments possible. Simultaneously, computationally simpler models approximating the complexities of true neural
behaviour were developed (discussed in section 3.3.1), having the same
effect.
Finally, there has been increased interest in modelling real neural networks from the field of neuroscience, the dichotomy mentioned at the
start of the chapter. As computer scientists’ models became more complex
while neuroscientists increasingly turned to computational modelling, their
fields have merged. Distinguishing them in the literature can sometimes
be difficult. Although this research rests in the first category, it may contribute more generally to knowledge linking energy, neural function and
intelligence.
Even with today’s ingenious experimental and neuroimaging techniques, neuroscience struggles to form an integrated view in many areas.
To quote Henry Markram, director of the recently commenced €1 billion
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Human Brain Project [61]:
Neuroscientists today are producing over 50,000 peer-reviewed articles in one year and growing exponentially. ... no neuroscientist is
even remotely capable of comprehending the current pool of data and
knowledge. ... [they] are forced to become informaticians or robot
operators.
Neuroscientists typically use models at comparatively high levels of detail,
which often requires sizeable supercomputers. They use high-fidelity
membrane models like the Hodgkin-Huxley model (below) and model
interactions spatially down to neuron compartments. Axonal transmission
and synaptic arborizations are accurately reproduced using the Rall model
[62] in some simulators like GENESIS and NEURON [63], with others even
modelling the interactions at membrane ion channels.
The Human Brain Project is an analogue to the Human Genome Project
with one of its aims to ultimately simulate the human brain. It arose
out of the Blue Brain Project [64] whose goal had been the simulation
of cortical columns. As mentioned in the opening chapter, the required
supercomputer is still a way off. Others have demonstrated large-scale
‘brain simulators’ [65, 66] using simpler models, but have yet to produce
any meaningful new insights.
Even though the connectome of the simple roundworm C. elegans has
been mapped in great detail [67], its behaviour has yet to be recreated
synthetically. It is not clear what level of connectomic mapping is required,
or if it is even sufficient for this purpose. Therefore many in the field regard
large-scale attempts to simulate the brain as premature, as little more than
supercomputer salesmanship.

3.3.1

Membrane Models

At the heart of every spiking network are the dynamics of its neurons,
which reproduce to some degree the behaviours of real neurons described
in the previous chapter. In AI work this is generally reduced to the dynamics of a single homogeneous membrane potential variable, or simply
state variable, though in reality the potential varies continuously over a
cell membrane. The dynamics of that variable are specified either using
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differential equations or convolutional kernels. Several common and relevant models are now described, while noting that a much wider array have
been described in the literature.
The Hodgkin & Huxley Model
In 1952, Hodgkin and Huxley [19] famously presented a largely accurate
mathematical model of the membrane potential of giant squid neurons,
work for which they were awarded the Nobel prize. The Hodgkin-Huxley
(HH) model is a set of four nonlinear differential equations relating the
membrane potential at any point to currents flowing through it:
Cm v0 = IDC − ( INa + IK + Ileak )



I = gNa m3 h(v − VNa )

 Na
where
IK = gK n4 (v − VK )



 I
= g (v − V )
leak

leak

leak




m0 = (m∞ (v)−m)/τm (v)


and
h0 = (h∞ (v)−h)/τh (v)



 n0 = (n∞ (v)−n)/τn (v)

where v is the membrane potential, Cm is the membrane capacitance and
IDC , INa , IK and Ileak are injected, sodium-channel, potassium-channel and
leakage currents respectively. VX and gX are the respective equilibrium
potentials and conductances per unit area. The conductances vary with
both time and the membrane voltage, necessitating the first-order equations
in m, h and n, wherein X∞ (v) are steady-state values and τX (v) are time
constants. This formulation of the equations is taken from [68].
Using these equations, the state of a neuron’s membrane—whether
quiescent, firing an action potential, or refractory—can be calculated with
high precision. However this system cannot be solved analytically, and
various numerical methods are needed to compute the state to arbitrary
precision. Consequently the HH model is very computationally demanding,
and is most commonly used to investigate single neurons or small networks.
For simulating networks the size of the cerebral cortex, supercomputers are
needed [64].
While the HH model remains the canonical model for modelling membrane dynamics, a variety of simpler, approximative models have been
developed. Izhikevich [56] provides a summary of these, and shows
how greater simplification typically curtails the complexity of possible
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behaviours. A few popular ones will now be described.

The Leaky Integrate & Fire Model
The most common spiking model, and also the easiest to compute (240
times fewer computations than HH) is the Leaky Integrate & Fire (LIF/I&F)
model. It is a linear model where the highest power of the state variable is
one.
Intuitively, the single-state system describes a neuron which integrates
its input current in a decaying manner (the leak). If the state exceeds a
threshold value, an instantaneous spike is said to be emitted, and the state
is reset to a lower value:
v0 = I + a − bv

(3.1)

if v ≥ vthresh , then v ← vreset
where v, vthresh and vreset are the membrane, threshold and reset voltages
respectively, I is the input current, and a and b are tunable parameters.
For non-input neurons, the input current is typically equal to the sum of
incoming Dirac impulses from presynaptic neurons.
Izhikevich [56] argues that this model reproduces very few of the behaviors of real neurons and should almost never be used (fig. 3.3). Specifically,
it does not exhibit the important properties of spike latency and activity
dependent thresholds. When a neuron reaches its threshold, there is a short
delay before the spike is emitted called the spike latency. This delay allows subsequent inputs to pull the membrane downward, pre-empting the
spike. The threshold of a real neuron is also dependent on its recent spike
history, something the LIF model cannot reproduce. These deficiencies are
remedied in the quadratic integrate-and-fire model.

Quadratic Models
In quadratic models, the maximum power of the state variable is two. The
Quadratic I&F (QIF) model is slightly more complex than the LIF model
and does not carry over some of its shortcomings. It is another relatively
simple and popular model, but again, does not reproduce every behaviour
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of which the HH model is capable [56]. The state equations are:
v0 = I + a(v − vrest )(v − vthresh )
if v = vpeak , then v ← vreset
where vrest , vthresh and vpeak are the resting, threshold and peak AP potentials respectively. The QIF model can be expressed more simply as:
1 0
u = −u2 + αI
τ
which can be transformed by the change of variable u = tan

θ
2



to give the

Ermentrout-Kopell model [69], also known as the theta neuron:
1 0
θ = 1 − cos θ + αI (1 + cos θ )
τ
The transformed state variable θ can occupy positions along an imaginary
circular path divided into three segments by a stable (equilibrium) and an
unstable (spike inducing) fixed point. If θ is perturbed from the former to
the latter, it will then continue on to π radians where the neuron emits a
spike. The variable then continues around through the refractory segment
back toward the equilibrium point. It is easy to see that depending on the
chosen parameters, this model can exhibit spike bursting.

Izhikevich [70] developed his own quadratic two-variable model which
exhibits all the types of neural firing patterns he identified (fig. 3.3):
v0 = 0.04v2 + 5v + 140 − u + I
u0 = a(bv − u)
if v ≥ +30mV,

then v ← c, u ← u + d

where u represents a membrane recovery variable, and a–d are parameters.
The new variable accounts for additional ionic currents and provides negative feedback to v. While this model reproduces all identified behaviours,
it is considerably simpler to compute than the HH model, and is therefore
desirable for many applications.
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The Spike Response Model

The models so far have directly specified the membrane state using differential equations. Another way to characterise a membrane’s dynamics is by
its reaction to individual spikes, expressed with convolutional kernels. The
Spike Response Model (SRM) [71] uses this method to describe the membrane
potential. The canonical model is as follows:


u j (t) = η (t) + ∑ wij ∑ ε(t
i

f

f
− ti )



ˆ

∞

+
0

(3.2)

κ (s) I (t − s)ds

where u j is the membrane voltage of neuron j with presynaptic neurons i.
Kernel η (t) is the shape of an action potential including aftershoot. Kernel
ε(t) is the spike response function, or shape of the postsynaptic potential
f

in response to incoming spikes f , whose times are denoted by ti . Lastly,
kernel κ (t) is the response of the membrane to an input current impulse.
I (t) is the applied input current signal. In accurate models, the kernels may
also be dependent upon the time of the neuron’s last spike tˆj , for example
η (t) would become η (t − tˆj ).

If the LIF model is integrated, a special case of the spike response
model results, and hence they are somewhat equivalent [71]. The canonical
model of the SRM can be relaxed for particular applications. For example,
the kernels can be made independent of last spike time. The SpikeProp
algorithm used in this research (below) goes further: external currents are
not used and action potential specifics are not required. The model then
reduces to:
u j (t) =

∑
i



f

wij ∑ ε(t − ti )



f

Although the membrane dynamics discussed are central to the operation
of a spiking network, so too are the specifics of synaptic plasticity, synaptic
delays, network topology and noise. These properties vary in complexity
from study to study and an exhaustive treatment is outside the scope of
this work. Instead, the focus now turns toward learning algorithms.
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Learning Rules for Spiking Networks

Algorithmic models of learning in the AI sense differ from the biological
learning methods described in the previous chapter. In this case, neurons
are typically modelled as single-compartment point neurons, with synaptic
delays and efficacies modelled with simple scalar quantities. Networks have
topologies like the feedforward single-layer structure of the Perceptron,
the multilayer feedforward structure, or a recurrent structure known as a
reservoir network or liquid state machine [72].
Learning algorithms took a while longer to appear as the capabilities
of spiking networks grew. The problem was to develop spiking network
topologies and learning rules for them that would adjust network parameters in order to learn from input data. At the outset of this work, only a
handful were popularly known, however that number has grown rapidly
in the intervening years. Here several popular algorithms are described,
but even this subfield could now be the subject of volumes.
Arguably the first such algorithm was introduced by Delorme and
Thorpe in the late nineties [73, 74, 75], using their simulator SpikeNET. It
is an unsupervised learning algorithm analogous to the SOM and a step
closer in realism to the primate visual system (Thorpe et al. first pioneered
the idea of the rank-order code therein [55]). A 2D map of neurons in
SpikeNET is able to recognize the faces they had previously been trained
with.
In a seminal paper in 2002, Bohte et al. [76] presented SpikeProp, a
supervised algorithm which applies the error-backpropagation methodology to a SRM spiking network. SpikeProp uses a multilayer feedforward
network of single-spike neurons with a gradient descent algorithm. The desired output spike times for training inputs are gradually adjusted to match
the training data. This algorithm could be considered the first candidate
for a general-purpose spiking learning algorithm.
Several years later, Booij [77, 78] described an algorithm extending
SpikeProp for learning spike trains, or specific chronological sequences
of spikes. This algorithm could distinguish and learn from spike trains,
though its hidden and output layers remained single-spike.
A learning algorithm by McKennoch et al. [79] also uses a feedforward
network and gradient-descent methodology similar to SpikeProp. However,
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it uses the theta neuron model and does not require multiple delays per
subconnection like SpikeProp. The theta neuron does not use kernels and
its neuronal dynamics permit an analytical solution.
The Remote Supervised Method (ReSuMe) algorithm of Ponulak [80, 81]
took a different approach to supervised learning. A ReSuMe network is
a single-neuron rule able to learn to distinguish spike trains, producing
spike trains as output. The algorithm was demonstrated on a reservoir
network of LIF neurons, though it should be applicable to other topologies
and membrane models.
Gütig and Sompolinsky’s Tempotron [82] is a single-neuron classifier
analogous to the Perceptron. This single neuron algorithm is able to
discriminate spatio-temporal signals (spike patterns distributed over time
and across input neurons) into one of two classes through the emission of
a single spike. Although the network uses a gradient descent method, it
cannot be generalized to more than a single layer.
The Chronotron [83] is another single-neuron supervised algorithm
similar to the Perceptron, which uses the spike response model (SRM).
Unlike the Tempotron, it can learn to output spike trains based on input
spike trains, and is thus comparable to ReSuMe.
The Spike Pattern Association Neuron (SPAN) by Mohemmed et al.
[84] is a another single-neuron algorithm which uses the LIF model and
is able to learn spike trains to be generated from input spike trains as
with ReSuMe. Its key feature is the reduction of spike trains into analogue
signals which in turn can be easily manipulated to adjust the synaptic
weights to achieve the desired output.
Sporea et al. [85] extended ReSuMe to use multiple layers using backpropagation. By determining the instantaneous spike rate based on a
sampling window, their algorithm uses spike trains in all layers for the first
time.
Finally, in a vein similar to SPAN, Xu et al. [86] simplify the problem of
supervised learning of spike trains. They transform the learning problem
into a classification problem, which is then solved much faster using the
Perceptron rule. It is not clear whether their method is useful for learning
datasets instead of just spike trains.
Clearly, many options are now available for learning with spiking
neural networks. However, in every case, there may be several if not many
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competing algorithms. At this point in time, it is often unclear why one
should be preferred over another. Many of these algorithms attempt to
demonstrate superiority through experiments comparing the number of
epochs required for standard datasets. However, the time or cputime per
epoch can vary vastly across algorithms, so such comparisons are of limited
value. It is submitted that the methodology in the next chapter is a means
for sorting them. Furthermore, unlike more established AI methods, these
algorithms require considerable expertise and time to implement. For the
moment, such issues remain an impediment to more mainstream usage.
For this thesis’ purpose of comparing a spiking algorithm to a nonspiking one, it is desirable to select two algorithms which are conceptually
similar. Several parallels were seen above where spiking algorithms had
clear analogues to second-generation ones. SpikeProp was selected from
those options for the following reasons:
• The multilayer perceptron is popular and widely used, hence studying
its analogues would be more topical.
• SpikeProp has now been studied for over a decade and its behaviour
is relatively well-understood [87, 88, 89, 90, 91].
• Reproducing SpikeProp from the literature appeared more straightforward than other alternatives.
• SpikeProp is a single-spike feedforward algorithm which could be
expected to be less computationally expensive than multi-spike ones
and liquid state machines.
The other algorithm satisfying these criteria is the theta neuron algorithm
[79]. However it is not clear where theta neuron learning stands computationally with respect to SpikeProp, so the more established algorithm was
chosen. A comparison is one possible avenue for future work.

3.5

The SpikeProp Algorithm

A brief description of the SpikeProp algorithm is provided here, readers
may wish to consult the original paper [76] for more detail. A detailed
derivation is reproduced in appendix A using different notations to provide
clarity to the analyses of chapter 5.
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Figure 3.4: The default spike response function (eq. (3.3))(a) and a typical membrane
trajectory (b) in SpikeProp. The membrane potential is the sum of three PSPs with weights
3, -1 and 2. This example first crosses the threshold at tspike .

SpikeProp uses a multilayer feedforward network of restricted SRM
neurons, and is generally analogous to backpropagation (Backprop) on
an MLP [92]. Where neural computation in the MLP is performed on
neural ‘activations’, SpikeProp uses the precise timing of each neuron’s
first spike. The latter constraint ignores all subsequent neural dynamics,
but also requires that every neuron in the network has spiked. A major
difference in their structures is that in SpikeProp, connections between
neurons are composed of a finite number of subconnections/synapses with
fixed, sequential delays.
To use SpikeProp, input spikes are emitted by input neurons at times
corresponding with the training data. The network state is computed in a
time-stepped fashion allowing spikes to propagate through the network
until all neurons have fired. (The original algorithm does not specify
what to do if a neuron fails to fire in a given time period). Similar to
backpropagation, the synaptic weights are adjusted so as to minimize the
deviation between output spike times and desired spike times through
gradient descent.
On receipt of a spike at a particular synapse, target neurons begin accumulating the decaying post-synaptic potential or spike response function
(SRF), scaled by that synapse’s weight. The SRF from the original paper is
an alpha-function with ε(t) = 0 for t < 0:
ε(t) =

t 1− t
e τ
τ

(3.3)
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where τ is a (constant) synaptic time constant (fig. 3.4a). A negative weight
is therefore equivalent to an inhibitory neuron, suppressing the tendency
to fire. The contributions of all PSPs received by a neuron are summed
at every timestep. If this total membrane voltage exceeds the threshold
(constant in the original paper), the neuron will fire a spike (fig. 3.4b). That
spike will in turn trigger PSPs at the neuron’s synaptic targets at a future
point defined by the synaptic delays.
The spike time of each non-input neuron is related to the times of the
spikes incident on it by the shape of the non-linear but differentiable SRF
and thresholding. By making certain assumptions, Bohte et al. were able to
determine the synaptic weights’ partial derivatives with respect to output
spike errors (see appendix A). The error function is defined as half the
sum-squared-error of output deviations:
E=

1
(t j − Tj )2
2∑
j∈ J

t j =t̂ j

(3.4)

where J is the set of output neurons, t j is the spike time variable, t̂ j is the
actual spike time and Tj is the desired spike time. After back-propagating
this error, the delta or contribution to the error of each neuron can be
calculated. For output-layer neurons J, the equation is:
δj =

Tj − t̂ j
l
∑i ∈Γ j ∑ m
l =1 wij

∂
l
∂t ( yi ) t=t̂ ,t =t̂
j i
i

(3.5)

where the Γ j refers to the set of input neurons to neuron j, and m are the
number of synapses per connection. For neurons in earlier layers, the delta
equation is:
l
∑ j ∈ Γi δj ∑ m
l =1 wij

δi =

∑ h ∈ Γi ∑ m
l =1

∂
∂t

yil


t=t̂ j, ti =t̂i

l ∂ (yl )
whi
∂t h t=t̂ ,t =t̂
i h
h

(3.6)

where Γi refers to the set of neurons which neuron i outputs to. Finally, all
weights between two neurons p and q are updated using the formula:
∆wkpq = −ηδq ykp

t=t̂q ,t p =t̂ p

(3.7)
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where k is a particular synapse between the two, η is the learning rate and
ykp is the delayed PSP function arising from the synapse (eq. (A.2)).
As with backpropagation, SpikeProp is an iterative three-pass process.
In the forward pass the network is run for a given training record and
the output error determined. The backward pass computes the deltas of
neurons layer by layer from the output, and finally all synaptic weights are
updated according to eq. (3.7). SpikeProp works in both batch and online
(stochastic gradient descent) learning modes [93].
Although over ten years have passed since it was proposed, SpikeProp
is not as widely known or used as MLP/Backprop in the machine learning
community. There are several reasons for this, some discovered in the
process of this work:
• The difficulty of implementing SpikeProp and using it as published.
• SpikeProp is only one of many spiking algorithms being studied,
none of which is objectively superior for general use.
• SpikeProp has a much larger set of parameters than the MLP, which
are very sensitive for its effective use.
• SpikeProp exhibits a number of unique new failure modes which are
discussed later, that further hinder its effective use.
• Spiking networks are implicitly acknowledged to be computationally
taxing. Although Bohte et al. [76] state that fewer SpikeProp neurons
and epochs are needed than the MLP, these figures do not correlate
with runtime.
• SpikeProp has not been shown to perform significantly better than
the MLP; there is little reason to endure the preceding difficulties.
It must be noted that most of these issues hold true for all of the spiking
algorithms described above. This is understandable as the field remains in
an early, exploratory phase. The experiments in this thesis could support
more popular use of spiking neural networks, by overturning the idea that
spiking networks come with a computational penalty. The next chapter
explores how this can be done by taking efficiency ideas from the brain
itself.

CHAPTER

Computational Efficiency
The energy of the mind is the essence of life.
– Aristotle
Computation is generally defined as the process of performing mathematical calculations. Digital computation follows the principles of mathematics
by manipulating binary numbers with a set of operators, using a series
of instructions known as an algorithm. Neural computation, however is a
little more abstract and difficult to define, but is often synonymous with
the field of artificial neural networks (chapter 3). Since ANNs are in fact
algorithms, they perform computation by definition.
However, the biological action of real neurons can intrinsically be considered as computation. For example, the simple LIF model of the neuron
(section 3.3.1) describes the integration (addition) of input spikes, followed
by a non-linear transformation (thresholding)—a description also befitting
a transistor. The spike response model (section 3.3.1) describes neurons
using kernels and convolution, operating in a manner not unlike a digital
signal processor (DSP). Therefore neurons could be rightly regarded as
nature’s transistors.
In a more fundamental sense, computation performed in neurons and
transistors alike can be perceived as the manipulation and transformation of
information. An organism receives a constant stream of information about
its environment, and must transform them with the help of its experiences
into a course of action. A computer receives inputs and data from users,
which it transforms using its memories to produce useful output. Again
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the duality between neural and digital computation is seen, an idea that
forms the basis of this thesis.
In this context, the term efficiency refers to energy efficiency, or the
amount of energy used to perform a certain task. If a task is continuous,
then the related term power—energy consumed per unit time—is useful.
When comparing two schemes, one is said to be more efficient than the
other if the overall energy or power used is less. Generally, a processor
operating at a fixed frequency and fully loaded consumes a fixed power
(elaborated on in section 4.2). Therefore an algorithm which completes
faster uses less energy than a slower one, and is regarded as more efficient.
This chapter describes the use of energy in computation by both the
brain and digital computers. A list of mechanisms used by the brain to
achieve its great efficiency is identified. A few parallels can be seen with
digital computation, but further possibilities are recognized. The focus is
then turned to the means of accelerating artificial neural networks, with a
review of prior work. Finally, a methodology for quantifying algorithmic
energy and efficiency is developed for the experimental chapters which
follow.

4.1

The Brain

The continual flow of blood and cerebrospinal fluid (CSF) through the CNS
maintains ideal operating conditions for its neurons. These fluids supply
brain tissue with metabolic fuels, materials and oxygen, while extracting
harmful metabolites. CSF is produced from blood in the brain, and also
provides mechanical support to the fragile tissue.
Although the human brain constitutes only 2% of total body weight, it
receives about 15% of the heart’s blood flow and consumes approximately
20% of the oxygen and resting metabolic energy used by the entire body
[94, 1, 5]. The median adult energy consumption of about 10 MJ/day or
116W when averaged puts this figure at about 23W. Brain tissue consumes
as much energy as leg muscle tissue when running a marathon [95]. These
figures reflect the high metabolic rate of the brain as compared to the rest
of the body, and suggest that the brain is actually quite inefficient.
However, this does not take into account the brain’s prodigious computational capabilities. Modern estimates of its processing power are
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between 10–50 petaflops [2, 96, 97], while its memory capacity is estimated
at between 2.5–3.2 petabytes [96, 98]. Table 4.1 (expanded from chapter 1)
indicates the power required for a comparable digital computer built using
today’s most efficient technology – the TSUBAME-KFC, a heterogeneous
supercomputing system at the Tokyo Institute of Technology. It tops the
Green500 list [3] with a sustained power consumption of 4,503.17 Mflops/W.
The figures in the table use the assumption that the brain has 100 billion
neurons and compute capacity of 20 Pflops. The flops/neuron figures
are taken from [56, 64] except for the 200K figure for the brain which is
deduced from its power of 20W. Thus the equivalent computers would
require between four to eight orders of magnitude more energy than the
brain. Such a computer could require its own power plant, giving a sense
of just how efficient a computer the brain is.
Model

neurons

flops/neuron

flops/W

Total power

(a)

(b)

(c)

(d)

Brain

100G

200K

1P

20 W

Integrate & Fire

100G

5000

4.5G

111 KW

Hodgkin-Huxley

100G

1.2M

4.5G

26.6 MW

Blue Brain I&F

100G

224M

4.5G

4.97 GW

Table 4.1: Power estimate calculations for brain-equivalent supercomputers. See text for
derivation, a×b/c = d.

Note however that this table is simplistic for several reasons: a) it relies
heavily on estimates of the number of neurons in the brain and its flopsequivalent computing power, b) digital memory storage and interconnect
energies may not be reflected in the flops/W figures, and c) the entire brain
is not normally active at any point in time, as discussed later. Therefore,
the power figures in table 4.1 should be regarded as estimates correct to
one or two orders of magnitude.
It is reasonable to conclude that the brain is highly efficient in comparison to human efforts. However, it remains difficult to deconstruct
the precise energy pathways in the brain. Most efforts to date centre on
extrapolating from empirical figures of cellular processes. Ames in 2000
[99] made the following statement which still holds true:
The energy metabolism of the brain is proving to be considerably more
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complex than previously realised. Our understanding is still far from
complete, and much of it is inferential because techniques have yet to
be developed for measuring the rates of reactions as they occur in situ
and for measuring them with spatial resolution at the cellular level
and with temporal resolution in seconds.

Nevertheless, estimates from the cellular results available are still useful.
They help identify the various adaptations the brain has to minimise its
energy costs.

4.1.1

Efficiency Techniques

This section discusses the methods through which the nervous system
achieves its energy efficiency published in the literature.
Miniaturisation
As Laughlin and Sejnowski [5] observe: “that 1 mm3 of mouse cortex contains
105 neurons, 108 synapses, and 4 km of axon suggests that, as in chip design,
the brain reduces energy consumption by reducing the size and active area of
components.” Reducing cell size means less energy is expended in signalling
and traversal, and results are obtained faster. The human brain has some
of the smallest neurons amongst mammals [100], allowing such a great
number to be packed into the skull while remaining practical to fuel.
Low Switching Costs
Neurons require relatively little energy to activate. Laughlin et al. [101]
show that the energy cost of encoding a bit of data into a spike costs
between 10−15 – 10−12 Joules of energy, about 6 to 9 orders of magnitude
above the thermodynamic minimum (section 4.3). One of the reasons for
this parsimony is myelination, which reduces the capacitance of axons, and
consequently the energy required to transmit depolarizations [102].
Human neurons tend to be among the most energy efficient in the
animal kingdom. Although action potential shapes are relatively stereotyped across organisms, Sengupta et al. show that the Na+ and K+ ion
channel overlaps (section 2.2) vary greatly along with AP efficiency [68]. In
mammals, this overlap comes close to optimal, minimising the amount of
energy required. Interestingly, they also discovered that neurons operating
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in warm-blooded animals would be more efficient due to the accelerative
effect of heat on channel delays and time constants.

Low Resting Power
Half of all the energy consumed by the mammalian brain is expended in
signalling, or action potential transmission. This figure is corroborated
by the decrease in energy demands seen during anaesthesia [1]. Within
the neuron, Attwell and Laughlin [95] further found signalling costs to be
four times that of inactive cells, or about 80% of all energy in grey matter,
the portion of the brain excluding long-distance myelinated axons. Therefore, firing an action potential is expensive and would be evolutionarily
minimised.

Spatio-temporal Sparse-coding
Neural networks use a variety of coding schemes to convey information
using action potentials which were discussed in section 3.2. Spiking is
expensive, so the brain makes use of schemes where the the number of
spikes is minimized. Olshausen and Field [103] highlight the fact that
the sparseness of neural activity had been known for some time, but only
recently did it become the subject of empirical study. In a theoretical
study, Levy and Baxter [104] showed that this constraint implied a figure
of between 2–16% cells active on average to maximise representational
capacity. From empirical energy figures, others determined this figure to
be between 1 and 16% [5, 105].
Some of these schemes minimise spiking through the implicit configuration of connections. Since the cost of maintaining dormant connections is
cheap, information can be encoded in the set of active neurons in an ensemble (combinatorial) in addition to precise spiking patterns. Nevertheless,
unnecessary connections still consume power. Estimates put the portion
of total signalling energy expended at synapses between 34% and 85%
[105, 106, 68, 102]. In other words, synapses expend energy comparable to
action potentials, so an energy-constrained brain would want to minimise
them. Spatio-temporal sparse coding also has the benefit of reducing the
amount of noise interference.
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Low SNR & Bandwidth
The molecular interactions which underlie neural signalling are inherently
noisy. Quoting Laughlin [101], “the stochastic nature of receptor activation,
of molecular collision, of diffusion, and of vesicle release, degrades information
by introducing noise”. The Signal-to-Noise Ratio (SNR) is used to quantify
AP fidelity. Bandwidth is a related property, analogous to the rise-time of
a transistor (i.e. frequency-domain bandwidth)—a sharper rising/falling
action potential needs more ion channels, larger currents and therefore
more energy. Both SNR and bandwidth provide diminishing returns on
energy, so the brain has evolved to work with a level of noise.
One way to increase the SNR is by sending the same signal over multiple
channels, but this is of course expensive. A more economical solution is to
use sparse coding and hybrid computation (below). Bialek et al. [53] showed
that spike transmission with linear decoding is robust to considerable noise
when coding analog signals and is in fact an optimal solution.
Hybrid Analog-Digital Computation
The LIF model of a neuron can be perceived in two components: an analog
part which integrates incoming spikes, and a digital part, the thresholding.
As discussed, there is considerable noise in all areas of neural operation,
with too low an SNR for fully digital operation. Although neurotransmitter
release is quantised by vesicles, the membrane potential is essentially
analogly graded. Furthermore, there is no obvious global “clock” signal to
synchronise neurons, and spike timing is asynchronous.
Sarpeshkar [107] designed a parallelized electronic system comprised
of both analog and digital units. His experiment showed that the hybrid
model was more efficient than analog-only or digital-only systems in both
energy and space, and theorised such a synergy to underlie computations
in the brain. This is supported by the mechanics of the LIF model, and the
digital-analog conversion filter results of Bialek et al. [53].
Modularity
In chapter 2, table 2.1 showed that the nervous system is broadly partitioned
into functional areas. This theme of modularity pervades the system at
all levels. O’Reilly [108] reviewed the literature showing how the pre-
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frontal cortex (executive control) dynamically selects other areas of the
cortex for the task at hand. Laughlin and Sejnowski [5] highlighted that
the number of short-range connections dominate long-distance ones and
Sporns et al. [109] showed a recurring “small-world” theme, where most
nodes are connected mainly to their neighbours, with a few connections
to distant nodes. Most activity is clustered, but distant nodes can still be
reached in few hops. Cortical networks are heavily grouped into functional
clusters, with the occasional projection between clusters. Fornito et al. [110]
showed that such a scheme is genetically specified, and may have evolved
to maximise connectional efficiency.
This theory is supported by an ever-increasing body of functional
imaging research. FMRI BOLD (functional magnetic resonance imaging,
blood oxygenated level dependent) scans are commonly used to identify
which areas of the brain are consuming significantly more energy (i.e. more
active) during particular tasks. This is inferred from the oxygen consumed
per voxel (volume element) scanned, which Mukamel et al. [111] have
shown to correlate with neural spiking.
Furthermore, Lennie [105] has claimed that “the brain’s energy consumption does not change with normal variations in mental activity, though it is
reduced by sleep and various pathological states,” which would imply a constantly changing set of active functional regions. The pathological and
tiring state of epileptic seizure is the result of large parts of the brain
becoming simultaneously active.
Oscillation
Neural oscillations are well-known phenomenon, most commonly used
in electro-cardiogram (ECG) analysis. A large number of neurons tend to
fire rhythmically in several frequency bands, which is useful to physicians
when correlated with states of consciousness or sleep. However, oscillations
are present at all levels of the brain for different purposes. Current research
implicates them in cell selectivity, cell clustering, knowledge consolidation
and phasic representation [112]. In other words, oscillation may be one
mechanism underlying some of the brain’s modularity, and is implicated
in the processes of storing memory and spatio-temporal sparse coding.
The related concept of synchrony refers to a temporal window during
which some trace of activity alters the response of some subsequent event.
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Buzsaki and Draguhn [112] claim that oscillation-based synchrony is the
most energy-efficient physical mechanism for temporal coordination. Networks synchronizing in this way can be perceived as phase-locked loops –
where intermittent signals from a distant network are all that is needed to
keep them closely synchronized.

4.2

Digital Computation

Modern digital computers of course use energy very differently. However,
they too have a simple, fundamental computing unit at their core: the
transistor. The original bipolar transistor is a three-terminal solid-state
device in which an input current at the base terminal controls the current
flow through the channel joining the other two (collector and emitter). Like
the neuron, a transistor operates in a non-linear manner when used in
digital circuitry; as the base voltage is raised past its threshold of 0.7V, the
collector-emitter resistance drops from high-impedance to almost shortcircuit.
Processors and most other digital logic today use a newer, more efficient
technology called the Metal Oxide Semiconductor Field-Effect Transistor
(MOSFET). MOSFETs have an insulation layer (originally a metal oxide)
between the control terminal (now called the gate) and the channel, giving
them a very high input resistance. A voltage applied at the gate is enough
to switch the transistor on or off, and it can be modelled as a very tiny
capacitor (fig. 4.1).
Modern digital logic uses the two different types of MOSFETs in a
tandem arrangement called Complementary MOS or CMOS technology.
Figure 4.1a shows an inverter (NOT gate) constructed with p-channel and
n-channel MOSFETs, while fig. 4.1b shows a simplified equivalent circuit.
When a capacitor C is charged to V volts through a resistance R, the
resistor voltage is given by:
t

VR = Ve− RC
so the instantaneous power is:
PR =

1  − t 2
Ve RC
R
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VDD

VDD

p-channel
A

S1

A
RS
n-channel

CG
S2

RL

Figure 4.1: A MOSFET inverter (left) and equivalent circuit (right). Each transistor can
be envisaged as a gate capacitance (CG ), which controls a switch (S1 and S2 ). As they are
complementary, exactly one switch is closed at any time for an ideal transistor. As the
transistors are imperfect, there are tiny series resistances (RS ) and large leakage resistances
(RL ).

Integrating this over an infinite charging time gives the total energy dissipated in the resistor:
ˆ∞
o

V 2 RC − 2t
PR dt = −
e RC
R 2


∞

=
0

CV 2
2

Remarkably, this figure is independent of the resistance R (even when it is
nil – the capacitor paradox). When the capacitor is discharged, the resistor
experiences a similar voltage profile, and dissipates the same amount of
energy, the energy stored by the capacitor. So over all MOSFETs in an entire
CMOS chip, over one clock cycle, CV 2 joules of energy is dissipated, where
C is the total chip switching capacitance. At a clock frequency f Hz, the
overall dynamic power figure is therefore:
P = CV 2 f

(4.1)

This assumes that every transistor switches at every clock cycle. It also
ignores the leakage currents which occur all the time which are termed
static power consumption. This occurs a) during the short period when
complementary transistors are transitioning state and a temporary short
circuit occurs, and b) due to a small, constant current into the substrate.
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Nevertheless, static power used to be generally small, so CMOS logic
consumed most of its power while switching.
From transistors, logic gates and flip flops are constructed. These in
turn are used to build registers, memories, logic units and processors,
which ultimately constitute a microcomputer. CPUs generally operate synchronously, meaning all transistors may only switch state at the transition
of a periodic clock signal which is propagated throughout the chip.
From eq. (4.1), it follows that increasing the frequency also increases
power consumption. However to do that, the voltage must also be increased
to allow the capacitors to charge/discharge quickly enough. In practice, the
power consumed in a chip varies roughly with the cube of the frequency
[113].
To keep pace with Moore’s law all other things being equal, the energy
required by computers would have had to increase exponentially over
the decades. This of course has not happened, because the problem was
identified and mitigated. The field of energy-aware computing was ushered
in around the turn of the century, and its methods will now be reviewed
[114].

4.2.1

Hardware Techniques

As clock rates increased, first heatsinks and then active cooling (fans) appeared to dissipate the increasing heat generated in silicon chips, to prevent
damage at high temperatures. One way to reduce power consumption was
to shrink transistor size, thus reducing the gate capacitance. This was also
required because at high frequencies, the time taken for a clock signal to
cross the entire die became comparable to the clock period. As a result,
transistor sizes have been dropping steadily in pace with Moore’s law.
However, smaller transistors suffer increased leakage currents, and with
contemporary CPUs leakage power losses have become comparable to
switching losses [115]. That is, the property of MOSFETs using negligible
power when in a stable state is no longer true. Switching and leakage losses
increased until the early 2000s, until cooling them became impractical,
approaching the volumetric thermal outputs of nuclear reactors [116]. This
is the reason why CPU speeds plateaued at approximately 3 GHz.
To satisfy the exponential demand for compute power, chip manufacturers turned to adding more CPU cores per die – multicore architectures.
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In this scheme a single chip operates as two or more separate CPUs, in
symmetric multiprocessing (SMP) similar to earlier multi-chip systems. In
theory a two core chip can perform twice the number of calculations per
second, however in practice this is not the case. Firstly, each CPU must
contend with the other for shared memory and other resources. Secondly,
to exploit the additional CPUs, software needs to be explicitly designed to
exploit the parallelism using concurrent programming, often a non-trivial
task. Some operations simply cannot be parallelized, limiting the speedup
possible (Amdahl’s law [117]). Thus, while Moore’s law continues into the
future, effective use of compute power grows less rapidly.
In addition to simply adding cores, various other means for sharing
CPU resources have appeared. In chip-level multithreading, multiple execution threads can occupy the same physical core by interleaving functional
units. Discrete functional units had become available in the chase for clock
speeds when individual instructions were divided over multiple clock periods to share CPU resources with adjacent instructions—the superscalar
architecture. It is also quite common to have the inefficient situation where
some cores sit idle. This can be exploited by disabling unneeded cores
or downscaling their frequency. The Intel TurboBoost feature uses the
spare thermal capacity to upclock the loaded cores, increasing throughput.
Multicore technology continues to evolve, having become commonplace
from desktops to smartphones. Current research takes several directions,
including bespoke and reconfigurable embedded architectures [118], and
highly parallel processors designed to invoke only a number of specialized
cores at any time (“dark silicon”) [119].
CPUs are now built with a number of low power states, and the ability
to reduce their own clock rates [113]. The first power-control features were
introduced with the Advanced Power Management (APM) framework in
1992. It allowed software to query the BIOS for things like CPU usage and
battery life, and enter one of two low-power states (standby and suspend).
APM was superseded by the Advanced Configuration and Power Interface
(ACPI) in 1996. ACPI refined the concept, providing a set of power states
controlling system, CPU and device operation. Peripheral devices could be
individually disabled to save power. The specification also made provision
for multiple performance states, supporting dynamic voltage and frequency
scaling (DVFS)—the ability to adjust the clock rate on-the-fly—also known
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State

GHz

Voltage

Watts

State

GHz

Voltage

Watts

P0

3.20

1.450

130

P7

2.20

1.275

77

P1

3.06

1.425

122

P8

2.00

1.250

68

P2

3.00

1.400

116

P9

1.80

1.175

55

P3

2.80

1.375

107

P10

1.70

1.150

50

P4

2.66

1.350

100

P11

1.50

1.125

42

P5

2.60

1.325

94

P12

1.40

1.100

38

P6

2.40

1.300

85

Table 4.2: DVFS power states for a 3.2 GHz CPU, showing required voltage and power
figures decreasing with frequency. Reproduced with permission from [120].

by the trade names SpeedStep and PowerNow. Table 4.2 lists the ACPI
states and wattages for a 3.2GHz CPU with DVFS.
Adaptive software continually monitors die temperatures to ensure
that their thermal design power (TDP) is not exceeded. In that event, a
low-power state is entered or downclocking is performed, retarding CPU
throughput until temperatures are more acceptable. In addition to suspend
states, lowered clock rates are used to conserve power during idle periods.
Research into further ways of reducing power consumption is rapidly
expanding [121]. CPUs have already begun to exploit resonance as a
cheaper way of propagating clock signals across the die, reducing clocking
energy by one quarter [122]. Going even further, clock-free logic has been
shown to use 60% less energy [123]. Another avenue is through accepting
imperfect results in applications that can tolerate it, like video decoding.
This idea is termed approximate computing or ‘good-enough computing’
[124]. ‘Sloppy chips’ permit power saving by accommodating the errors that
appear when transistors are shrunk and operated in suboptimal conditions
[125, 126, 127].

4.2.2

Software Techniques

Some of the hardware features mentioned above require software to utilise
them. To date, the operating system (OS) is generally charged with invoking
them in response to system-wide performance monitoring. Indeed the term
“power-efficient algorithms” has been somewhat synonymous with this
domain, but is increasingly less so.
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In modern systems, the OS scheduler adjusts the system power-state
and/or clock rate depending on the cputime demanded by running processes. It drops into a lower power state when idle, with the consequence
that a CPU or core no longer consumes constant power. Sitting idle consumes a baseline static power (ps ) while CPU load imposes an additional
dynamic power (pd ). Thus, minimising cputime—the amount of time a CPU
is actively executing system or application instructions—is one avenue of
reducing energy consumption. If the operating system scheduler runs at
intervals of t period , and tcputime is the total cputime during that interval:
pd ∝

tcputime
t period

ptotal = ps + pd

(4.2)
(4.3)

The scheduler determines when to switch power states or clock rates
in response to changing workload sets. A theoretical framework called
competitive analysis is used to judge the efficiency of algorithms using a
theoretically optimal algorithm with full knowledge at the start of execution
[113]. Practical algorithms however must adapt as new jobs appear, and
may be assessed by comparing them to the ideal. These ideas have also
been extended to wireless radio control [113], the latter being a significant
consumer of power in mobile devices [128].
From the foregoing discussion, it is clear that application software is a
big determinant of the amount of power a computer system uses. Before
the advent of the smart phone, only embedded software developers gave
much notice to this, but this has begun to change. For example, at least one
of the reasons why Adobe Flash is not supported in Apple iOS is its video
codec’s inefficient use of CPU [129].
Esmaeilzadeh et al. [130] measured the true power consumption of
a system under various workloads, using both native (e.g. C++) and
managed (e.g. Java) code, single- and multi-threaded. They found that
determining application power use is not straightforward, but software
developers need to start focusing on power optimisation. One possible
way of embracing the ‘good-enough computing‘ paradigm is using special
programming language constructs as in the EnerJ language [131]. Sampson
et al. were able to realize energy savings up to 50% by porting different
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kinds of software to a hypothetical architecture supporting approximate
computing.
Nevertheless, the vast majority of application software today does
not consider energy usage patterns. However, with the continuance of
Moore’s law in doubt and the emergence of more esoteric power-saving
architectures, this may in time become a field in itself.

4.3

Parallels

From the previous two sections, it is apparent that several efficiency techniques are common to both the brain and silicon chips. It is remarkable
that most of these similarities have arisen in silicon without any specific
attempt at biomimicry; engineering has gone through a similar path as
evolution.
In both cases, the miniaturisation of features demands less energy. In
1961, Rolf Landauer [132] postulated that the act of destroying a bit of
information implied a fundamental release in energy of 0.7kT or 3 × 10−21
J [133]. This figure, often considered a lower bound on computation energy,
has had analytical and empirical support more recently [134, 135]. The
Green500 leader TSUBAME-KFC [3] performs 4.5 billion floating point
operations per Joule, or about 2 × 10−10 J/flop. Taking into account that
a single floating-point operation involves many bit operations, digital bit
manipulations would still remain about 8 orders of magnitude greater than
the limit. Remarkably, this is comparable to the 6–9 orders of magnitude
required for spike transmission (section 4.1.1). The fraction of energy
currently used by chips for signalling (static to dynamic power) is also
comparable to neural signalling—roughly half [115]. In other words, both
make use of event-driven computation in some form.
While transistor energy appears to already be comparable to neural
computation, following past trends it could eventually be much better.
This argument relies on computation being irreversible however, something
which could be circumvented by ongoing research into reversible computing. The computation conducted in a floating-point operation is also very
different to that in neurons, so this comparison is of limited significance.
In terms of noise and bandwidth however, transistors and neurons are
very different – computers depend on precise and reliable calculations,
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which require a strong SNR. Digital computers intrinsically do not perform
any analog computations. However, ongoing research into good-enough
computing may change these properties. As for oscillation, resonance-based
clock distribution is already saving chips power.
The theme of modularity reappears in computers. Superscalar architectures (CPU pipelining) separates CPU functional units to be shared amongst
multiple instructions, maximising use. Multicore and heterogeneous architectures allow workloads to be divided between cores, or loaded onto
specialized processors respectively. Locality in cache and memory as well
as timesharing could be perceived as modularization as well. However, the
phenomenon of spatio-temporal sparse coding is not readily discernible.
Hence there already exists considerable common ground in poweroptimisation between biology and engineering. The work of this thesis is
to extend this to artificial neural networks, via the ideas of spatio-temporal
sparse coding and good-enough computing.

4.4

Faster Artificial Neural Networks

From the context of artificial neural networks, computational efficiency
generally reduces to runtime. That is, how long a network needs to
run (and hence the energy it consumes), to learn from offline data or to
simulate a spiking network of some complexity. As compute power and
neural network knowledge increase however, it can be expected for neural
networks to process data rapidly in a more real-time manner.
For the multilayer perceptron (section 3.1.1), the state of every neuron
needs to be calculated during the forward pass, and every delta needs to
be calculated during each backward pass. There are generally no short-cuts
to this process. However, the process of traversing the error space can
be improved. Simply switching from batch learning (summing weight
updates over the whole dataset before applying them) to online learning or
stochastic gradient descent yields an appreciable speedup [93]. Hence the
latter method is used throughout this thesis.
Another way is to use a diminishing momentum term, where previous
steps through the error space influence the current one, thus escaping
some local minima. Higher-order techniques approximate the shape of
the error surface and use that to take larger jumps towards the solution
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quickly. The Levenberg-Marquardt algorithm or damped-least-squares
method interpolates between Newton’s method and gradient descent [136].
RProp or resilient propagation [137] is another method which adjusts
the learning rate using only the sign of the error gradient, ignoring its
magnitude. QuickProp is a third method, which approximates the error
surface as a parabola [138].

4.4.1

Spiking Networks

When it comes to spiking networks however, more interesting possibilities open up. Conventional SNNs evaluate the state of every neuron at
synchronous timesteps, commonly 1ms or less [56]. This is extremely
compute-intensive, and ignores the sparseness of neural activity. As an
example, the IBM brain simulator [66] runs models of 900 million and
1.6 billion Izhikevich neurons at 80 and 650 times slower than real-time
respectively.
Event-driven (ED) or discrete-event simulations, first presented by Watts
in 1994 [139], exploit the sparsity of neural activity to minimise the amount
of computation required. Such a simulator iteratively evaluates only active
neurons, while identifying future points when neurons will become active.
ED simulators have been used in various spiking network circumstances
[140, 74, 141, 142, 143, 63], and have been extended to distributed computing [144]. Event-driven simulations could theoretically simulate brain-sized
networks in real-time. They are also more accurate than timestepped
simulations, because times are no longer quantized by the timestep.
Another method for reducing the computational load of SNNs is the
lookup table proposed by Ros et al. [145]. In this case, many expensive
exponential and other floating-point operations can be replaced with rapid
memory lookups. Their particular implementation entails reduced accuracy,
but this need not be the case. A third method for accelerating SNNs is by
using the vector processing units of graphical processing units (GPUs) [146],
which yields speedups from 5 to 20 times. While it is a useful method, the
limits of the GPU architectures and their specialized programming limits
its utility.
Other groups in the field are pursuing a purely hardware approach.
The SpiNNaker project [147, 24] aims to construct a supercomputer based
on custom, digital spiking hardware using only a hundredth the power of a
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traditional simulator. It achieves this using a massively parallel architecture
composed of bespoke low-power processors without global synchronisation
(clock-free), which being noisy, tolerates a lack of full determinism [24].
The BrainScaleS project [148] goes even further, using a custom analog
architecture which is up to 104 times faster [149]. In this case, modified LIF
neurons (section 3.3.1) are reproduced using actual capacitances and other
analog elements in banks on a single silicon chip. Chip-makers Qualcomm
and IBM have invested in similar research to build spiking network chips
[150, 151]. Qualcomm envisages their chip to be the first Neural Processing
Unit (NPU) co-processor.

4.4.2

Accelerating SpikeProp

For SpikeProp and other gradient-descent type algorithms, the higher-order
techniques mentioned earlier will still work. Levenberg-Marquardt [152],
RProp and QuickProp [153] have all been ported to SpikeProp successfully.
The latter two have shown roughly 80% faster convergence time, though
Masaru et al. [88] claim that SpikeProp’s time quantisation limits the utility
of such techniques.
Schrauwen et al. [154] derived additional learning rules for synaptic delays, time constants and thresholds. Those parameters were constant in the
original algorithm, and dependent on an intuitive selection process. Using
these new rules, ten times fewer weights were needed, and convergence
occurred twice as fast.
This research proposes that SpikeProp could be enhanced both by
event-driven simulation and lookup tables. This would be one of the first
instances of these techniques being applied to a spiking learning algorithm
as opposed to a dynamical network. In addition, still further short-cuts are
available in the spiking nature of the algorithm, allowing training time to
be reduced further. These are discussed in chapter 6.

4.5

Measuring Computation

When comparing artificial neural networks of the same type, the number
of epochs (one pass over every training record in the dataset) is commonly
used to compare learning performance. However, across algorithms this
figure is not directly comparable because the amount of computation
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per epoch can vary significantly. This discrepancy is seen in [76], where
SpikeProp needs three orders of magnitude fewer epochs than Backprop
while it would be expected to run more slowly.
In this work, the cputimes of each training and testing run were measured to compare the two algorithms. Cputime is the amount of time a
process is scheduled on a processor core by the OS, which is independent
of other running tasks except for context switching overhead. Switching
overhead or ‘system time’—as opposed to application or ‘user time’—was
also measured and found to be negligible. Cputime gives an accurate
indication of the computational load of a program, which from earlier is
closely related to the energy it consumes. Cputime is a better measure than
runtime, which can be influenced by other running tasks via multiprocessing. The term ‘speed’ which usually refers to runtime is used to refer to
cputime here. To ensure context switching overheads remained negligible,
the number of other applications running simultaneously was minimized.
As another measure of computation, the number of floating-point operations completed was determined using performance management counters
on the processor. This is because most of the computation performed in neural network algorithms is floating-point, and furthermore such instructions
are generally more costly than integer ones. The open-source Performance
API (PAPI) [155] provided a simple high-level framework for accessing
performance counters by process, without any low-level programming.
From the many preset events available, the PAPI_FP_INS counter was used,
giving the total floating-point instructions executed (including memory
loads and stores). Modern CPUs also have power estimate counters [156],
which are one promising avenue for future work.
Another common feature of spiking network research is that researchers
tend to cherry-pick and publish successful runs, without giving a bigger
picture as to how often an algorithm works well, particularly across a range
of datasets. This is understandable because:
1. the field is relatively new and in a phase of discovery,
2. the parameter space is large and tuning is time-consuming,
3. simulations, especially with suboptimal parameters, can take very
long to run.
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To ensure the robustness of the experiments in this thesis, every configuration was run with a range of random seeds numbering at least 20. In this
manner, it is possible to observe how often the competing algorithms or
parameter sets converge, how many epochs are usually required, as well
as the cputime and number of floating-point instructions elapsed. Such
results are important if spiking networks are to gain greater acceptance in
the machine learning community.
This and the preceding two chapters have now provided the foundations
underpinning the experiments in this thesis. The next three chapters will
describe those experiments and present their results.
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CHAPTER

Analysing SpikeProp
If we knew what it was we were doing,
it would not be called research, would it?
– Albert Einstein
The neural network framework used in this research is described in
this chapter, followed by some initial experiments to verify its operation.
Several interesting behaviours observed while running these experiments
are reported, which have not been previously documented. The SpikeProp
algorithm is then analysed in detail to investigate their causes. Lastly,
experiments are run to compare the computational demands of the original
SpikeProp algorithm to the multilayer perceptron over several datasets,
establishing a baseline for improving SpikeProp.

5.1

Implementation

Since computational load can vary across implementations and environments, care was taken to control for as many variables as possible. To
eliminate as many runtime effects as possible, the neural network simulator was coded in C++, implementing both SpikeProp and the MLP.
The simulator uses a common framework for handling datasets, running
training sessions and measuring computational load. As introduced in the
previous chapter, the simulator measures both the cputime and floatingpoint instructions using PAPI for both the training and test phases of each
algorithm.

5
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The simulator was developed with a graphical interface (fig. 5.1) using

the Qt library originally in order to streamline the process of integration
with the stance application described in chapter 7. However, the ability
to display the instantaneous states of the weights matrix and membrane
traces proved invaluable in both debugging the SpikeProp implementation
as well as analysing the various behaviours described in section 5.5.
The object-oriented paradigm was used, with objects representing neurons, synapses, networks, and algorithms (Backprop and SpikeProp) in
order to manage the complexity of the SpikeProp implementation, the analyses and extensions. All such objects were allocated in arrays, making the
computational difference between a purely matrix-based implementation
negligible, although the memory usage could be worse. The Backprop
implementation shares the same network representation as SpikeProp, but
with only a single synapse between two connected neurons.
Earlier implementations of SpikeProp, for example that of Moore [87],
were not designed for the purpose of measuring computational performance. As this is the key focus of this work, care was taken when implementing the algorithm using best practices to minimize computational
complexity. This was achieved in several passes of refactoring once the
algorithm’s operation was verified. The Backprop implementation was similarly scrutinized. No optimisation specific to the experimental computer
was carried out beyond the maximum level of compiler optimisation (-O3
with GCC 4.7.2).
Both algorithms were not explicitly vectorized for use with highlyoptimised libraries like BLAS (Basic Linear Algebra Subprograms). This
should eliminate the effects of special computational tricks in such libraries,
revealing the true algorithmic computational differences. The use of such a
library may improve the results of both algorithms, though their computational complexities are unlikely to change.
Although not necessary, the simulator was implemented using one
thread for the GUI, one for the training phase and one for the testing phase.
This design decision was again made with respect to the intended practical
application described in chapter 7. For the experiments in this thesis, all
threads were locked to one core. Thread switching overhead was found
to be negligible. During experiments, all GUI components including the
console were disabled and the application window was minimized in order

Figure 5.1: Screenshot of the neural network simulator used in this research. Note that the
Simulation Controller has not been updated. The inspector shows a trace using the ramp
SRF described in the next chapter.
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to eliminate any interface interference. All experiments were conducted on
a 3 GHz Intel Core 2 Duo CPU with 2GB RAM running 32-bit Linux 3.5.0.

5.2

Datasets

A number of datasets were used to verify the generality of the results
in this thesis. First, networks were trained to perform the XOR function,
the simplest non-linear test function. Three standard datasets were also
used, obtained from the UCI machine learning repository [157] – the Iris,
Breast Cancer (WBC) and Hepatitis datasets. The first two were also used
in the original presentation of SpikeProp by Bohte et al. [76]. Variants of
those datasets using receptive fields were also tried (Iris-R and WBC-R). This
technique essentially spreads each input over several neurons, the need for
which is described in section 5.5. The properties of each dataset and the
corresponding networks are listed in table 5.1.
The Iris dataset is a classic one in machine learning, with 150 records
of four real-valued measurements of Iris flowers. The attributes are used
to identify one of three classes of the flower. The Wisconsin Breast Cancer
(Original) is a larger dataset containing 699 records composed of various
attributes of images of breast masses, with labelled data to indicate whether
the mass was benign or malignant. Sixteen records contained missing
values which were removed from the dataset.
The Stance datasets were created from the Time of Flight project described in chapter 7. The datasets are derived from the same underlying
data: 1143 records of the locations of 9 body parts in two dimensions, and a
number corresponding to one of eight stances of the performer (see fig. 7.2),
or zero if none was detected. The Stance-A datasets have a single numeric
output which represents the stance with the closest integer value. The
Stance-B datasets have an output neuron for each stance/no stance. Details
of the derivation of the stance datasets are provided in chapter 7.
Of the records in the Stance datasets, 66% were found to contain missing
values. To verify the findings of experiments in chapter 7, the Hepatitis
dataset was selected. This dataset is common in missing value research
because 48% of its records contain missing values. It contains 155 records
with 19 attributes arising from the examination of hepatitis patients, and a
class indicating whether the disease proved to be fatal or not.
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Dataset (R/F‡)

N

Train/test

Miss.†

Attrs.

Network

Size

XOR

4

4/4

0

2

3, 5, 1

9

Iris

150

75/75

0

4

5, 4, 3

12

Iris-R (12)

150

75/75

0

4

49, 10, 3

62

WBC

683

342/341

0*

9

10, 5, 2

17

WBC-R (7)

683

342/341

0*

9

64, 15, 2

81

8,50/1143

0O

18

18, 9, 1

28

18

18, 9, 1

28

Stance-A-full

1143

Stance-A-sans0

511

8,50/511

0O

Stance-B

1143

1028.5/114.5♦

750

18

19, 7, 9

35

Stance-B-missonly

750

1028.5/750♦

750

18

19, 7, 9

35

155

139.5/15.5♦

75

19

20, 10, 2

32

75

139.5/75♦

75

19

20, 10, 2

32

Hepatitis
Hepatitis-missonly

Table 5.1: Experimental datasets and network parameters, †records with missing values,
‡number of receptive fields. *The sixteen records containing missing values were removed
from the original Breast Cancer dataset. O The missing values (zeroes) in the Stance-A
dataset were treated as valid data. ♦ Ten-fold cross-validation, the halves indicate fold set
sizes of integers on either side (see section 7.5).

As the goal was to observe differences between Backprop and SpikeProp on similar networks, the same network topologies were used for each
network, apart from the number of subconnections required by SpikeProp
(noted in the parameter table of each experiment). That includes an extra
input for the SpikeProp reference neuron [90], which is not strictly required
for Backprop. For the XOR, Iris and Breast Cancer datasets, the same network topology was used as Bohte et al. [76] for the purposes of comparison.
The 3,5,1 XOR network for example, is known to be overspecified [87]. For
the remaining datasets, a reasonable topology was selected which may not
be the optimum.
The Iris and Breast Cancer datasets were divided into two equally sized
datasets (±1 record), one of which was used for training and the other for
testing. The reverse case was tested to check that training was generalizable,
though only the unaveraged conditions (epochs, cputime, etc.) of the first
case are presented. This is reasonable because the focus on those datasets
are the properties of the training and testing processes, not the classification
performance. For the XOR problem, the entire dataset was always used,
while ten-fold cross validation was used for the Stance-B and Hepatitis
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datasets. Training on the Stance-A dataset is described in more detail later.

5.3

Data Encoding

All datapoints in the datasets used were first scaled to [0..1] over the ranges
of their fields. These were then re-scaled to suit each algorithm. For
Backprop, the inputs were rescaled to the range [-1, 1] and the hyperbolic
tangent activation function was used as it is accepted as being faster than
the logistic function [158]. Backprop weights were randomly initialized in
the interval [-2..2]. These parameter settings were sufficient in all cases,
and no further parameter tuning was done.
For SpikeProp, the datapoints were scaled to the time intervals described
in the parameter table of each experiment. Because of its timestepped
nature, every SpikeProp input must be quantized to the nearest timestep. Of
course in this process, some information is lost. Therefore when designing
a network for use with SpikeProp, some testing is needed to determine
whether the timestep and coding range is enough to capture all information
necessary for classification. If this is not the case, network accuracy will
simply plateau out at a level lower than desired. This is discussed in more
detail in the next chapter.
SpikeProp weights were initialized to real numbers between the parameters weight_init_max and weight_init_min inclusive, noted in the
given parameter tables. Weight initialization in this chapter was done by
Moore’s [87] method 2, which is described in the next section. The next
chapter introduces some new methods, and presents some guidelines for
selecting weight initialization ranges.

5.4

Initial Experiments

The first goal was to establish that the simulator performed correctly, and
could reproduce the learning behavior of SpikeProp on the basic XOR
problem. This was verified against the results of Bohte and Moore [76, 87].
As an initial goal of this thesis was to implement real-time processing of
depth camera frames, some initial tests were carried out using derivatives
of the Stance dataset which were published in [159]. In this experiment,
SpikeProp was applied to several variations of the Stance-A dataset, all of
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Parameter

Value

Description

η

1

Learning rate

srf

alpha

Spike response function

τ

7

SRF time-constant

ϑ

50

Spike threshold (see text)

∆Tin

6

Input spike interval (ms)

∆Tout

8

Output spike interval (ms)

Tout

10

Output spike delay (ms)

reference neuron

no

Additional input with spike time 0

inhibitory neurons

{0, 1}

Inhibitory hidden neuron count

subconnections

16

Synaptic terminals per connection

Wmin , Wmax

1, 10

Weight initialization range

weight_init_method

2

Weight init. method (see text)

weight_random_seed

3

Random seed for weight init.

negative weights

yes

Permit negative weights

max_steps

5000

Max. steps per simulation

timestep

0.1

Simulation step size (ms)

target

-

Training target

max_epochs

{1500, 3000}

Epochs to wait for convergence

Table 5.2: Listing of parameters used in initial experiments.

which had a single real-valued output to represent the stance of the nearest
integer. Because learning was possible without a reference neuron, none
was used.
In the 18,9,1 networks used, one of the nine hidden neurons was
switched from excitatory to inhibitory to investigate its effect. Most of
the parameters used for this experiment were kept comparable to those
used by Moore for the XOR problem, as shown in table 5.2. Input spike
times were mapped from 0–8ms and output values from 10–18ms.
The full dataset includes all 1143 records, from which the 511 records
detecting a stance were extracted to form the sans0 dataset. The remaining
632 records in effect contain ‘negative’ examples, i.e. poses not matching
the eight recognized. From each of the full and sans0 datasets, a random
sample of 50 records was chosen for training (containing examples of all
stances), as well as a ‘minimal’ sample containing one example of each
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stance. The idea with the latter was to see how well the network could
learn from a single training example acting as a ‘support vector’.
SpikeProp was run on the training data for 1500 epochs on the random50 sets, and 3000 epochs for the minimal sets. The average mean-squarederror (MSE) over all records in the training set was calculated every 10
epochs to monitor the training process. At the end of the maximum number
of epochs, the network was validated against the entire dataset (full or
sans0 respectively) to obtain the average MSE. From these runs, the best
MSE figures were also extracted. Note that average MSE figures were used
here, but subsequent experiments use total MSE to be consistent with Bohte
and Moore [76, 87].

5.4.1

Results

Figures 5.2 and 5.3 show the gradual learning process of SpikeProp on the
sans0 and full datasets respectively. Surges in error usually meant that the
final MSE over a training run was not usually the best MSE. The best, final
and full-set errors for each run are listed in table 5.3. The networks were
clearly able to learn, with those having an inhibitory neuron performing
better, and minimal datasets being learned to greater accuracy.
The full-set MSE figures and inspection of the prediction results indicated that the networks did not generalize sufficiently over the full dataset
to be used for reliable stance detection at this stage. The average MSE
value does not truly reflect how fit for purpose the networks currently
are; an additional performance metric would be required to better capture
classification performance after discretizing the real-valued outputs.

5.4.2

Discussion

This attempt at implementing SpikeProp and adapting it to the stance
recognition problem was successful. An XOR network was verified in the
process of testing the implementation. The new stance networks were then
able to learn reliably, though not yet to the standard required for accurate
stance detection. From looking at the best MSE figures, which ignore
the surge behavior, it is seen that having an inhibitory neuron generally
improves performance. Why this should be so when negative weights are
already allowed is most probably due to the weight initialization method;
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2

10

rand50 inh1
rand50 inh0
min8 inh1
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Figure 5.2: Learning progress of networks using the Stance-A-sans0 dataset. Rand50
refers to the 50 random record datasets, min8 refers to the minimal 8 record datasets, and
inh0/inh1 refer to the number of inhibitory neurons.
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Figure 5.3: Learning progress of networks using the Stance-A-full dataset. Legend
definitions are similar to above.
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Avg. Mean-Squared Error
Training Set

Network

Epochs

Best

Final†

Full-set‡

sans0_rand50

18,9,1 (inh 1)

1500

0.0658

1.271

1.313

sans0_rand50

18,9,1 (inh 0)

1500

0.254

0.602

0.730

sans0_min8

18,9,1 (inh 1)

3000

0.001

0.050

3.496

sans0_min8

18,9,1 (inh 0)

3000

0.233

0.607

2.298

full_rand50

18,9,1 (inh 1)

1500

0.742

2.986

3.134

full_rand50

18,9,1 (inh 0)

1500

1.170

1.594

3.018

full_min9

18,9,1 (inh 1)

3000

0.008

0.056

13.020

full_min9

18,9,1 (inh 0)

3000

0.357

0.800

10.609

Table 5.3: Initial training performance on the Stance-A datasets. †Average MSE over
training data. ‡Average MSE at final epoch, over entire -full or -sans0 dataset.

only positive weights are used.
Increasing the proportion of inhibitory connections—as found in the
brain’s cortex—may yield improvements. Using a winner-takes-all output
encoding (multiple output neurons) and/or receptive fields is likely to yield
better performance. This is because the exact timing of spikes becomes less
critical and is less likely to be influenced by input noise.
The process of implementing and using SpikeProp was found to be considerably harder when compared with the MLP. Firstly, it has many more
tunable parameters which need to be adjusted to the dataset (see table 5.2),
and limited selection guidance is available. Detailed parameter tuning
guidelines are collated in this thesis in section 6.6. SpikeProp unfortunately
compounds the neural network problem of careful dimensioning and close
parameter tuning. Secondly, a number of behaviours were observed:
• Convergence was seen to ‘surge’ or exhibit instability. SpikeProp
generally converges, while occasionally diverging greatly.
• At the outset, less than half the weights are altered during each
iteration, but this number gradually increases with the number of
epochs (see table 5.4).
• Simulator runtime gradually slows down seemingly exponentially
with epochs. This may be related to the previous point: as more
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Table 5.4: Sample of weights after several epochs of training. After being initialized to 7,
only the first five in this connection had changed. Delays are in timesteps.

synapses need to be computed per epoch, computation takes longer.
• Experiments with no inhibitory hidden neurons slowed down much
more quickly than ones with them.
• With some initial weight configurations, two failure modes were
observed:
– Neurons fail to spike at all, a requirement for the SpikeProp
algorithm.
– The denominator of eqs. (3.5) and (3.6) occasionally evaluated to
zero, causing a divide-by-zero error.
Others may have been including these occurrences under the umbrella of “did not converge”. They appear regularly in long-running
SpikeProp training sessions.
• Networks were able to learn without a reference neuron, showing
that one is not always necessary.
Therefore, although SpikeProp is similar in methodology to Backprop, it is
not a straightforward substitute. In presenting the algorithm, Bohte et al.
[76] demonstrated the algorithm on the XOR problem and some common
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machine learning datasets, but the specific procedure for choosing parameters, and some of the pitfalls listed above were not discussed. Researchers
attempting to use SpikeProp will encounter similar issues.

5.5

Analysis of SpikeProp Convergence

To understand some of the phenomena observed above, an analysis of the
SpikeProp algorithm is now performed. A full derivation of the SpikeProp algorithm is provided in appendix A, using alternative mathematical
notations to avoid ambiguity. This analysis uses that notation, and the
algorithm itself is listed in appendix B.
Firstly, the half-squared-error function E (eq. (3.4)) is used to test
whether the network has reached an appropriate level of convergence.
Note that it is not mandatory to use this function. For example, if it is desired for the output neurons to fire within φ ms of the target, the following
termination condition could be used instead:
max(t j − Tj ) ≤ φ
j∈ J

(5.1)

where J are output neurons, t j is the actual output spike time and Tj is the
desired spike time. SpikeProp will continue to converge as before, since E
is implicit in the equations derived in appendix A.
Time Quantization
The membrane variables of neurons in SpikeProp are calculated at fixed
timestep intervals, meaning that all spike times are quantized to those intervals (termed aliasing). For inputs, this may mean critical discriminatory
information is lost. For the outputs, it limits network accuracy.
There are several ways to solve this problem. The first is to reduce
the size of the timestep, which comes with a corresponding increase in
compute time. Another is to stretch the input/output coding intervals,
delays and time constants such that more timestep quanta are available
for data representation. As each simulation run takes longer, there is also
a computation delay. It is possible that using a spreading function to
re-map inputs evenly over the input interval may overcome the need for
the previous two methods.
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The receptive field (R/F) method is a third alternative, described in [76].
R/Fs map a single datapoint over multiple input neurons to achieve a
similar spreading. In Bohte’s method, each dataset input is mapped to n
neurons which have overlapping gaussian responses over the range of the
input. This is a biologically plausible encoding, however simpler mappings
may also work.
Masaru et al. [88] found that time-stepped evaluation makes the error
surface stepped and rough, introducing many minute local minima. According to them, this limits the usefulness of higher-order optimisation
techniques, which accelerate gradient-descent by approximating the shape
of the error surface and jumping more rapidly to the minimum (section 4.4).
Aliasing is likely to introduce further noise where the membrane potential only briefly breaches the threshold during a timestep and the spike
is missed. This should be exceedingly rare if the synaptic time-constant
is large relative to the timestep. These aliasing problems could be eliminated by using an analogue implementation, or asynchronous event-driven
computation which offers compute-time benefits as well. However, as
floating-point numbers are limited in precision, there will always be a
degree of aliasing.
Topology
Sporea et al. [90] clarified the need for a reference neuron. Without an input
neuron that always fires at t = 0, the network in general has no way of
differentiating input patterns of simultaneous spikes, drastically reducing
the number of functions it can learn. Nevertheless, the previous experiment
showed that some datasets can still be learned without a reference neuron.
Bohte et al. also introduced inhibitory neurons which produce inverted
inhibitory PSPs (IPSPs) at target neurons. Such a neuron is equivalent to
multiplying all the outgoing weights of an excitatory neuron by −1. They
claimed that using a single inhibitory hidden neuron was necessary for
the XOR example [76], but only if the connections’ weights had the same
polarity. As they pointed out, this is due to the fact that the membrane
variable at the target neuron is no longer monotonically increasing. Takase
et al. [89] found that such a condition causes surges—large divergences in
error between epochs. As training progresses and the membrane variable
x j (t) is raised or lowered, the spike time ‘jumps’ across any dips, produc-
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Method
1

Description

Iters.

Fail%

Tech. Fail%

Every weight randomly chosen

148.1

1.5

0.5

187.1

9.5

5

121.1

11

0.5

from [1..10], threshold 50
2

Weights within connection equal,
randomly chosen from [1..10],
threshold 50

3

Weights from method 1 normalized
by (5 × 14), threshold 1

Table 5.5: Weight initialization methods and results from Moore [87], Experiment 7
(pp49). Each method was used for 200 trials of the XOR network. Iterations is average for
successful convergences, Fail% = Technical Fail% + conventional non-convergence.

ing a surge. This condition also arises without inhibitory neurons, as a
consequence of the decaying spike response and negative weights. Moore
found however, that IPSPs were not strictly necessary for convergence, a
property verified in the next chapter. Care must be taken to ensure that the
derivative of inhibitory spikes is also inverted when calculating deltas.

Initial Weights
A method for selecting initial weights or thresholds was not described
by Bohte et al. PSPs arriving at a neuron are scaled by their weights,
therefore they are related to the spike threshold—too low a threshold and
late incoming spikes will be ignored, too high and the neuron will not
fire at all. Hence, weight initialization must be done more carefully than
Backprop. Moore [87] examined this problem in more detail, comparing
three different weight initialization schemes. His results are reproduced in
table 5.5. Method 3 was the fastest converging, at the cost of a high failure
rate. The conclusion is that there is a trade-off between convergence speed
and failure, which is explored next. He also found that methods 1 and 2
worked with a large learning rate of 1, while method 3 requires smaller
learning rates (pp88), i.e. the learning rate is affected by the threshold.
Lastly, Moore found that a mixture of positive and negative weights could
actually improve performance, and might in fact supplant the need for
inhibitory neurons in SpikeProp. This was confirmed in the course of this
work.
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For all datasets in this thesis, it was found that method 1 converged very
similarly to method 2 in both frequency and epochs. With XOR, method
2 converged noticeably more often, so it was used as a starting point in
this research. Experiments with weight method 3 never converged, but it
was realized that method 3 is in fact the same as method 1. Essentially, the
weights are being scaled down by a factor of 70. From eqs. (3.5) and (3.6),
scaling all weights by λ scales both δi and δj by 1/λ. Thus in eq. (3.7), scaling
the learning rate η by λ will cancel out the effect of scaling the weights.
Therefore, any differences Moore found between methods 1 and 3 would
have been caused by the discrepancy in scaling between weights, threshold
and learning rate.
Convergence
Like Backprop, SpikeProp is susceptible to getting stuck in local minima.
Additionally, the SpikeProp algorithm is not well-behaved like Backprop
and may fail for additional reasons identified as technical failures. These
are lumped together as ‘non-convergence’ in the literature. To assist this
analysis, a formulation of Backprop is reproduced [92]:
ψq =

∑

p∈Γq

w pq σ ψ p






dσ
ψ j . σ ψ j − Tj
dx
dσ
=
(ψi ) . ∑ δj wij
dx
j ∈ Γi

= −η.δq .σ ψ p

δj =
δi
∆w pq

(5.2)

with ψq being the input of neuron q (for non-input layers) and σ(ψq ) being
its output, a function of sigmoid shape with range (0, 1) or (-1, 1). The
remaining terms have the same conventions as appendix A.
The first thing to note is that in Backprop, the output of a neuron σ(ψq )
is always defined. With SpikeProp, it is possible that the membrane variable
x p (eq. (A.3)) for neurons in the hidden and output layers never exceeds
the threshold to spike, leaving t p in the algorithm undefined. This was
stated by Bohte et al. [76], who avoided it by encoding inputs with sets of
neurons effecting receptive fields. The no-spike problem is compounded by
the effect of inhibitory neurons. To overcome this, the threshold ϑ should
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be lowered or the weights adjusted.
Next it can be seen that the Backprop equations contain no fractions,
whereas the denominators of SpikeProp eq. (3.5) and eq. (3.6) can result in
a divide-by-zero error. First ignoring weights, terms of the denominator
sums are zero when ∂/∂t(ylp ) = 0. From eq. (A.6), this is true for t̂q ≤ t̂ p + dl
(i.e. q fired before the delayed spike from p arrived) and at t = τ. The
first condition cannot be solely responsible though, since neuron q must
have been triggered by at least one predecessor. The zero denominator
can also happen through zero weights, or negative terms (where weight
or derivative is negative) canceling out positive ones. The same concerns
apply to the numerator of eq. (3.6), producing a false local minimum in the
error space.
Therefore, clamping the algorithm to positive weights only, or selecting
a new spike response function (SRF) with a non-negative derivative would
be solutions to this problem. Notice that the derivation in appendix A
is agnostic of the particular spike response function ε(t) used. The only
restriction is that the delayed spike response function y(t) (eq. (A.2)) and
its derivative must be zero for t < 0. As with inhibitory neurons above,
membrane potentials containing downward slopes cause undesirable surge
behaviour [89], further supporting a monotonically increasing response
function. To test this, several experiments are conducted in the next chapter
using new SRFs. Note that most common activation functions used with
Backprop are sigmoid, satisfying this criteria (see fig. 5.4).
When a neuron q fires before receiving the spike from a subconnection
k, q is essentially independent of it, so there is no sensible way to adjust
the corresponding weight. This is borne out by the factor ykp in eq. (A.20),
which sets the weight change to zero (see fig. 5.5). This a second reason why
ykp must equal zero for t < 0 (the intuitive reason being that a spike cannot
have had any impact on its target before it arrived). It is this phenomenon
manifesting when weights do not change over several epochs, shown in
table 5.4. A subconnection between neurons is effectively dropped from
the network. Furthermore, q may spike progressively later over the course
of training, “uncovering” the formerly late spike and causing the error to
jump. This is the reason why epochs tend to take longer to compute as
training progresses – more timesteps must elapse for all neurons to fire.
This is also a second reason for the surge behaviour to that described by
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Figure 5.4: A sigmoid function and its derivative. This figure shows the logistic function.

yi (t)

dyi
dt

Figure 5.5: The delayed spike response function yik (t) and its derivative, showing the
relationship between ti , dk and t j . The latter can occur sometime before (ti + dk ), zeroing
out terms when deltas are calculated.
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Takase et al. [89].
Two solutions to this problem are either raising the threshold of neuron
q to give subconnection k a chance to contribute, and/or setting initial
weights close to each other (e.g. 1 ± 0.5) to minimise individual connections
dominating q.

5.6

Quantifying the Costs of SpikeProp

SpikeProp is a time-stepped algorithm which normally implies high computation overheads. For this reason, it is not practical for general machine
learning applications. In this section, the computational overheads are
quantified alongside those of Backprop, to show just how expensive it is,
and serve as a benchmark for the improvements presented in the next
chapter. This is needed to verify the hypothesis that spiking networks like
a modified SpikeProp could in fact be an improvement over Backprop.

5.6.1

Experiment

Essentially one experiment was conducted over five datasets - XOR, Iris,
IrisR, Wbc and WbcR (section 5.2). For each dataset, Backprop and SpikeProp were run using the same network (apart from subconnection count)
training to an accuracy of 95% or error of 0.1 for XOR. This was repeated
over six values of the learning rate, η, spaced roughly by a factor of 3, to
select the best converging run in terms of both epochs and training cputime.
Each configuration was run twenty times with a different random seed in
order to eliminate ones which were sensitive to initial weights. The best
runs for each network were then extracted and compared in isolation to
observe the differences in performance.
The experiments included the IrisR and WbcR datasets using the receptive field encoding from Bohte et al. [76]. This method distributes each
input value across several neurons with overlapping gaussian responses,
where strongly excited neurons fire earlier than weaker ones. The same
field spreading factor β of 1.5 was used. While Bohte et al. discarded spikes
from insufficiently excited neurons, all input spikes were preserved here.
All networks including the Backprop networks included a reference input
neuron whose spike time was always zero, and no neuron biases were
used.
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Parameter

Value

Description

η

(varied)

Learning rate

srf

alpha

Spike response function

τ

7

SRF time-constant

ϑ

50

Spike threshold (see text)

∆Tin

6

Input spike interval (ms)

∆Tout

6

Output spike interval (ms)

Tout

10

Output spike delay (ms)

reference neuron

yes

Additional input with spike time 0

inhibitory neurons

0

Inhibitory hidden neuron count

subconnections

16

Synaptic terminals per connection

Wmin , Wmax

1, 10

Weight initialization range

weight_init_method

2

Weight init. method (see text)

weight_random_seed

1–20

Random seed for weight init.

negative weights

yes

Permit negative weights

max_steps

5000

Max. steps per simulation

timestep

0.1

Simulation step size (ms)

target

{err. 0.01,

Training target
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acc. 95%}
max_epochs

1000

Epochs to wait for convergence

Table 5.6: Listing of parameters used in SpikeProp computation quantification experiments.

The XOR dataset has a single boolean output, while the classification
datasets use a winner-takes-all encoding where the earliest-firing (SpikeProp) or least-activated (Backprop) neuron codes for the desired class.
Apart from XOR for which the full dataset was always used, the other
datasets were split into two folds by de-interleaving, for training and
testing. Experimental parameters are shown in table 5.6.
All runs in this thesis use online/stochastic gradient descent learning
instead of batch learning—weights are updated after every record rather
than accumulated over each pass of the training dataset, thus introducing
noise to the true gradient over all records (hence ‘stochastic’). This usually
produces faster learning [93].
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5.6.2

Interpreting the Graphs

Several types of plots are used in the upcoming experimental figures
which are repeated throughout this thesis. The first is the convergence
frequency graph, as shown in fig. 5.6a. This plot contains two sets of
information. Below the grey line, bars plot the percentage of runs which
converged (legend on the right), and above it is a boxplot of the number of
epochs to convergence for every run which converged. The red line marks
the median while the boxes extend to the 25th and 75th percentiles. The
whiskers indicate the extent of data not considered outliers (1.5 times the
interquartile range beyond the boxes) and outliers are plotted individually.
The boxplot therefore gives a good idea of the distribution of the data, in
this case epochs-to-convergence. When comparing against other runs, the
median value is usually taken as representative.
On the right-hand side, fig. 5.6b is a bar chart of the median network
error of the trained networks on the testing dataset. Superimposed on
the bars are boxplots showing the distribution of that data. Experiments
on datasets other than XOR (like fig. 5.12b) show the percentage accuracy
(correct classification) on the given dataset. It should be noted that all
experiments from this point train networks to a fixed error or accuracy
level. Thus the data in these error/accuracy graphs will tend to cluster
around the target training level. Some variation must be expected due to
the noise inherent in stochastic gradient descent, so the reader is cautioned
against reading too much into the data. The plots are provided to confirm
that the desired learning did indeed take place in the tested networks.
Figures 5.7 and 5.8 are similar in structure, displaying the cputime and
floating-point instruction counts for the training and testing (applying the
trained network to the testing dataset once) phases respectively. These
plots again have bars indicating the median values, with a superimposed
boxplot to show the distribution. Note that a logarithmic scale is used if
needed to discriminate within the data.

5.6.3

Results

Figure 5.6 plots convergence rates and trained network accuracy on the
XOR dataset, using both Backprop (BP) and SpikeProp (SP). The cputimes
and floating-point (FP) instructions corresponding to each training run are
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Figure 5.6: Convergence frequency and epochs, and trained network error for different
values of η on the XOR dataset.

shown in fig. 5.7, while the corresponding figures for running the trained
network for one epoch of the testing set are shown in fig. 5.8. For Backprop,
η = 0.3 is seen to converge reliably in the fewest epochs and least cputime
and FP instructions, though the final absolute error is not best. However,
that error is comparable to the SpikeProp runs, from which η = 30 is
selected as best. The convergence frequency is almost half that of Backprop
however.
For the Iris dataset, fig. 5.9 shows the convergence and trained accuracy figures, fig. 5.10 the training measurements and fig. 5.11 the testing
measurements. In this case, η = 0.3 clearly shows the best convergence
and cputime for Backprop, while η = 1 is selected as best for SpikeProp,
though its convergence frequency is slightly less than some of the lower
values.
Figure 5.12 shows the convergence levels for the Breast Cancer dataset,
while fig. 5.13 and fig. 5.14 plot training and testing computation levels
respectively. With Backprop, η = 0.1 is chosen, though it is only infinitesimally better than the next value. For SpikeProp, η = 10 provides the best
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Figure 5.7: Cputime and FP instructions for training on the XOR dataset.
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Figure 5.8: Cputime and FP instructions for testing a trained network on the XOR dataset.
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Figure 5.9: Convergence frequency and epochs, and trained network accuracy for different
values of η on the Iris dataset.
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Figure 5.10: Cputime and FP instructions for training on the Iris dataset.
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Figure 5.11: Cputime and FP instructions for testing a trained network on the Iris dataset.

training and testing cputimes. This dataset is a clear example of where the
number of epochs between Backprop and SpikeProp are comparable, yet
their CPU loads diverge greatly.
The two receptive field SpikeProp networks were tested next, to be compared with their non-R/F counterparts. Figure 5.15 shows the convergence
levels, fig. 5.16 the training computation and fig. 5.17 testing computation.
For the IrisR dataset, η = 30 actually provided the lower distributed training cputime though not the fewest epochs. Similarly, for the WbcR dataset,
η = 100 gave the smallest training cputime.
From the foregoing experiments, the best runs were extracted and
plotted by dataset in figs. 5.18 and 5.19. These figures effectively show the
difference in computation levels required to train and test a trained network
between algorithms, and when using receptive fields with SpikeProp. This
data is summarized in table 5.7, which shows how many times worse the
SpikeProp medians were in relation to Backprop.
SpikeProp takes about ten times longer to learn XOR than Backprop.
The Iris and Breast Cancer datasets need 157 times and 35 times more CPU
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Figure 5.12: Convergence frequency and epochs, and trained network accuracy for different
values of η on the Breast Cancer dataset.

Training

Testing

BP

SP

SP-R

BP

SP

SP-R

XOR

1

11.4

-

1

2

-

Iris

1

157

193

1

13.0

55.0

Breast Cancer

1

34.6

132

1

36.3

204

Table 5.7: Comparison of relative cputimes between Backprop (baseline), SpikeProp and
SpikeProp using receptive fields.
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Figure 5.13: Cputime and FP instructions for training on the Breast Cancer dataset.

to learn than Backprop respectively. Using receptive fields with SpikeProp
draws this out to 193 times for the Iris dataset (IrisR) and 132 times for
the Breast Cancer (WBC-R). When talking about floating-point instructions,
the difference between Backprop and SpikeProp widens to two orders of
magnitude consistently across both datasets.
Looking at the trained network data from fig. 5.19, the gap in computation levels between the two algorithms is smaller. On the XOR dataset,
SpikeProp is two times slower than Backprop. SpikeProp networks run 13
and 36 times slower than the MLP for the Iris and Breast Cancer networks
respectively, while using receptive fields draws this out to 55 and 204 times
respectively. Backprop’s floating-point figures are about 2.5 times less than
SpikeProp for XOR, and about three times less on the other two datasets.
The receptive field encodings worsen SpikeProp by a further three times in
either case.
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Figure 5.14: Cputime and FP instructions for testing a trained network on the Breast
Cancer dataset.

5.6.4

Discussion

This experiment presents a detailed comparison of computational costs
between a spiking learning algorithm and a second generation network,
the multilayer perceptron. The results confirm and quantify the fact that
time-stepped spiking networks are much more computationally expensive
for achieving the same level of accuracy or error.
In this case, SpikeProp training takes 10–150 times times more CPU
than Backprop. This is the factor which must be considered when choosing
which algorithm to use, since SpikeProp can paradoxically use fewer epochs
to achieve the same accuracy. Using a receptive field encoding worsens this
overhead to between 100 and 200 times. These patterns are largely reflected
in the floating-point instruction counts.
Running the trained networks reflects a similar pattern on a smaller
scale. SpikeProp networks are 2–36 times slower than the MLP, and 50–
200 times slower when using receptive fields. In terms of floating-point
instructions, SpikeProp requires about three times more to run a network,
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Figure 5.15: Convergence frequency and epochs, and trained network accuracy for different
values of η using receptive fields.
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Figure 5.16: Cputime and FP instructions when training with receptive fields.
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Figure 5.17: Cputime and FP instructions when testing a trained network with receptive
fields.

or nine times more when using receptive fields.
Therefore, SpikeProp training is shown to be between one and two
orders of magnitude worse in cputime, and up to an order worse in just
running a network. Receptive-field encoding can raise this another order
of magnitude, but since the accuracy/error is no better than the standard
encoding, they should be avoided if possible. The receptive field networks
here were the same as used by Bohte et al. [76], however there is no
indication that the number of fields selected was optimised. It will be seen
in the next chapter that using a smaller timestep and changing coding
intervals are equivalent to using receptive fields, but with less overheads.

5.7

Discussion

Towards the eventual goal of using a spiking neural network for real-time
stance detection, this chapter described the implementation of SpikeProp,
which was then tested first with XOR, and some preliminary offline data.
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The neural network simulator framework is able to train and use multilayer
perceptron networks as well as SpikeProp, which was used to quantify
just how computationally expensive the latter is. It was found to be an
order of magnitude harder to implement, tune and use SpikeProp than
the multilayer perceptron, highlighting the difficulties in applying spiking
networks.
From the initial experiments conducted, various interesting behaviors were observed in SpikeProp. These were given a closer examination, which raised the possibility of improving SpikeProp with alternative,
monotonically-increasing spike response functions to improve convergence
frequency and speed.
Following this, experiments were conducted to quantify just how computationally expensive SpikeProp is in relation to Backprop. Using instrumentation in the simulator, multiple runs were conducted of each algorithm
on the XOR function and two standard datasets. The results found that
SpikeProp networks are between 2 and 36 times slower, while SpikeProp
training is between 10 and 150 times slower. Using a receptive field encoding worsens these figures by an order of magnitude, meaning it should be
avoided unless necessary.
The next chapter will introduce some new SRFs, and present other new
and extant methods of accelerating SpikeProp. The benchlines established
in this chapter will indicate how effective those improvements are. Some
of the analysis conducted here will be used to derive guidelines for setting
up and using SpikeProp more effectively.
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CHAPTER

Improving SpikeProp
Being shot out of a cannon will always be better
than being squeezed out of a tube.
– Hunter S. Thompson
Following the analysis of the previous chapter, this chapter presents
some new spike response functions to improve the convergence of SpikeProp. The functions are shown to be superior to the default alpha function
in varying degrees. A collection of additional enhancements to the SpikeProp algorithm, including event-driven computation, reduced precision
and lookup tables are introduced. Experiments are run to show that each
of these enhancements is able to reduce the computational requirements
of SpikeProp, very significantly when aggregated. Finally, the cputimes
for both training and test phases over all datasets are compared across
Backprop, SpikeProp and the enhanced SpikeProp+.

6.1

Alternative Spike Response Functions

Based on the analysis of the previous chapter, four new alternative monotonically increasing spike response functions are specified here. Their
performances with SpikeProp are then compared to determine if convergence speed and frequency were indeed improved. All four functions and
their derivatives are plotted alongside the standard α-function (eq. (A.1))
in fig. 6.1.
The first two, the hyperbolic tangent and the integral of an alpha

6
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function (‘int-alpha’) were first presented in an earlier publication [91]
and tested with the XOR dataset. A shifted logistic function was also
tried, however that is in fact equal to the hyperbolic tangent with the
time-constant halved. The equations of the two functions are as follows:
tanh:

ε(t)
dε
dt

int-alpha:

ε(t)
dε
dt

 
t
= tanh
τ

 
t
1
2
=
1 − tanh
τ
τ


t
t
= 1 − e− τ 1 +
τ
t
t
= 2 e− τ
τ

for t > 0

(6.1)

for t > 0

(6.2)

with ε(t) = 0 and dε/dt = 0 for t ≤ 0.
This thesis presents two further SRFs: a cubic function and a ramp
function. The inflection curve of the cubic function is reminiscent of the
rotationally symmetrical sigmoid functions used with Backprop. In this
case however, the cubic curve meets zero at t = 0 and one at t = 2τ rather
than approaching them asymptotically. One consequence of this is that it
only has a small range in which learning can occur before zeroing out.
The ramp function is a simple linear function which would not work
with Backprop. With SpikeProp however, non-linearity is already found in
both the thresholding and the summation of PSPs with varying weights
– i.e. the sum of multiple linear SRFs with different weights and delays
becomes non-linear (an example is shown in fig. 5.1). Thus the ramp
function (or any other) does not need to saturate to one. The equations for
these two functions are:
cubic:

ε(t) =
dε
=
dt

ramp:

ε(t) =
dε
=
dt

 

t 2
t
3−
2τ
τ


3t
t
1−
2
2τ
2τ
t
τ
1
τ



for 0 < t < 2τ

(6.3)

for t > 0

(6.4)

with ε(t) = 0 and dε/dt = 0 for t ≤ 0 again, but for the cubic function
ε(t) = 1 and dε/dt = 0 for t ≥ 2τ.
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Figure 6.1: Spike response functions (top) and derivatives (bottom). Time constants were
selected to aid visualisation (alpha: 1, tanh: 1, int-alpha: 0.75, cubic: 2.5, ramp: 6). Note
that the derivative of alpha is not asymptotic but reaches a value of e at t = 0.
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As shown in fig. 6.1, all four new functions saturate and remain at unity.

By implying that synapses remain “on” once a spike has been received,
these functions cause the system to depart from biological plausibility.
However techniques arising from such a departure can still be useful, as
shown by the MLP, and should not be discounted. The int-alpha function
could still be considered to retain some semblance of biological plausibility
by considering ∂ε/∂t to be the voltage contribution at a dendrite. If the
dendritic membrane were imagined to have constant conductance, the
instantaneous current influx would be proportional. Integrating this current
would give ε(t), representing the electric charge accumulated. The target
neuron could be thought to spike when the total accumulated charge
exceeds a threshold. The other three functions could then be seen as
variations of this accounting for membrane changes.
When using the new SRFs, care must be taken to ensure that the input
coding interval (the range of input spike times) matches the rising edge
(the full extent that the SRF is monotonically increasing, which is no longer
simply [0..τ]). To simplify this task, a multiplier is used to convert between
each alternative function’s time constant and that of the default alpha
function. Figure 6.2 shows the derivation of these multipliers. Because
the ramp function does not saturate, it does not actually have an intrinsic
coding interval limit; neuron thresholds and other network parameters
would instead impose a limit. Experimentation will show whether this
property is of any benefit.
Note also that finding partial derivatives (eqs. (A.8) and (A.15)) require
differentiable functions. The standard SpikeProp alpha function breaks
this assumption at t = 0, which could cause unexpected/sub-optimal
behaviours. Of the four proposed SRFs, the int-alpha and cubic functions
are differentiable at t = 0.

6.1.1

Experiments

Two sets of experiments were conducted to determine whether the proposed alternative spike response functions did improve the convergence
of SpikeProp. The first tested the tanh and int-alpha SRFs against the
default alpha one. The time-constants for tanh and int-alpha were integers
selected to bring their slopes as close as possible to the standard alpha
function with a time-constant of 7, with an additional run using alpha with
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Figure 6.2: Finding multipliers to equate the coding ranges of each SRF. This is needed
because 0 < t < τ does not always correspond to the rising edge. The values of τ used in
the figure above are: (alpha: 7, tanh: 2.5, int-alpha: 1, cubic: 3.5, ramp: 7). Therefore the
input coding range multipliers are: (alpha: 1, tanh: 2.8, int-alpha: 7, cubic: 2, ramp: 1)
times that of the alpha function.

a time constant of 14. The reasoning behind testing alpha with a larger
time constant was to see whether this prevented the falling edge from
causing convergence failures. 200 trials of the 3,5,1 XOR problem (with one
inhibitory neuron) were run with each SRF. The parameters used for this
experiment are listed table 6.1 (Note: average error was used).
The second experiment adds the cubic and ramp functions, while
eliminating the poorly-performing alpha-14 run, discussed below. In this
experiment, the Iris dataset was used to show convergence performance
on a non-trivial, real-world dataset, and each run was conducted with
20 random seeds. The previous experiment did not tune for the optimal
learning rate, nor test whether its best value is independent of SRF. To
address this, several values of η were tried with each SRF, and compared
against the best for alpha determined in fig. 5.18, η = 1. This time, the time
constants were also more closely equated using the multipliers in fig. 6.2.

Parameter

Value

Description

η

1

Learning rate

srf

(varied)

Spike response function

τ

(varied)

SRF time-constant

ϑ

50

Spike threshold (see text)

∆Tin

6

Input spike interval (ms)

∆Tout

6

Output spike interval (ms)

Tout

10

Output spike delay (ms)

reference neuron

yes

Additional input with spike time 0

inhibitory neurons

1

Inhibitory hidden neuron count

subconnections

16

Synaptic terminals per connection

Wmin , Wmax

1, 10

Weight initialization range

weight_init_method

2

Weight init. method (see text)

weight_random_seed

1–200

Random seed for weight init.

negative weights

yes

Permit negative weights

max_steps

5000

Max. steps per simulation

timestep

0.1

Simulation step size (ms)

target

err. 2.0

Training target (average MSE)

max_epochs

1000

Epochs to wait for convergence

Table 6.1: Listing of parameters when testing SRFs on the XOR dataset.
Parameter

Value

Description

η

(varied)

Learning rate

srf

(varied)

Spike response function

τ

(varied)

SRF time-constant

ϑ

50

Spike threshold (see text)

∆Tin

6

Input spike interval (ms)

∆Tout

6

Output spike interval (ms)

Tout

10

Output spike delay (ms)

reference neuron

yes

Additional input with spike time 0

inhibitory neurons

0

Inhibitory hidden neuron count

subconnections

16

Synaptic terminals per connection

Wmin , Wmax

1, 10

Weight initialization range

weight_init_method

2

Weight init. method (see text)

weight_random_seed

1–20

Random seed for weight init.

negative weights

yes

Permit negative weights

max_steps

5000

Max. steps per simulation

timestep

0.1

Simulation step size (ms)

target

acc. 95%

Training target

max_epochs

1000

Epochs to wait for convergence

Table 6.2: Listing of parameters when testing SRFs on the Iris dataset.
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ε(t)

τ

Iters. (Std. Dev.)

Fail%

Tech. Fail%

alpha

7

259 (155)

10.5

9.5

alpha

14

659 (211)

24

4.5

tanh

3

248 (152)

5.5

5.5

int-alpha

1

194 (120)

6

6

Table 6.3: Convergence results for different spike response functions over 200 trials of XOR.
Iterations are average for successful convergences, Fail% = Technical Fail% + conventional
non-convergence.

Parameters used in this experiment are summarized in table 6.2.

6.1.2

Results

The results of the first experiment are presented in table 6.3. All technical
failures were caused by the no-spike condition in this experiment. The
first observation is that SpikeProp converged as normal using the two
alternative spike response functions. In both cases, convergence failures
were almost half that of the standard function, alpha-7. The int-alpha
function also tended to converge in 20% fewer epochs. Doubling the time
constant of the standard response function, alpha-14, extended the number
of epochs required to converge and introduced a large proportion of general
convergence failures (some runs were converging very slowly), although
technical failures were halved. In terms of execution time, alpha-14 was
significantly slower than the others (roughly equivalent), as more timesteps
are needed for all neurons to spike.
The results of the second experiment are presented using figures in
the same format as the previous chapter (see section 5.6.2 for how to read
them). Figure 6.3 shows the convergence performance of each run and their
trained accuracies, which are relatively constant at 90%. Firstly, the ramp
SRF is shown to work with SpikeProp as predicted. The int-alpha, cubic
and ramp functions all tend to have better convergences—up to 100%—and
across a wider range of η compared to the default alpha function.
Figure 6.4 shows the amount of computation required for training. It
is seen that the value of η giving the fastest training is generally the same
as the alpha SRF case, although η = 3 is best for cubic. However, the
amount of cputime is seen to be reduced by 30%, 10%, 70% and 60% for
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Figure 6.3: Comparing spike response functions: convergence and accuracy.

the tanh, int-alpha, cubic and ramp SRFs respectively. These figures are
fairly well correlated to the floating-point instruction counts. Therefore, it
is possible to speed up SpikeProp learning by more than three times while
also improving convergence using the cubic SRF.
As for the trained networks in fig. 6.5, it is shown that the fastest training
runs are slightly worse than best for testing time. Nevertheless, testing
times were fairly close over the useful range of η. The fastest trained tanh
network ran marginally slower than the default alpha, but the int-alpha,
cubic and ramp functions required only 80%, 40% and 35% as much CPU.
Interestingly, the number of floating point operations is relatively constant
across SRF and learning rate.

6.1.3

Discussion

These experiments showed that alternative spike response functions are viable and effective at increasing SpikeProp convergence speed and reducing
convergence failure.
The first experiment showed on the XOR dataset that tanh and intalpha are good substitutes, reducing convergence failure while the latter

Testing Cputime

0.08

0.06

0.04

0
iris−alpha−eta1
iris−tanh−eta0.03
iris−tanh−eta0.1
iris−tanh−eta0.3
iris−tanh−eta1
iris−tanh−eta3
iris−tanh−eta10
iris−intalpha−eta0.03
iris−intalpha−eta0.1
iris−intalpha−eta0.3
iris−intalpha−eta1
iris−intalpha−eta3
iris−intalpha−eta10
iris−cubic−eta0.1
iris−cubic−eta0.3
iris−cubic−eta1
iris−cubic−eta3
iris−cubic−eta10
iris−cubic−eta30
iris−ramp−eta0.1
iris−ramp−eta0.3
iris−ramp−eta1
iris−ramp−eta3
iris−ramp−eta10
iris−ramp−eta30

35

30

25

20

15
Floating−point instructions

Training Cputime

b.

45

0

b.

0.1

iris−alpha−eta1
iris−tanh−eta0.03
iris−tanh−eta0.1
iris−tanh−eta0.3
iris−tanh−eta1
iris−tanh−eta3
iris−tanh−eta10
iris−intalpha−eta0.03
iris−intalpha−eta0.1
iris−intalpha−eta0.3
iris−intalpha−eta1
iris−intalpha−eta3
iris−intalpha−eta10
iris−cubic−eta0.1
iris−cubic−eta0.3
iris−cubic−eta1
iris−cubic−eta3
iris−cubic−eta10
iris−cubic−eta30
iris−ramp−eta0.1
iris−ramp−eta0.3
iris−ramp−eta1
iris−ramp−eta3
iris−ramp−eta10
iris−ramp−eta30

a.

Floating−point instructions

iris−alpha−eta1
iris−tanh−eta0.03
iris−tanh−eta0.1
iris−tanh−eta0.3
iris−tanh−eta1
iris−tanh−eta3
iris−tanh−eta10
iris−intalpha−eta0.03
iris−intalpha−eta0.1
iris−intalpha−eta0.3
iris−intalpha−eta1
iris−intalpha−eta3
iris−intalpha−eta10
iris−cubic−eta0.1
iris−cubic−eta0.3
iris−cubic−eta1
iris−cubic−eta3
iris−cubic−eta10
iris−cubic−eta30
iris−ramp−eta0.1
iris−ramp−eta0.3
iris−ramp−eta1
iris−ramp−eta3
iris−ramp−eta10
iris−ramp−eta30

Cputime (s)

a.

iris−alpha−eta1
iris−tanh−eta0.03
iris−tanh−eta0.1
iris−tanh−eta0.3
iris−tanh−eta1
iris−tanh−eta3
iris−tanh−eta10
iris−intalpha−eta0.03
iris−intalpha−eta0.1
iris−intalpha−eta0.3
iris−intalpha−eta1
iris−intalpha−eta3
iris−intalpha−eta10
iris−cubic−eta0.1
iris−cubic−eta0.3
iris−cubic−eta1
iris−cubic−eta3
iris−cubic−eta10
iris−cubic−eta30
iris−ramp−eta0.1
iris−ramp−eta0.3
iris−ramp−eta1
iris−ramp−eta3
iris−ramp−eta10
iris−ramp−eta30

Cputime (s)

6.1. Alternative Spike Response Functions
99

x 10

8

Training Instructions

40
6

5

4

3

2

10

5
1

0

Figure 6.4: Comparing spike response functions: training.
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reduced convergence epochs by 20%. Increasing the time-constant of
the standard function did reduce technical failures, but at the cost of
much lower convergence and greater runtime. The reason for this is
because the coding interval now spans only part of the SRF between zero
and saturation. Hence the derivatives in equations eqs. (3.5) and (3.6)
take smaller values, which in turn would require a bigger learning rate.
Therefore, in general, increasing the time constant relative to the coding
interval is not useful. XOR is a simple problem however, which did not
exhibit any zero-denominator failures, and no tuning was carried out to
find the best learning rate for use with each function. Furthermore, as
discussed in section section 4.5, the number of epochs is a poor indicator
for the amount of computation.
The second experiment addressed the shortcomings of the first by
selecting the best learning rate experimentally, and using the real-world
Iris dataset. It also introduced two further SRFs: cubic and ramp. Both
new SRFs were again shown to work, and when tested against the other
SRFs, were found to outperform them all. Considering the best values
of η for each SRF, there was relatively little variation in terms of epochs
required. However in terms of computation, the cubic SRF afforded a 70%
reduction in training time and 60% in testing time. The ramp function
gave 60% and 65% reductions respectively. Furthermore, both functions
provided better convergence frequencies—up to 100%—over a wider range
of learning rates. Therefore this experiment indicates that the cubic and
ramp SRFs are superior and preferable to the default alpha function.

6.2

SpikeProp Enhancements

In the previous chapter, it was seen that to achieve the same accuracy,
SpikeProp training required between one and two orders of magnitude
more CPU than its equivalent Backprop. SpikeProp networks themselves
were between three and twelve times slower than the Backprop ones.
However the central hypothesis of this thesis is that a spiking network could
be made faster than the earlier-generation network, by reproducing some of
the brain’s efficiency techniques described in section 4.1.1. Specifically, the
two ideas of spatio-temporal sparsity and reduced precision are focused
upon.

6.2. SpikeProp Enhancements
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This section describes a list of enhancements to reduce the computational footprint of SpikeProp, based on those principles as well as general
algorithmic shortcuts. It is perhaps a consequence of the complexity of
spiking networks that many avenues exist for such shortcuts. The enhanced algorithm is termed SpikeProp+, and save for the learning rules of
Schrauwen et al. [154], were first published in [160]. Experiments are later
conducted to determine just how effective these improvements are. The
shorthand prefixes/suffixes used to identify them in figures are provided
in brackets.
Alternate spike response functions (intalpha, tanh, cubic, ramp)
The previous section showed that alternative spike response functions
resulted in quicker and more reliable convergence over the standard alpha
function.
Unitary subconnections (1)
SpikeProp was built upon the unsupervised clustering work of Natschläger
and Ruf [161], where each neural connection is composed of multiple
delayed synapses. However, it was found that with appropriate tuning—
especially with alternate SRFs—a single subconnection can perform just as
well. Theoretically, reducing the number of synapses sixteen times from
Bohte et al. [76] should give a proportional savings in processing time,
however the effect is reduced because some synapses were not actually
used (section 5.5). This process can be likened to the pruning of excess
synapses during development.
Lookup tables (L)
This digital technique relies upon the fact that SpikeProp is a time-stepped
algorithm. Every evaluation of the SRF and its derivative falls into one of a
discrete set of points, which can all be pre-calculated in order to avoid costly
floating-point operations. Storing the value of the SRF and its derivative
for 0 < t <max_steps provides these values at the cost of a single array
lookup. For this thesis, there are three lookup tables per SRF: the SRF itself,
its derivative and the ‘decreasing derivative’ function explained below.
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Winner-takes-all optimisation (W)
When using the winner-takes-all (WTA) output encoding, there is an output
neuron for every classification class, and the predicted class is indicated
by the first output to spike. WTA is therefore a special case of rank-order
coding (section 3.2). During the testing phase, no further computation of
the network is required after the first output has spiked, permitting some
computational savings. Note that it has no effect on single-output networks
like XOR. During the training phase however, all output spike times must
be known in order to calculate their deltas.
Event-driven simulation (E)
Being a time-stepped algorithm, SpikeProp does not follow the principle
of event-driven (ED) computation (section 4.4.1), instead computing the
network state at every step in time. It is possible however to determine the
future arrival time of spikes and estimate the emission time of others. For
the SRM used by SpikeProp, an analytical solution is not available, however
approximation is possible. The event-driven adaptation of SpikeProp
described here is closest to the work of D’Haene et al. [143] and to a
lesser extent Makino [141], but is nevertheless distinct. This event-driven
adaptation to SpikeProp reproduces the consumption of energy in real
neural transmission (section 4.1.1).
In this implementation, a priority queue (a heap/binary tree) stores a
list of events sorted by time such that the earliest item is at the top. Each
event includes a timestep and pointer to a neuron object. In this event
queue, a neuron can only appear at most once, limiting the maximum depth
to the number of hidden and output neurons. When a spike is emitted by
a neuron, a PSP object specifying a future timestep and (current) weight is
added to the target neuron’s list of PSPs, and an event is enqueued. The
enqueuing function checks whether the new PSP will arrive earlier than
the target neuron’s timestep in the queue. If so, the corresponding item is
brought forward in a non-standard operation termed recycling. If the target
neuron had not yet been inserted into the queue, it is added.
The algorithm repeatedly pops the earliest item off the queue and
evaluates that neuron by summing the PSPs in its list which have already
arrived. Should the membrane variable exceed its threshold, the neuron
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fires, enqueuing PSPs at its own targets and removing itself from the queue.
If not superthreshold, the Newton-Raphson method is used to predict the
future spike time. That is, the current membrane gradient—if positive—is
linearly extrapolated to find the timestep where it meets the threshold. This
is used to recycle the neuron’s queue item if appropriate. Effectively, the
algorithm iteratively ‘jumps’ forward in time towards the crossing point.
The process continues until the priority queue is empty, or max_steps is
exceeded. The C++ code for the algorithm is provided below in abridged
form for clarity.

Listing 1: Event-driven Algorithm
// Run event-driven queue until empty. Returns when every neuron
// has fired, or no events are left.
void SpikeProp::feedForwardED()
{
while (!eventQueue.isempty())
{
Event* e = eventQueue.peek();
Neuron* n = e->neuron;
curTimestep = e->timestep;
if (curTimestep > paramMaxTimesteps) break;
stepAndPredict(n);
if (n->spiked) eventQueue.pop();
else
{
if (n->predictedTimestep)
eventQueue.recycleHead(n->predictedTimestep);
else eventQueue.pop();
}
}
}

// Calculate neuron state at current step, and if not spiking,
// predict spike (n->predictedTimestep), or zero if not possible.
void SpikeProp::stepAndPredict(Neuron* n)
{
stepNeuron(n);
if (n->spiked) { n->predictedTimestep = 0; return; }
// Get sum of PSP gradients
double grad, grad_tot = 0;
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uint next_psp_step = UINT_MAX;
uint predictedTimestep;
int i = n->pspQueue.size();
while (i)
{
PSP* p = n->pspQueue[--i];
int atStep = curTimestep - p->timestep;
if (atStep < 0)
// Hasn’t arrived, record earliest
{
if (p->timestep < next_psp_step) next_psp_step = p->timestep;
continue;
}
grad = FUNC_SRFDM(atStep);
grad *= p->weight;
grad += 0.5;
// Increase slightly to match non-ED
grad_tot += grad;
}

if (grad_tot <= 0)
{
if (next_psp_step == UINT_MAX) predictedTimestep = 0;
else
predictedTimestep = next_psp_step;
}
else
// Predict time of future spike.
{
predictedTimestep = ceil(
((n->vThreshold - n->v) / grad_tot) *
inverseTimestep
) + curTimestep;
if (predictedTimestep == curTimestep) predictedTimestep++;
if (predictedTimestep > next_psp_step)
predictedTimestep = next_psp_step;
}
n->predictedTimestep = predictedTimestep;
}

// Calculate neuron state at current timestep
void SpikeProp::stepNeuron(Neuron* n)
{
double Vpsp, Vpsp_tot = 0;
int i = n->pspQueue.size();
while (i)
// Sum decaying PSPs
{
PSP* p = n->pspQueue[--i];
int atStep = curTimestep - p->timestep;
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if (atStep < 0) continue;
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// Spike hasn’t arrived

Vpsp = FUNC_SRF(atStep);
Vpsp *= p->weight;
Vpsp_tot += Vpsp;
}
n->v = Vpsp_tot;
if (Vpsp_tot >= n->vThreshold) fire(n, curTimestep);
}

// Set neuron as fired and enqueue PSPs at outgoing neurons
void SpikeProp::fire(Neuron* n, uint step)
{
n->spiked = true;
n->spikeStep = step;
uint i = n->outgoing.size();
while (i)
{
--i;
Synapse* s = n->outgoing[i];
enqueuePSP(s->outgoing, step + s->delay, s->weight);
}
}

// Enqueue a PSP at a given neuron, timestep and weight
void SpikeProp::enqueuePSP(Neuron* n, uint timestep, double weight)
{
PSP* psp = n->pspQueue.next();
psp->timestep = timestep;
psp->weight = weight;
if (n->eventIdx < 0) // No event yet for this neuron
{
if (!n->spiked) eventQueue.insert(timestep, n);
}
else
eventQueue.recycleIfEarlier(timestep, n);
}

The ED algorithm of D’Haene et al. [143] is different to this method
in that they test whether the maximum value of PSP sums exceed the
threshold before performing the Newton-Raphson Method. This addition,
which can work with negative weights if they are excluded from the sum,
was tried but found to have no effect on training or testing cputimes.
Furthermore, this test will not work with SRFs which do not saturate like
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Figure 6.6: Illustration of the event-driven (ED) algorithm. The graph on the left shows
the cubic SRF (black), it’s derivative (blue) and the ‘decreasing derivative’ (DD) function
(green). In this case, the maximum gradient is reached at t = τ. The graph on the right
shows how the ED algorithm uses the gradient from the DD function to jump from t0 via
t1 and t2 to the actual spike time t3 using the Newton-Raphson method. If the derivative
function were used, the pink line might be followed, giving an incorrect spike time.

the ramp function. Therefore this component was not used.
Another problem with the ED algorithm of D’Haene et al. is that it
does not support SRFs whose gradients are not monotonically decreasing.
This issue was solved by using a modified derivative function for each
SRF. The new ‘decreasing-derivative’ (DD) function returns the derivative’s
maximum value up to the point it starts decreasing monotonically. The
DD function forces the ED algorithm to take extra approximative steps
with the knowledge that the SRF slope will eventually decrease, thereby
never missing the true crossing time. The maximum gradient is easily
determined analytically to create a piecemeal function. This modification
was not yet available in the work published in [160], which limited the ED
algorithm to the tanh SRF. The effect of the DD function in the ED algorithm
is illustrated in fig. 6.6. In listing 1 above, FUNC_SRF() and FUNC_SRFDM()
refer to the SRF and its DD function respectively.
It was found that for the ED algorithm’s spike times to exactly match
the non-ED version, several tweaks were needed. A slight increment to the
prediction gradient was added to prevent overshoot due to compounding
floating-point errors. The priority queue also needed to be secondarily
sorted by neuron ID, since the non-ED algorithm simply selects the first
output neuron ID when multiple outputs spike in the same timestep.
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Coarse Timesteps (Sn)
Little attention is usually paid to the issue of timestep size in spiking
simulations. Even with event-driven simulations—which theoretically do
not need to be quantized—must be represented with limited precision
on digital computers. Even tiny variations in aliasing can cause wide
divergences in outcomes through chaotic processes. In dealing with this
problem there is a tradeoff: fine timesteps give greater fidelity (to a point)
while coarse ones allow tractable computation. When it comes to SpikeProp
however, only convergence on a particular dataset is of interest. This is
somewhat reminiscent of the property that real neural systems are relatively
tolerant to noise, or spike time jitter [53]. In the context of this thesis, the
question is how large of a timestep can SpikeProp still function with?
Stromatias et al. [162] used as few as 3 bits to represent weights and delays
and still obtained functional spiking networks.
An experiment is conducted below to determine this value for each
dataset. Output spike times would be in intervals as high as milliseconds,
many times lower precision than the floating point representation is capable
of. Nevertheless, this level of precision is enough to discriminate between
the 0 or 1 output of XOR, or to find which output had spiked first. In
effect, using coarse timesteps trades away unnecessary precision for rapid
computation. Note however, that much of the cost of using fine timesteps
can be circumvented by using the event-driven algorithm.
Delay and threshold Learning (D, T)
Schrauwen et al. [154] recognized that it was possible to update synaptic
delays, SRF time constants and neuron thresholds in the same gradientdescent fashion as network weights. These properties are of course present
in real neurons, so their extension raises the level of biological plausibility
of SpikeProp. Their experiments showed on a single example of XOR that
the problem could be learned in half the number of epochs, and using
only two synapses per connection instead of sixteen (it is shown later
however that basic SpikeProp can already function with a single synapse
per connection). The results also suggest the reverse implication that such
multidimensional learning enhances neural learning in vivo.
Therefore these rules are useful in the context of this thesis, for reducing
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computation. Only the learning rules for synaptic delays and thresholds
were used here, because changing the SRF time constant would interfere
with the use of precomputed lookup tables. It may be possible to develop a
workaround for that problem however. It was found that zero and negative
delays can result from the synaptic delay algorithm, therefore they were
limited to a lower bound of one timestep. Presumably a similar problem
might occur with thresholds, but was not encountered. The derivation of
Schrauwen et al. is reproduced in appendix C using the same notation as
appendix A.
Reduced convergence-testing (tn)
The last extension used in SpikeProp+ is the option to reduce the frequency
that a network is tested for convergence during training. Testing for convergence requires an extra forward pass of the network after a learning pass
over the data. Since running a SpikeProp simulation is relatively expensive
compared to a forward pass in Backprop, this is one way of levelling the
computation costs. Therefore, testing for convergence every n = 2 epochs
reduces the number of forward passes from four to three. Testing half as
often is unlikely to cause networks in training to fail when they otherwise
would not.
Besides these enhancements, some attention was paid to parameter
tuning. Three new weight initialization methods were investigated to
improve the outcome of SpikeProp training runs, which are listed alongside
those of Moore [87] in table 6.4. These are essentially generalizations of
Moore’s initial three. Additionally, two new parameters—subconn_delay
and subconn_spacing—were created to allow the initial and subsequent
synaptic delays to be specified, for greater control of SRF biasing. When not
stated in the parameter table, the default values of 1ms were used. Finally,
in an experiment to find the ideal number of inhibitory hidden neurons,
(Hn) indicates n such neurons.

6.3

Experiments

Two sets of experiments were carried out in this chapter. First, tuning
of various SpikeProp+ parameters was done to select the values giving
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Description

1

Every weight randomly chosen from [1..10], threshold 50.

2

Weights within connection equal, randomly chosen from [1..10],
threshold 50.

3

Weights from method 1 normalized by (5 × 14), threshold 1.

4

Every weight randomly chosen from [Wmin ...Wmax ], divided by

(1/2 (Wmin + Wmax ) × subconnections), threshold 1.
5

Every weight randomly chosen from [Wmin ...Wmax ], threshold
multiplied by number of incoming synapses.*

6

Weights within connection equal, randomly chosen from
[Wmin ...Wmax ], threshold multiplied by number of incoming
synapses.*

7

Method 6, with threshold compensated for inhibitory synapses.
For each incoming inhibitory synapse, double the parameter ϑ is
subtracted from the above.* (On average each inhibitory synapse
will cancel out one excitatory one). The number of excitatory
synapses must exceed the inhibitory ones for a positive
threshold.

Table 6.4: New weight initialization methods (4–7) with earlier methods (1–3) from Moore
[87]. *In these cases, the threshold parameter ϑ given in parameter tables refers to the
value before multiplication, i.e. “threshold contribution per synapse”.

the fastest convergence in terms of cputime, while maintaining adequate
convergence frequency. This is to ensure that the best SpikeProp parameter
set was used. Second, experiments were run to show the improvement from
each extension described in the previous section. The best runs were then
extracted and compared alongside the best baseline results from chapter 5.
As before, competing networks were trained to the same accuracy/error
level, and twenty runs of each were carried out. For the sake of clarity, all
parameter listings are provided in appendix D.
The first experiment conducted was to determine the largest timestep
possible for learning each dataset. This and the next experiment use the
alpha SRF with sixteen subconnections as per Bohte et al. [76], and will
be useful regardless of the extensions in the previous section. The largest
timestep found is not used until the final experiment as it may effect the
tuning of other parameters. Parameters used are listed in table D.1.
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The question of how many inhibitory hidden neurons to use per net-

work had remained unanswered, so an experiment was performed. The
number of inhibitory hidden neurons was varied from zero to three over
each dataset (two for Iris, which has only four hidden neurons). Neuron
thresholds need to be adjusted accordingly, so weight initialization method
7 was developed (see table 6.4). Parameters used are listed in table D.2.
Although the experiments in section 6.1.2 suggest a best SRF and
learning rate to use, this may not remain ideal when several of the above
enhancements are used in conjunction. For example, the lookup table
reduces every SRF evaluation to a single memory access, where the simple
ramp SRF would have had a considerable advantage over costly exponential
ones. Furthermore, the best SRF to use may vary with dataset. Therefore, a
new experiment was run to find the best SRF and learning rate to use per
dataset, using lookup tables, the event-driven algorithm and winner-takesall optimisation. Parameters used are listed in table D.3.
In order to use one synapse per connection, some tuning is required to
match the input and output coding intervals (the targeted range of output
spike times) and the SRF time constant. From equations eqs. (3.5) and (3.6),
these changes are likely to affect the learning rate needed, so another round
of tuning was carried out. For each dataset, the best SRF and value of η
were taken as a starting point. The coding intervals and time-constant were
then adjusted to work with a single synapse per connection, and multiple
runs were carried out to determine the new best learning rate. Parameters
used are listed in table D.8.
Finally, two experiments were performed tuning for the best synaptic delay and threshold learning rates to use (ηd and ηϑ respectively). Parameters
used are listed in tables D.4 and D.5.
The best parameter sets determined from tuning to this point were then
used in the second set of experiments. First, for each dataset, an experiment
was done to show the efficacy of each SpikeProp extension at reducing
computation, plus one run including them all (SpikeProp+). The parameters
used for this experiment are listed in table D.9. The SpikeProp+ runs were
then extracted and plotted alongside the best respective SpikeProp and
Backprop runs from section 5.6.3. These results will show just how well
SpikeProp+ performs in comparison to Backprop.
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Results

The figures in this section follow the same format as described in section 5.6.2. From the first experiment, fig. 6.7 shows the convergence levels
of each dataset for each timestep tested. It can be seen that when the
timestep is raised from 0.1ms to 1ms, XOR needs fewer epochs to converge,
and actually converges more often at 0.5ms. Interestingly, at that timestep
and higher, the trained networks all recorded zero error! In such discrete
problems it seems that restricting time quantisation is very beneficial.
For the Iris and Breast Cancer datasets, convergence levels drop off as
expected, however not very rapidly. SpikeProp is still usable at timestep
of 0.2ms for Iris and 0.5ms for WBC. Network accuracy was unchanged
regardless of timestep size. When looking at computation however (figs. 6.8
and 6.9), larger timesteps entail less computation to a point, beyond which
it increases again. The exception to this was the XOR testing phase, which
was roughly constant. The timestep of best convergence usually occurred
before the lowest cputime. The most beneficial timestep sizes with adequate
levels of convergence were retained for subsequent experiments: 1ms, 0.2ms
and 0.5ms for the XOR, Iris and WBC datasets respectively.
The following experiment looked for the ideal number of inhibitory
hidden neurons. Figure 6.10 shows the convergence levels of each dataset
with between zero and two such neurons. The XOR network converges in
fewer epochs without an inhibitory neuron, while the other two datasets
performed best with one. Those findings were repeated in the training
cputime data of fig. 6.11, meaning those configurations will be retained
for future experiments. The testing cputime and FP instructions (fig. 6.12)
were fairly independent of the number of inhibitory neurons.
The third experiment was performed to determine the best SRFs and
learning rates to use, accounting for the effects of lookup tables, ED simulation and WTA optimisation. This was repeated for each of the three
datasets. From the XOR plots in figs. 6.13 to 6.15, the best learning rate for
each SRF is clearly distinguished. From those, the cubic SRF with η = 100
was selected as best. As seen before, the testing cputimes were relatively
constant regardless of either parameter.
Moving on to the Iris dataset results in figs. 6.16 to 6.18, the cubic and
ramp SRFs clearly stand out in convergence frequency and robustness
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Figure 6.7: Finding the largest working timestep for each dataset: convergence and
accuracy. In (b), XOR data is absolute error while Iris and WBC data are percentage
accuracies.

to changes in learning rate. In this case however, selecting the best SRF
is less straightforward, because low cputime often occurred with poor
convergence frequency. The cubic SRF with η = 1 was selected as the
best compromise. Once again, testing computation had minimal variation
across runs.
Results from the last dataset, the Breast Cancer dataset, are shown
in figs. 6.19 to 6.21. This time, all four new SRFs show good robustness
to changes in learning rate, with the ramp function always converging
for three different values. Looking at the training cputimes however, the
cubic and ramp SRFs actually come with significant penalties, even in the
best cases. In fact training with the original alpha function is as good
as the best tanh and int-alpha runs. The int-alpha SRF with η = 30
was ultimately chosen because it is more likely to behave well with the
upcoming enhancements. Unlike the previous two datasets, testing cputime
tended to increase with learning rate, however overall they remain very
small.
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Figure 6.10: Finding the best number of inhibitory hidden neurons: convergence and
accuracy. In (b), XOR data is absolute error while Iris and WBC data are percentage
accuracies.

The next tuning experiment was to determine the parameters needed
to reduce each dataset’s network to a single subconnection. These values
were determined from educated tuning, but may not be the best possible.
From eqs. (3.5) and (3.6), this reduction in synapses entails a corresponding
drop in learning rate. While unitary subconnections were possible for all
three datasets, the XOR network (xor1) was hardly an improvement in
cputime. Paradoxically, by using two subconnections (xor2-eta50 was best),
it was possible to halve the amount of cputime. The reason for this is the
relative number of epochs required, shown in the convergence results of
fig. 6.22. For WBC, the cubic SRF replaced the int-alpha SRF in order to
achieve these results. Note that the number of epochs for xor2, iris1 and
wbc1 remained close to those of the best corresponding sixteen synapse
networks. Note also that the learning rate decreased with the number of
synapses: halved for XOR to reduced fifty-fold for Iris.
Figures 6.23 and 6.24 present the all-important computational results
of reducing to single- or double-synapses per connection. Training-wise,
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Figure 6.11: Finding the best number of inhibitory hidden neurons: training.

the similar loads of xor16 and xor1 are visible. The xor2 runs uniformly
halve that cputime however, noting that the plot is logarithmic in scale.
The best single-subconnection Iris and WBC runs (Iris1-eta0.03, taking
into consideration convergence, and Wbc1-eta2.0) are also seen to halve
the amount of cputime compared to the sixteen-synapse networks. These
findings are corroborated by the floating-point instruction counts.
As for testing the trained networks, remarkably the number of floatingpoint instructions is always invariant of the number of synapses per connection. This property holds for the cputime of XOR as well. For the other
two datasets, single-synapse cputime is constant across the relatively small
range of learning rates, however it is more than half the sixteen synapse
case for iris1 and about a third for wbc1. One reason for the training and
testing cputimes not decreasing sixteen-fold is because not all sixteen were
actually in use initially.
The remaining parameters to be tuned were the learning rates when
learning synaptic delays and neuron thresholds (appendix C). Figures 6.25
to 6.27 show the effect of a range of ηd values on the learning process,
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Figure 6.12: Finding the best number of inhibitory hidden neurons: testing.
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Figure 6.13: Choosing the most efficient SRF with ED and LUT enhancements on the
XOR dataset: convergence and accuracy.
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Figure 6.14: Choosing the most efficient SRF with ED and LUT enhancements on the
XOR dataset: training.

compared to no delay learning. As the effect of delay learning takes hold, it
is seen that the number of training epochs and cputime generally increases.
(Iris1-etad0.3 only converged once and so is unrepresentative). The testing
computation was barely affected however. The same effects were seen
with threshold learning in figs. 6.28 to 6.30. These two enhancements were
therefore eliminated from subsequent experiments. In experiments with
more synapses per link, a modest improvement in cputime was observed
from learning thresholds.
Having completed the lengthy process of parameter tuning, the effect of
each enhancement in section 6.2 can be examined knowing they are having
their greatest effect. For each dataset, these are presented in the following
order:
1. alpha SRF, 16 subconnections, no enhancements
2. alpha SRF, 16 subconnections, event-driven simulation
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Figure 6.15: Choosing the most efficient SRF with ED and LUT enhancements on the
XOR dataset: testing.
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Figure 6.16: Choosing the most efficient SRF with ED and LUT enhancements on the Iris
dataset: convergence and accuracy.
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Figure 6.17: Choosing the most efficient SRF with ED and LUT enhancements on the Iris
dataset: training.

3. alpha SRF, 16 subconnections, lookup tables
4. alpha SRF, 16 subconnections, coarse timesteps (varies by dataset)
5. alpha SRF, 16 subconnections, even convergence testing
6. alpha SRF, 16 subconnections, winner-takes-all
7. cubic SRF, 16 subconnections
8. cubic SRF, 1 or 2 subconnections (2 for XOR)
9. cubic SRF, 1 or 2 subconnections, all enhancements
Starting with the XOR dataset shown in figs. 6.31 to 6.33, almost no change
in convergence frequency is observed until the cubic SRF is used. Switching
to the cubic SRF, convergence jumps to 90%, reaching 100% when using
the two-synapse versions. Looking at the training computation, using the
ED algorithm uses 55% as much CPU as basic SpikeProp, while lookup
tables reduces this to 40%. Using a timestep of 1ms instead of 0.1ms
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Figure 6.18: Choosing the most efficient SRF with ED and LUT enhancements on the Iris
dataset: testing.
100
Trained Network Accuracy

99

98

97

96

95

94

93

0

92

Figure 6.19: Choosing the most efficient SRF with ED and LUT enhancements on the
Breast Cancer dataset: convergence and accuracy.
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Figure 6.20: Choosing the most efficient SRF with ED and LUT enhancements on the
Breast Cancer dataset: training.

reduces SpikeProp computation by 75% while reducing network error
to zero. Testing for convergence every two epochs instead of one only
reduces computation by about 20%. On this problem, the winner-takesall optimisation shows no improvement because there is only one output
neuron. Switching to the cubic SRF alone (with corresponding change in
time constant) reduces training cputime by 65%. The biggest acceleration
is seen by going from sixteen synapses per connection to two, a 92%
improvement. Putting all the enhancements together—save for the 1ms
timestep, which worsens the result somewhat when used in conjunction—
the cubic2-all configuration delivers a 13x speedup from 0.316s to 0.024s.
Note that the number of floating-point calculations for the ED algorithm
is unchanged even though the cputime fell 45%, indicating that most of
the savings was in unnecessary neuron and synapse handling rather than
membrane calculation.
Comparing the testing cputime across the enhancements, all show a 33%
improvement from 6ms to 4ms over the standard SpikeProp, although the
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Figure 6.21: Choosing the most efficient SRF with ED and LUT enhancements on the
Breast Cancer dataset: testing.

test2 run jumped 33% to 8ms. The floating-point instruction counts show
the gradual drop in computation hidden from the cputime measurements.
Only the step1 run stands out at 65% of alpha16.
Results for the Iris dataset are shown in figs. 6.34 to 6.36. Convergence
levels are generally unaffected across optimisations, although when combined, the frequency drops to about 50%. The training computation shows
a similar pattern to the XOR dataset. The ED algorithm saves about 20% of
computation this time, while lookup tables reduce it by about two thirds.
Using a timestep of 0.2ms instead of 0.1ms reduces computation by only
5% here. Testing for convergence every two epochs actually increases computation on this dataset by 13%. Using the winner-takes-all optimisation
saves 13% instead. Switching to the cubic SRF however cuts computation
by two thirds compared to the default alpha16. Reducing the number of
synapses 16-fold improves this to an 88% savings in computation. Combining all the enhancements save for the increased timestep again, SpikeProp
training computation is reduced from 5.64s to 0.35s, or 16 times faster.
These improvements are generally reflected in the floating-point instruction
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Figure 6.22: Reduction to unitary subconnections and finding the new best learning rate:
convergence and accuracy. In (b), XOR data is absolute error while Iris and WBC data are
percentage accuracies.

counts.
Looking at the testing phase, the variation is quite similar to the training
case, unlike XOR previously. Compared to alpha16, each run respectively
requires 83%, 41%, 71%, 108%, 75%, 50% and 25% as much cputime. Combining them all reduces testing cputime from 0.048s to 0.008s, a reduction
of six times. The floating-point operations are relatively constant across
optimisations except form alpha16-wta and cubic1-all, which are roughly
30% less.
Finally, figs. 6.37 to 6.39 show the effects of each enhancement on
the Breast Cancer dataset. Convergence levels were generally 100% or
close, except when using a timestep of 0.5ms, which converged 70% of
the time. On this dataset, the ED algorithm needed 77% as much CPU
as the default alpha16 configuration to train its networks. Lookup tables
required 35% as much, while a timestep of 0.5ms required about half as
much cputime. Testing every two epochs with the alpha16 case almost
doubled the amount of cputime, though when using single synapse links,
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Figure 6.23: Reduction to unitary subconnections and finding the new best learning rate:
training.

it provided an improvement. Winner-takes-all optimisation was only able
to save 8% computation here, while switching to the cubic SRF with 16
synapses came at a 5% penalty. Dropping to one synapse per connection
however reduces computation to just 14% the level of alpha16. Putting
all the enhancements together (the coarse timestep was beneficial and
included this time), reduces cputime from 1.11s to 0.064s – a 17x speedup.
The floating-point counts reflect these findings, with the LUT savings
standing out as in the previous two datasets.
As for testing the trained networks, again the improvements show a
similar pattern. Taking the alpha16 configuration as baseline, the enhancements use 75%, 35%, 30%, 102%, 83%, 45% and 13% as much cputime
respectively. The combined run cubic1-all reduces testing cputime from
0.29s to 0.02s, a 14.5x improvement. As with the Iris dataset, floating-point
instruction counts were relatively constant except for cubic16-wta and
cubic1-all which were both reduced by 15%.
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Figure 6.24: Reduction to unitary subconnections and finding the new best learning rate:
testing.

The SpikeProp+ runs including all enhancements were extracted from
the previous experiments and juxtaposed against the best Backprop and
basic SpikeProp results from chapter 5 in figs. 6.40 and 6.41. They show the
ultimate benefit of the improvements described in this thesis with respect
to the earlier algorithms. The median values are summarized in table 6.5.
All networks meet the same accuracy/error levels and have acceptable
convergence levels.
The table shows that in the training phase for the XOR problem, Spike-

Training

Testing

BP

SP

SP+

BP

SP

SP+

XOR

1

11.3

0.857

1

2.00

1.00

Iris

1

157

9.78

1

13.0

2.00

Breast Cancer

1

35.2

2.00

1

37.3

2.50

Table 6.5: Comparison of cputimes between Backprop (baseline), SpikeProp and SpikeProp+.
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Figure 6.25: Finding the best value of delay learning rate: convergence and accuracy. In
(b), XOR data is absolute error while Iris and WBC data are percentage accuracies.
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Figure 6.26: Finding the best value of delay learning rate: training.
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Figure 6.27: Finding the best value of delay learning rate: testing.
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Figure 6.28: Finding the best value of threshold learning rate: convergence and accuracy.
In (b), XOR data is absolute error while Iris and WBC data are percentage accuracies.
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Figure 6.29: Finding the best value of threshold learning rate: training.
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Figure 6.30: Finding the best value of threshold learning rate: testing.
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Figure 6.31: The effect of each SpikeProp+ enhancement on XOR: convergence and
accuracy.

Prop+ required 15% less cputime to train than its Backprop counterpart
after its 13x speedup from SpikeProp. On the Iris dataset, training still
needs about ten times more cputime than Backprop, but the Breast Cancer
network has improved to just two times slower than Backprop.
Comparing the trained networks, the XOR SpikeProp+ network is measured to need the same amount of cputime as its Backprop counterpart,
although some small difference may be hidden in the OS’ cputime measurement resolution. For the Iris dataset, the SpikeProp+ network needs
twice as much time to run as its Backprop counterpart, while the Breast
Cancer one needs 2.5 times more.

6.5

Discussion

In this Chapter, a number of enhancements to SpikeProp were described
for the purposes of reducing the amount of computation and hence energy.
Several of them are biologically motivated with respect to the discussion
in chapter 4 – winner-takes-all optimisation, event-driven computation,

Figure 6.33: The effect of each SpikeProp+ enhancement on XOR: testing.
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Figure 6.32: The effect of each SpikeProp+ enhancement on XOR: training.
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Figure 6.34: The effect of each SpikeProp+ enhancement on the Iris dataset: convergence
and accuracy.
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Figure 6.35: The effect of each SpikeProp+ enhancement on the Iris dataset: training.
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Figure 6.36: The effect of each SpikeProp+ enhancement on the Iris dataset: testing.

reduced precision using coarse timesteps and delay/threshold learning.
Winner-takes-all encoding is a form of spatio-temporal sparse coding,
while event-driven computation mimics the low resting power quality of
real neurons by not performing computations when they are quiescent.
Reducing the precision of spike times tolerates a level of noise in the system,
but comes with energy benefits. In the case of XOR as it turns out, the
accuracy level could actually be increased by doing this. Lastly, real neurons
are able to learn by adjusting synaptic delays and neuron thresholds over
time.
Other enhancements are purely algorithmic – alternative spike response
functions, unitary subconnections, lookup tables and reduced convergence
testing. These used knowledge of the operation of SpikeProp to accelerate
convergence and eliminate unnecessary calculations. The overall goal
was to see how much more efficiently learning could be achieved by the
enhanced algorithm SpikeProp+. In particular, to see whether it could
eliminate the computational overheads of SpikeProp identified in chapter 5,
and even surpass the second-generation MLP network.
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Figure 6.37: The effect of each SpikeProp+ enhancement on the Breast Cancer dataset:
convergence and accuracy.

Four new alternative spike response functions were proposed based
on the analyses of the previous chapter, which successfully improved
convergence outcomes and reduced cputime (training up to 65%, testing
up to 55%). Reducing the number of synapses per connection to one or two
was shown to work while slashing computational costs (training up to 92%,
testing up to 87%). Using lookup tables to avoid performing expensive
floating point calculations at every timestep provided considerable gains
with no real downsides (training up to 66%, testing up to 65%). Making
use of the winner-takes-all optimisation by stopping a simulation after the
first output fires is another way to save computation unique to spiking
networks (training up to 13%, testing up to 33%).
By adapting SpikeProp to use an event-driven algorithm, a large proportion of unnecessary neural computation was excised, mirroring the
processes of the brain itself (chapter 4)(training up to 45%, testing up to
33%). The drop in cputime observed without a corresponding drop in
floating-point instructions suggests that these savings came mostly from
unnecessary integer operations. Those are likely to arise from manipulating
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Figure 6.38: The effect of each SpikeProp+ enhancement on the Breast Cancer dataset:
training.

the relatively complex network structure. Investigating this is a possible
avenue for future work.
The issue of timestep size was approached from the opposite direction
to usual: what is the largest size that SpikeProp will work with? The XOR
problem could be reliably learned with a timestep as high as 1ms, when
using a coding interval of 6ms and time constant of 7ms. Although such
reduced precision results in poor reproduction of neural dynamics, it was
found to provide considerable savings in learning computation (training up
to 75%, testing up to 70%). Notably, on the XOR problem it was possible
to achieve zero trained error with coarser timesteps, which bodes well for
similarly discrete problems.
The work of Schrauwen et al. [154] allows SpikeProp to adjust its
synaptic delays and thresholds over time, reducing time to convergence.
However in experiments with single- and double-synapse networks, no
improvement was seen. It appears that these enhancements are not useful
when used with only one or two synapses per connection. Alternatively
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Figure 6.39: The effect of each SpikeProp+ enhancement on the Breast Cancer dataset:
testing.

it may be that the other parameters used were tuned to a point where
little potential for further improvement was possible. Lastly, the option to
test a network in training for convergence less regularly can help to avoid
some of the overhead intrinsic to spiking networks (training up to 20%),
though it can inflate them instead. The latter effect was also seen when
otherwise beneficial methods were used simultaneously, coarse timesteps
in particular.
Using the described efficiency techniques, and parameter tuning to determine the best operating conditions, the computation levels of SpikeProp+
were able to be slashed over SpikeProp: by 13–17 times in training, and
1.5–14.5 times in testing, depending on the dataset. This is a remarkable
achievement. In comparison to the second-generation MLP network trained
with Backprop, it was seen that SpikeProp+ can actually surpass Backprop
in training time by 15% and match it in testing on the XOR problem. On
the other two datasets, SpikeProp remains 2–10 times slower in training,
and 2–2.5 times slower in testing. These figures are a big reduction from
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Figure 6.41: Comparing Backprop, SpikeProp and SpikeProp+: testing.
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the tens-to-hundreds of times measured in chapter 5.
In other words, it was shown that most of the traditional computational
overhead of spiking network algorithms can be eliminated. This was
achieved using methods available only to spiking networks. Yet further
avenues for improving SpikeProp and other spiking algorithms remain.
These and the implications of this research are discussed in chapter 8.

6.6

Guidelines for Parameter Selection

In conducting the experiments in this and the previous chapter, a process for
parameter tuning was established to make SpikeProp/SpikeProp+ converge
as quickly and as reliably as possible. Although this process for selecting
parameters is far from perfect, it is a step forward from the information
available in the literature and will be useful to other researchers and practitioners. The general process followed when using SpikeProp/SpikeProp+
with a new dataset is as follows:
• First check that Backprop is able to learn the dataset.
• Set SpikeProp to use the defaults from the original paper [76]—sixteen
subconnections, alpha SRF with τ = 7, and [0..6] input and [10..16]
output coding intervals. Use the ED algorithm, lookup tables and
WTA optimisation to speed up this process.
• Adjust the timestep while tuning the learning rate to determine the
minimum necessary for the required accuracy. This is quicker than
equivalently adjusting coding intervals and time constants.
• Once learning is successfully observed, try the int-alpha or cubic SRFs
to immediately improve convergence frequency and training cputime.
• Tune the remaining parameters to improve SpikeProp+ computation
levels.
Suggested tuning guidelines for SpikeProp+ parameters are summarized
in table 6.6. Essentially, the idea is to bias the network in such a way
that the composite membrane potential (summed SRFs) crosses the neuron
threshold roughly in the middle of its rising edge. Output intervals need
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to be matched up to the resulting output spikes, which are somewhat
dependent on the data distribution.
For the time being, parameter tuning SpikeProp/SpikeProp+ is far more
time consuming than Backprop. Not only are there a greater number of
parameters, but running the algorithm itself takes longer (chapter 5). The
guidance provided in table 6.6 will help expedite this process somewhat.
Devising adaptive algorithms for selecting parameters—similar to those
of Schrauwen et al. [154] for delays and thresholds—may be another way.
These tuning difficulties may not necessarily hold for all spiking algorithms
however.

(Tune) The learning rate is dependent on the dataset, and relationship between weights, subconnections and
threshold. These factors determine where on the composite membrane curve the algorithm operates, and the
values of y and dy/dt (eqs. (3.5) to (3.7)). Therefore, may require re-tuning after other parameters are adjusted.
Does not appear to correlate with size of training set or number of neurons (section 5.2).
Any of the monotonically increasing new SRFs are better than the alpha function (section 6.1.3). If not using
LUT/ED, ramp is fastest, while int-alpha or cubic are better choices otherwise.
Needs to be larger than ∆Tin [76]. τ here indicates the rising edge of the SRF, a multiplier may be required for the
alternate SRFs (fig. 6.2).
Moore [87] suggests it should be set so that the membrane potential does not surpass it by much. Results here
indicate lower values work better by reducing the incidence of no-spike, but too low means later synapses are
ignored which can prevent convergence. Ideally, select based on weight values and subconnections such that on
average the algorithm operates in the middle of the rising edge of the SRF (i.e. half to one times the sum of
incoming weights). Schrauwen et al. [154] adjust weights to sum to 1.5 with a threshold of 1.
Should be less than τ, where τ is the rising edge of the SRF.
A little less than τ is a reasonable starting point, where τ is the rising edge of the SRF. SpikeProp becomes more
sensitive to ∆Tout and Tout as the number of subconnections is reduced.
∆Tin + τ is a reasonable starting point, where τ is the rising edge of the the SRF. Schrauwen et al. [154] set output
delay later than the arrival of the latest possible synapse from the hidden layer.
Include, but not required depending on data distribution (section 5.4.2).
(Tune) Can be accomplished using negative initial weights (ensure derivatives are negated appropriately).
Begin with sixteen to verify learning, then reduce as low as one while adjusting other parameters to suit.
These parameters were experimented with when difficulty was encountered reducing the network to a single
subconnection. Sixteen SRFs arriving in short sequence can be approximated by fewer spaced out ones.
The lower the relative range between weights and zero, the lower the chance of individual synapses dominating
the network. Sporea [163] found good convergence setting Wmin slightly negative e.g. [-0.1, 0.9].
Method 7 is a good choice in most circumstances (table 6.4).
Use. Otherwise weights reaching zero are clamped there, from where they do not usually move. The synapse is
essentially lost, making the network less likely to converge. Confirmed here and elsewhere [87, 154, 163].
Set such that this limit is normally never reached, say 100x the latest output coding. If the timestep is reduced,
max_timesteps must be compensated to prevent no-spike errors.
(Tune) Set along with ∆Tin to ensure all input variance is captured. That is, every difference between inputs
needed for classification is captured.
(Tune) Indepedent of dataset, but 0.1 is a good starting value. Not useful with single-synapse networks.
(Tune) Varies widely depending on dataset. Not useful with single-synapse networks.
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Spike response function

SRF time-constant

Spike threshold

Input spike interval (ms)
Output spike interval (ms)

Output spike delay (ms)

Extra input with spike time 0
Inhibitory hidden neuron count
Synaptic terminals per connection
Subconnection delay and spacing

Weight initialization range

Weight init. method
Permit negative weights

Max. steps per simulation

Simulation step size (ms)

Delay learning rate
Threshold learning rate

η

srf

τ

ϑ

∆Tin
∆Tout

Tout

reference neuron
inhibitory neurons
subconnections
subconn_delay,
subconn_spacing
Wmin , Wmax

weight_init_method
negative weights

max_steps

timestep

ηd
ηϑ

Table 6.6: Guidelines for selecting SpikeProp+ parameters to minimise computation while maintaining adequate convergence.

Notes

Description

Parameter
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CHAPTER

Stance Detection & Missing Values
Without art, the crudeness of reality would make the world unbearable.
– George Bernard Shaw
Spiking neural networks are often put forward as the ideal solution for
processing time-variant data. This is because they implicitly model time,
making it easier to encode such data. This chapter describes the application
of SpikeProp+ to such a problem: the detection of human stances from
a depth camera feed. This data was found to contain numerous missing
values which could not be simply discarded. Nevertheless, it was possible
to carry out experiments with SpikeProp+ with an appropriate encoding.
Data with missing values arises in many contexts [164], and learning
from it normally requires discarding useful information or performing complex statistically-motivated imputation of missing values. These methods
invariably introduce noise and are less-than-ideal. Therefore, if spiking
networks could learn patterns directly from incomplete datasets, it would
be a significant result and another reason why they might be superior to
earlier-generation networks.

7.1

The Time-of-Flight Biofeedback Project

The stance-detection problem described here arose out of the Time-ofFlight (TOF) Biofeedback project, a collaboration between the School of
Communication and Creative Industries and the School of Computing
and Mathematics at Charles Sturt University. It is an innovative digital

7
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Figure 7.1: Structure of the Time-of-flight project’s computer system showing the feedback
loop.

arts project originally led by the late Professor John Carroll, with a novel
type of improvisational theatre at its core [165]. A computerised video
system monitors the movements of a stage performer through a time-offlight camera (below) and coordinates elements of the stage environment
in response: lighting, sound, projection and even fog.
In effect, a feedback loop is established between the digital system and
the performer (and optionally, the audience), in contrast to typically fullyscripted theatre. In the same vein as jazz music, there is considerable scope
for improvisation, and interaction with the audience. No two performances
need be the same, and given how chaotic behaviour often emerges from
simple rules, a wide range of outcomes is possible. Figure 7.1 illustrates
the process.
A proof-of-concept (POC) with a restricted set of functionality was
constructed for the project. Only a single performer is supported, the
number of stances is limited to the eight shown in fig. 7.2, and stage
environmental manipulation is limited to screen projection and sound. If
the POC is successful, the next phase could support more performers and
stances, would use the stage serial protocol DMX (Digital Multiplex) to
control light sources and other devices like fog machines, and use multiple
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Figure 7.2: False-colour depth images of the eight stances detected by the proof-of-concept
application tofStage.

sound channels. Detecting sequences of stances is another possibility.
The goals of the POC computer system are as follows:
1. process in real-time the datastream from the TOF camera to detect
the current position of a single performer.
2. classify this data into one of a set of pre-defined stances (enumerated
in the stance notation), or flag no-detection.
3. manipulate stage lighting and sound in response to detected stances
(specified by the performance notation).
This chapter focuses on implementing the second step using SpikeProp+
for reasons that will be explained shortly.

7.2

Depth Imaging & Stance Recognition

The Swissranger SR4000 time-of-flight camera [166] had been selected
for the project prior to the commencement of development of the POC.
Traditional RGB video processing had been considered but initial research
indicated that it would be a difficult problem to solve. TOF imaging is a
type of depth imaging, wherein the camera returns frames composed of
distance values instead of light intensity values, or a point cloud. Depth
imaging is a relatively new technology, and although it had earlier been in
private development, it really burst into the research and consumer markets
with the release of the Microsoft Kinect gaming device in November 2010.
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Property

SR4000

Kinect (depth)

Technology

Time-of-Flight

Structured Light

Frame resolution

176 × 144

320 × 240

Frame rate

30 fps (50 max)

30 fps

Range

0.8m - 10m

1.2m - 3.5m

Depth accuracy

10mm

10mm

Depth precision

14-bit (16,384)

16-bit (65,536)

Field of view

44° × 35° / 69° × 56°

57° × 43°

Table 7.1: Comparison of SR4000 and Kinect specifications [166, 167, 168, 169].

Unlike the SR4000, the Kinect uses a different underlying technology
called structured light. In that system, a carefully constructed infrared
grid image is projected onto the living room scene in front of the camera.
Infrared cameras then image the projected grid—now distorted by objects
like the user in the field of vision—to which algorithms are applied to
determine the distance of each disturbed pixel. The SR4000 uses the timeof-flight principle which is essentially the same as radar. A signal (infrared
in this case) is sent out from the camera, and the time taken for it to return
after reflecting off objects in its field of vision is measured at every pixel.
The corresponding distances can easily be calculated using the propagation
speed of the signal.
Table 7.1 compares the two devices’ specifications. Although the SR4000
was acquired long before the availability of the Kinect, it remains the better
alternative for the TOF project. This is because it has a 10m range more
suitable for theatre stages in comparison to the Kinect’s 3.5m living room
range. It is also less susceptible to sources of noise on stage.
While the point cloud produced by these devices was a valuable new
datasource, it remained a non-trivial problem to extract from it the forms
of people. Again the Kinect popularized software for this purpose, though
other firms had been developing similar technology [170]. The so-called
skeleton-tracking middleware extracts from the point cloud stream the spatial
locations of various body parts like the head, hands, elbows, knees, feet
and so on.
For the TOF project, several alternative middlewares were considered:
the Microsoft Kinect Software Development Kit (SDK), OpenNI, SoftKinetic
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iisu and GestureTek. The open-source OpenNI API seemed promising
at first, but required considerable adaptation for use with the SR4000.
Ultimately, the iisu SDK was selected as it was the only one to support the
SR4000 at the time [171]. The iisu SDK is able to return an array of skeleton
and other data on a frame-by-frame basis [172].

7.3

The Proof-of-Concept

The POC system, called tofStage, was implemented as a GUI application in
Windows (the free SDK was only available for Windows at the time) using
C++ and the Qt library. To represent the stance and performance notations,
a pair of XML schemas were devised – the stance schema and performance
schema. The details of these notations are not important here, but samples
are provided in appendix E.
The stance schema specifies each of the eight stances for this POC
(fig. 7.2), and a set of rules using based on the positions of various body
parts returned from the pose SDK. Of the skeleton data available from
the SDK, nine datapoints were used: BoundingBox, MassCenter, Head,
LeftHand, RightHand, Pelvis, LeftFoot and RightFoot. Some useful

datapoints for body parts like the elbow and knee were unavailable in
the free version of the SDK. The iisu SDK first performs any required
transforms on camera data to return euclidean (X, Y, Z) coordinates in 3D
space. The Z-dimension (depth) was ignored for this POC, meaning that
the system is invariant to the performer’s distance from the camera.
The SDK also provides a convenient embedded scripting language
based on the language Lua which was used for specifying stance rules. A
script was developed which runs on every frame of the TOF camera, and
returns an integer from one to eight if any of the stances were matched,
or zero otherwise. These rules are in effect a simple decision tree. For
example, a positive detection of stance 3 arises from the following rules
(from appendix E):
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if math.abs(USER1_PARTS_LeftHand.x - USER1_MassCenter.x)
> thresArmStretched
then leftArmStretched = true else leftArmStretched = false end
...
if feetTogether and leftArmStretched and (not rightArmStretched)
then stance = 3; return; end

To allow these rules to be created by a single person who cannot simultaneously be making stances in front of the camera, the video recording
facility of the SDK was used. A point cloud video of the eight stances being
performed in sequence was recorded. This video was then set as the data
source to the SDK, allowing the rules to be developed by trial-and-error.
The performance schema describes what audiovisual resources to display or revoke in response to the detection of a particular stance. tofStage
allows the user to display coloured boxes, images and videos on screen,
as well as play audio sequences. The onscreen display is intended to
be projected onto a backdrop behind the stage. A variety of operations
like looping, delays and fades were also implemented in order give the
performance designer plenty of creative scope.
When in operation, a point cloud stream of the stage is delivered from
the TOF camera (via the SR4000 driver) to the iisu SDK, which is compiled
into the program. The SDK’s algorithms process each frame and detect the
performers body part locations in 3D space. It then runs the Lua script
defined in the stance schema, which returns an integer as described above.
Knowing the currently detected stance (if any) and the previous state,
tofStage consults the performance schema for a corresponding listing and
releases or withdraws any audiovisual resources specified there. Figure 7.3
is a screenshot of the application in action.

7.3.1

Machine Learning & the Stance Dataset

Although the POC was successfully implemented, it became clear that there
were several problems with writing rules for the stance schema:
1. Even with recorded video, programming rules is a slow trial-anderror process. For the POC, it took several days to reliably distinguish
all the relatively simple stances. This does not work well with the
creative process in-studio.

Figure 7.3: Screenshot of the tofStage application in operation. The Canvas window is not
a child window, and is intended to be maximized over a second display.
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2. Rules are brittle and require adjustment for each individual performer.
For example in the sample rule above, the constant thresArmStretched
= 0.6 (metres) works well for a tall person, but will need to be ad-

justed for people of different physiques. One solution is to use ratios,
but even then there is variation in body shapes.
3. Discriminating stances of greater number and complexity than the
POC is not practical via this manual trial-and-error process.
4. The performance of a rule-based system scales in terms of rule count.
System performance can be expected to degrade as stances are added
or their complexity increases.
A machine learning technique would be an ideal solution to some of these
issues. Such a technique would take point cloud snapshots of individual
stances from a variety of performers, and would learn to discriminate
between them. In this chapter, the spiking algorithm described in the
previous chapter is used for this purpose.
Producing a training set using tofStage was relatively simple. Using
the recorded video, the software was modified to write to a file records
containing the values of each skeleton datum in addition to the stance
identified by the Lua script at every frame. The stance dataset so created
has 1143 records with 511 containing an identified stance (section 5.2). At
this point, it was realized that 750 (66%) of the records contained missing
data—when the SDK cannot determine the location of a body part and
outputs a (0, 0, 0) coordinate. This can occur when body parts are occluded,
or when the orientation of the performer is simply too poor for the SDK to
handle. These zero values were intuitively ignored when devising stance
rules manually, but algorithms require explicit instruction.

7.4

Learning with Missing Data

Supervised machine learning algorithms deal with missing input values
in a number of ways. Most isolate the problem from the algorithm itself,
which usually cannot handle missing data natively. In fact, there is often an
implicit assumption in the literature that lossy datasets need to be modified
in some way to be able to learn from them. This section surveys the most
popular methods for dealing with missing values.
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The simplest method is not dealing with them at all: case deletion.
Records containing missing values are discarded, and the remainder are
used for training. This is acceptable when there are few missing records
like the Breast Cancer dataset (section 5.2), but is not acceptable for the
Stance dataset for example, where all stance 6 records contained missing
values.
In such cases, the generally accepted solution is imputing values for
the missing attributes. This is done by suggesting a value based on the
statistical distribution of values that are present in the dataset. The simplest
way to impute a value is to use the mean value of the attribute [164], or
the mode of categorical attributes. Mean imputation is obviously a poor
solution in the case where the attribute follows a bimodal distribution. A
smarter way to do this is regression imputation, where a regression model
trained on complete records is used to predict the missing attribute based
on its neighboring attributes [164]. Mean and regression imputation are
examples of single imputation – where a single value is imputed for each
missing value.
Multiple imputation is a more complex approach which imputes multiple
possible values for each missing value. In effect, several possible complete
datasets are generated, from which the individual analyses can be averaged
for a given parameter of interest. Multiple imputation captures the effect
of variability in the missing attributes. A common method is to sample
datapoints from a Gaussian distribution fitted to each class, but more
complex models may be more appropriate [164].
It is obvious that all of the methods discussed above come with a preprocessing penalty to learning, which varies from negligible (case deletion)
to massive (learning from multiple imputation). Furthermore, any such
manipulation of the datasets must inject some variability which does not
correspond with the real measurements. There is at least one learning
method however, which is able to work with unmodified datasets [173].
Spiking networks are able to represent the case of missing data explicitly. With SpikeProp, the simplest option is to omit the spike from the
respective input neuron. It might be expected for this to cause neurons
not reaching their thresholds, but in practice this was not seen. Two other
possibilities were tried: setting the ‘missing’ input as having spiked very
late at one million timesteps, or UINT_MAX timesteps (the largest spike
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time possible). Because they had already been marked as ‘spiked’ at the
start, the simulation never actually reaches those timesteps. Both these
cases were found to learn equivalently well to an accuracy 10% better than
the no-spike encoding. Therefore the UINT_MAX option was used for the
experiments below.

7.5

Experiments

Two experiments were run applying SpikeProp+ to data with missing values: one on the Stance dataset and one on the Hepatitis dataset (section 5.2)
from which 66% and 48% of records contained missing values respectively.
In this case, the set of enhancements of SpikeProp+ was limited to alternate
SRFs, lookup tables, event-driven algorithm and winner-takes-all optimisation. The remainder would not add to the analysis of missing value
response, but would rather just give further insight into parameter tuning
and optimisation. Parameters used in these experiments are available in
appendix D tables D.6 and D.7.
Basic Backprop does not directly support missing values because there
is no way to distinguish a missing value from a valid input value (zero is
a valid input). Therefore a direct comparison with SpikeProp+ was not
possible, however a comparison with Backprop augmented with one of the
methods discussed above is an avenue for future work.
For both datasets, training on half the dataset limited the accuracy
attainable, while training on the entire dataset exhibited overfitting. 10fold cross validation was used to overcome these issues. In either case, the
trained networks were also tested on a dataset composed only of the records
containing missing values (denoted by -missonly, table 5.1), to ensure that
any poor prediction there was not being hidden. Twenty random seeds
were used for each fold. Training was carried out to an accuracy of 77%
on the Stance dataset; it was exceedingly difficult to raise this level while
maintaining regular convergence. The Hepatitis dataset was easily trained
to 95% accuracy however. These targets are not necessarily the best possible,
and are merely intended to demonstrate the ability of the networks to learn.
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Results

Figure 7.4 shows the convergence and accuracy levels of training on the
Stance dataset. Convergence levels in fig. 7.4a are relatively high across all
the folds showing that SpikeProp+ is able to learn effectively. Note that
the convergence plots are identical for the miss- folds because they use the
same training datasets. In fig. 7.4b, the average accuracy on every fold of
cross-validation is 76.4%, with one fold reaching 83%. Since training was
conducted to an accuracy of 77% on the training set, the networks have
quite clearly learned from the lossy dataset. Looking at the accuracy on
the StanceB-missonly dataset, the average accuracy is even higher at 80.4%.
Variation here is much lower than on the test folds as it is a larger subset of
the full dataset.
The cputime figures for training and testing on the Stance dataset are
displayed in fig. 7.5. The figure shows that learning from each fold (9/10th s
of the full dataset) takes between one and two minutes, usually a little more
than a minute. More interestingly, testing on each fold takes a consistent
0.1 seconds, while testing over all records with missing values takes 0.6
seconds. Dividing each figure by the number of examples in each testing
set gives the time to process a single frame: 0.8–0.9ms. Given that every
frame appears at 33ms intervals when the TOF camera stream is operating
at 30fps, the network will be suitable for use in the intended real-time
application.
For the Hepatitis dataset, fig. 7.6 shows the convergence and accuracy
levels. In fig. 7.6a it is seen that convergence levels are again relatively
good, indicating successful training. In fig. 7.6b, the average level of testing
accuracy on the folds is 81.3%, somewhat lower than the 95% accuracy
reached on the training sets, though one fold reached 93.75%. When
testing the same networks on the Hepatitis-missonly dataset, the average
accuracy jumps to 94%, with a peak at 97.3%. For interest, fig. 7.7 indicates
the amount of cputime required by this configuration of SpikeProp+ for
training and testing.
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Figure 7.4: Convergence data and accuracy on the Stance-B network. For each fold, the
same network was also tested with the Stance-B-missonly dataset (miss-).

0.7
Testing Cputime

0.6

120
0.5

100
0.4

60
0.3

0.2

Figure 7.5: Training and testing cputime on the Stance-B network. For each fold, the same
network was also tested with the Stance-B-missonly dataset (miss-).
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Figure 7.6: Convergence data and accuracy on the Hepatitis network. For each fold, the
same network was also tested with the Hepatitis-missonly dataset (miss-).
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Figure 7.7: Training and testing cputime on the Hepatitis network. For each fold, the same
network was also tested with the Hepatitis-missonly dataset (miss-).

154

Chapter 7. Stance Detection & Missing Values

7.7

Discussion

This chapter introduced the Time-of-Flight Project, a real-time application
which involves the discrimination of human stances from a depth camera
feed. The proof-of-concept identified the need for a supervised machinelearning algorithm to replace the inefficient manual rule-based system.
SpikeProp+ was therefore applied to this problem using an offline dataset.
It was found however that the datastream contained missing values more
often than not, which could not simply be discarded. Second generation
neural networks and other methods usually require complex pre-processing
to address this issue.
Using three simple input encodings, SpikeProp+ was found to reliably
learn from the unmodified Stance dataset. Using ten-fold cross-validation,
the network could be trained to 76.4% accuracy. When tested on all records
containing missing values, testing accuracy reached 80.4%. Higher accuracies were possible at the cost of overfitting. Furthermore, the trained
networks only required 0.8–0.9ms to run, a fraction of the time available at
30fps. Training on the whole dataset (1143 records) took over a minute, but
will be considerably faster with fewer examples to learn from.
It is likely that the Stance accuracy levels can be raised substantially
by manipulating the dataset. This is because it is derived from every
single frame of skeleton data at 30fps. Adjacent frames are likely to
contain similar and redundant data, where the network is forced to learn
noise. Furthermore, almost half of the training records are for class zero
– no stance detected. Recognizing the lack of a stance is harder to learn
than positively identifying a particular stance, and such records are overrepresented in the dataset, worsening the learning accuracy figures.
To verify that the learning of missing values by SpikeProp+ was not
unique to the Stance dataset, another experiment was conducted using the
Hepatitis dataset, in which 48% of records contain missing values. Once
again the algorithm was found to learn without issue—even including a
record with 14 of 19 attributes missing—and in fact performed even better.
In this case, an average accuracy of 81.3% was achieved with ten-fold
cross-validation, though one fold reached 93.8%. The average figure is close
to the 82.1% accuracy Šter and Dobnikar obtained using plain Backprop,
although they made no mention of how missing values were treated [174].
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Testing the networks on the records with missing values only yielded an
average 94% accuracy, or 97.3% in one case. In other words, almost every
record with a missing value was classified correctly.
These results demonstrate that SpikeProp+ is able to learn from very
lossy datasets without any pre-processing, yet still achieve high levels of
accuracy. This is a clear advantage over earlier-generation neural networks,
and indeed most other machine learning techniques. It will be interesting
to see just how well such spiking algorithms can learn from lossy data in
future work.
The TOF project now has the potential to learn stances automatically
and discriminate between them via SpikeProp+. This needs to be integrated
with the tofStage system, allowing the use of stances of greater number and
complexity. The proof-of-concept with its rule-based detection system is
already complete and has been fully tested in the lab.
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CHAPTER

Conclusion
Computers are useless. They can only give you answers.
– Pablo Picasso
Artificial neural networks are useful constructs in the field of computer
science, for solving a variety of artificial intelligence (AI) problems. As
the process of biomimicry has advanced—and stalled—over the years,
artificial neural networks have continued to push the boundaries of artificial
intelligence.
Spiking neural networks (SNNs) are third-generation neural networks
which raise the level of biological realism and are under expanding scrutiny.
Neuroscientists use them as models to study the brain with, while AI researchers continue to probe their properties and develop useful applications.
Being a relatively new and highly complex field, spiking networks tend to
find less application compared to more conventional neural networks like
the multilayer perceptron (MLP), the self-organizing map or deep belief
networks. Many believe however, that spiking networks hold the secret to
higher levels of artificial intelligence.
This research questioned the generally accepted problem of SNN’s
considerable computational overhead. Spiking networks are the first generation of neural networks to be able to reproduce several of the efficiency
techniques found in the brain, which was shown to be a highly efficient
organ. By reproducing some of those and other techniques, spiking analogues of earlier-generation networks could in fact use less computation,
making the use of more complex networks feasible.
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In experiments, efficiency enhancements to the supervised learning

algorithm SpikeProp were able to achieve a fifteen-fold reduction in the
amount of computation needed for both training and testing phases. The
so-called SpikeProp+ algorithm required less cputime to learn the XOR
problem to the same level of accuracy as the MLP, while the trained networks had the same runtimes. On two standard datasets, both training and
testing computation were reduced to within an order of magnitude of the
MLP.
SpikeProp+ was also applied to a problem to discriminate human
stances from a depth camera feed. In the process it was discovered that the
data contained many missing values which could not simply be omitted.
Remarkably, with a simple input encoding, SpikeProp+ was still able to
learn directly from the lossy dataset. This is significant because most
machine learning techniques cannot represent missing data and usually
require some form of noise-inducing pre-processing. This phenomenon
was verified on a second, standard dataset.
Thus as a whole, this work advances the case that spiking neural
networks can be superior alternatives to earlier types with objective, quantitative results. While their complexities may hinder general adoption
for the time being, spiking networks could help overcome computation
barriers when using large and lossy data, both of which are increasingly
commonplace.

8.1

Contributions

In answering the research questions posed in the first chapter, a number
of novel contributions were made in this thesis. Firstly it was shown
how digital engineering has followed—independently—in the footsteps
of Mother Nature in optimising for computational efficiency. The brain’s
efficiency adaptations were reviewed and compared with modern energyaware computing, identifying several parallels. While hardware designers
now focus on biological analogues like ‘dark silicon’ and ‘good-enough
computing’, this thesis identified and applied efficiency principles including event-driven computation and reduced precision to artificial neural
networks via spiking networks.
To demonstrate the effectiveness of that process, an objective baseline
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benchmark in terms of cputime was established. This may be the first
quantitative statement of the true computational demands of a spiking
algorithm (SpikeProp) with respect to a non-spiking one, the MLP. In
tests, SpikeProp used between 10 and 150 times as much cputime to learn
classifiers, while testing the networks used between 2 and 36 times as much
CPU as the MLP. Using the receptive field encoding of Bohte et al. [76]
raised these overheads to 200 times in both cases, without any improvement
in accuracy.
Although the latter finding discourages the use of receptive field encodings, analysis of SpikeProp showed that it is actually just a costly equivalent
to reducing the simulation timestep. Since the latter comes with less overheads, it is more desirable. Some of the failure modes and unexplained
behaviours in SpikeProp when applied to an early version of the Stance
dataset were also investigated. From this, the possibility of alternative spike
response functions was raised. Several alternatives were suggested, which
were found to improve convergence as well as reduce computation. Since
SpikeProp has a large parameter space and can be difficult to use, a set of
guidelines was also devised.
The major finding of this research is that SpikeProp’s computational
overheads can be significantly reduced by using efficiency enhancements—
by up to seventeen times and even surpassing levels of the MLP in one case.
This was achieved using biologically-motivated techniques like event-driven
simulation and reduced-precision, and other techniques like alternative
spike response functions and lookup tables. The generally accepted idea
that spiking networks are relatively slow to train and use was overturned
on the XOR problem, although on two standard datasets, the enhanced
algorithm SpikeProp+ remains up to 10 times slower in training and up to
2.5 times slower in testing.
SpikeProp+ was then applied to a real world application to classify
data from a time-of-flight depth camera. This learning task included
output classes for which every input record contained missing datapoints.
It was found that the spiking algorithm was able to work directly with
such data without any pre-processing, as required by the MLP and most
other machine learning techniques. This is a valuable property since no
information is lost and no noise is added to the learning process, and it
was verified on the similarly lossy Hepatitis dataset.
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In summary, this work shows quantitatively that spiking neural net-

works can have two advantages over earlier-generation networks. Firstly it
was shown that the conventional wisdom of spiking networks being slower
does not always hold; they can even be faster. Secondly, it was found that
spiking networks are inherently suited to learning directly from lossy data,
unlike most alternatives. So switching to spiking neurons may be one
way to attack the limitations faced by more conventional neural network
architectures.

8.2

Limitations

The results presented here should be regarded as discoveries which warrant
further investigation. They may not hold for all types of spiking networks
and their applications, but by the same token it is possible that even better
findings could be made.
In terms of experimental methodology, it is noted that the optimal
network topology for each algorithm was not identified. It is possible that
the minimum number of hidden neurons required differs between the MLP
and SpikeProp. Furthermore, the SpikeProp reference input was retained
in the Backprop networks, even though it is not strictly necessary. The costs
of setting up the lookup tables were also not included in computational
measurements, however this was small, and could be pre-computed just
once.
It was seen that the parameter space for SpikeProp is large. Although
best efforts were made at tuning each parameter individually to maximise
their effect, it is possible that the best set of parameters was not selected.
This is because they are very inter-dependent (table 6.6). Optimisation techniques like genetic algorithms [175, 162] and particle swarm optimisation
[176] have been applied to this problem of parameter selection elsewhere.
Computational costs in this thesis were determined empirically by
measuring cputime. However, many architectural effects are at play, including branch prediction, cache locality, memory accesses and floating-point
quirks. It is suspected that all the algorithms tested in this thesis are CPUconstrained, however this was not explicitly tested. Complexity analysis
of SpikeProp and SpikeProp+ would be useful to determine how they
scale. However, the interactions with data distribution and the various

8.3. Future Work
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enhancements may make this a difficult task.

8.3

Future Work

This work opens up many avenues for further study. An obvious next step
is to verify how common the results described above are by running experiments on a larger number of datasets. This is a time consuming process
however, due to the parameter tuning. Furthermore, plain SpikeProp may
require a long time to train, for instance trials on the Image Segmentation
dataset [157] required a timestep of 0.001ms, for which a single run takes
about 24 hours.
The training rule for time constants of Schrauwen et al. [154] was not
used here due to it interfering with lookup tables. However, there may
be a way of using both methods concurrently, which could give further
computational improvements.
Newer processors include performance counters for estimated energy
consumed. This data is easily available using PAPI [155], the framework
used for measuring floating-point operations. This is one way of bypassing the measurement of computation to determine more accurately the
difference in energy consumption between algorithms. It is likely there
will be a close correlation between the two however. Measuring integer
operations may also be useful to determine the proportion of integer-tofloating-point operations. This may help identify shortcomings in the
SpikeProp+ algorithm where further effort can be expended.
Another possibility that was not fully investigated is the use of different
encoding schemes. Other coding schemes could minimise the number of
spikes and hence computation, while improving learning characteristics.
Explicitly using the no-spike condition as a valid input or output—even
without missing data—is one way of doing this which might be considered
a form of sparse coding. Although the receptive field encoding of Bohte
et al. [76] was shown to be highly inefficient here, other implementations
may be more useful. Networks with a degree of feedback and shunting
inhibition could also help minimise spiking and therefore computation
[55].
Several existing acceleration techniques common to both the MLP and
SpikeProp were not used in this thesis, as there was no evidence they would
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favour one algorithm over the other. This should be verified. For example
the higher-order convergence techniques described in section 4.4, pruning
(from table 5.4, it is easy to detect unused synapses) and regularization
techniques. It may also be worthwhile seeing whether weights can be
transformed between MLP and SpikeProp networks.
Taking a step back, the methodology used in this research could be
applied to other spiking algorithms. Of the algorithms surveyed in section 3.4, SpikeProp was selected for being a well-established single-spike
algorithm. Another promising candidate is the theta neuron algorithm of
McKennoch et al. [79], which even claims to have an analytical solution. It
is likely however, that much parameter tuning will be required once again.
Comparing spiking to non-spiking algorithms need not be restricted to
feedforward and supervised networks, for example SpikeNET appears to
be analogous to the self-organising map (section 3.4). A spiking version of
the deep belief network may be one way to tackle its computation barriers.
The missing data findings of chapter 7 suggest several immediate
avenues of study. It remains to be seen to just what levels of accuracy
SpikeProp is able to learn from datasets with missing values, over a wider
range of datasets. These then need to be compared to more established
techniques like single and multiple imputation, and other existing methods
for learning from unmodified lossy datasets.
The TOF project application tofStage needs to be integrated with the
spiking simulator so that frames can be processed in real-time. The application will also need new functionality to snapshot frames for training
from. The system should allow autonomous learning of stances of greater
number and complexity than the proof-of-concept presented here, while
generalizing across different body shapes and sizes. Even further down the
road, learning stance sequences is possible.
Using the completed TOF proof-of-concept system, an improvisational
performance demonstrating its capabilities is currently being produced.
Notably, the creative workflow for such a performance is unusual, and
will involve collaborative sessions in-studio between director, performer
and technical director. Further details of the TOF system and the project’s
outcome will be the subject of future publications.

8.4. Final Words
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Final Words

The possible link between energy efficiency and intelligence is tantalizing.
Although there is no direct proof of a causal link today, evidence does seem
to point in that direction (chapter 1). Simultaneously in the digital world,
exponentially more powerful computers and smarter autonomous systems
are expected with each passing day. The fact that silicon efficiency has had
to grow constantly in order to achieve this is perhaps another indicator.
From such a belief, the investigations of this research show promise
for more efficient artificial neural networks with better capabilities. For
now, applying SpikeProp+ is significantly harder than Backprop for the
practitioner, so it is unlikely to appear in the general machine learning
arena as yet. Nevertheless, bringing energy-efficiency into the equation
is essentially adding another level of biomimicry to a field founded upon
the idea, and may be another tiny step towards the distant goal of general
artificial intelligence.
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APPENDIX

Derivation of SpikeProp
This Appendix reproduces the derivation of SpikeProp [76] using alternative notations that are clearer to follow. This notation is useful for the
analyses in chapter 5.
SpikeProp uses a feedforward network of one input, one hidden and
one output layer – H, I and J respectively (figure available in [76]). The
algorithm can generalize to more layers, however. Particular neurons from
each layer are represented by the lowercase h, i and j. The sets Γi and
Γi refer to the neurons in the immediately preceeding and immediately
succeeding layers respectively of a particular neuron i.
Each connection between neurons in adjacent layers represents m subconnections or synapses, each with constant incremental delays dk , k ∈ {1..m}.
Each subconnection has its own weight variable wijk which remains constant

at ŵijk during a simulation, but is updated by SpikeProp afterwards. The
circumflex is used to denote particular values for variables from a given
simulation throughout. The variables th , ti and t j represent the spike times
of particular neurons in the respective layers, and t̂h , t̂i and t̂ j refer to the
actual spike times.
The time-varying spike response function or postsynaptic potential
(PSP) kernel ε(t) is defined as an α-function for t ≥ 0 and zero elsewhere,
with τ being the synaptic membrane time-constant (see alpha in fig. 6.1):
ε(t) =

t 1− t
e τ
τ

(A.1)

The time-varying PSP contribution of a single subconnection from a
neuron i to the membrane of a neuron in the next layer is ε(t) delayed by

A
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both its spike time ti and delay dk , and zero for t ≤ ti + dk (see fig. 5.5):
yik (t) = ε(t − ti − dk )|ti =t̂i

(A.2)

The time-varying function x j (t) is the membrane variable of an output
neuron, equal to the weighted sum of incoming PSP functions from the
previous layer:
x j (t) =

m

∑ ∑ wijk yik (t) t =t̂
i

i ∈ Γ j k =1

(A.3)
i

Hereafter, the braces in yik (t) and x j (t) are omitted for clarity. x̂ j is
used to represent the point where the membrane variable first reaches
the threshold ϑ, thereby defining t j . SpikeProp is only concerned with
this first spike so subsequent membrane dynamics can be ignored. The
error-function used is half (neatens the derivative) the sum squared error,
where Tj is the training target spike time for output neuron j:
E=

1
(t j − Tj )2
2∑
j∈ J

t j =t̂ j

(A.4)

Although this function is always positive and averaged over all outputs,
the partial derivatives w.r.t. each weight are not. SpikeProp is a gradient
descent method, which adjusts each weight in the direction minimizing E.

Derivatives of yik (t)
Here some derivatives of yik which arise in subsequent calculations are
evaluated. From eq. (A.2):
yik = ε(u)

where

u = t − ti − d k

Using the chain rule, the partial derivative w.r.t. t is:
∂yk ∂u
∂  k
yi = i .
∂t
∂u ∂t
∂ε
=
∂u

(A.5)
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Similarly, the partial derivative w.r.t. ti is:
∂yk ∂u
∂  k
yi = i .
∂ti
∂u ∂ti
∂ε
=−
∂u
∂  k
=−
y
∂t i

(A.6)

from the previous step. This result is independent of the particular
function of ε(t), and is used at later points in this appendix and appendix C.
For the standard PSP function in equation eq. (A.1):
dε
du

=
=
=

∴

∂  k
y
=
∂t i

 

 u  1
1
1− uτ
1− uτ
e
+
− e
τ
τ
τ



u
u
1
1
e 1− τ
−
τ
u τ


1
1
ε(u)
−
u τ


1
1
k
yi
−
t − ti − d k
τ

(A.7)

Remember from eq. (A.2) that yik = 0 for t ≤ ti + dk . Because it is
not differentiable at t = 0, its time derivative is undefined there. Bohte
et al. [76] did not mention this, and Moore [87] was followed in setting

∂/∂t yk = 0 for t ≤ ti + d .
k
i

Output Layer
To train the network, each weight between the hidden and output layers
needs to be updated to minimize the error:
∆wijk = −η

∂E
∂wijk

(A.8)
wijk =ŵijk

From eq. (A.4), E = f (t j1 , t j2 , t j3 , ..., t jn ) so by the multivariate chain rule:
∂E
∂E ∂t
= ∑ . lk
k
∂tl ∂wij
∂wij
l∈ J
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Since

∂tl
∂wijk

= 0 except for l = j, only one term of the sum remains:
∂E
∂wijk

=
wijk =ŵijk

∂E
∂t j

.
t j =t̂ j

∂t j
∂wijk

(A.9)
wijk =ŵijk

Since t j = f ( x j ) (the threshold function), the last derivative can be
expanded to give:
∂E
∂wijk

=
wijk =ŵijk

∂t j
∂x j
∂E
.
.
∂t j
∂x j
∂wijk k k
t j =t̂ j
x j = x̂ j
wij =ŵij
| {z } | {z } |
{z
}
1

(A.10)

3

2

Each component term is evaluated in turn. Substituting eq. (A.4) into
the first term and recognizing that all output times are independent of each
other gives:

1

∂E
=
∂t j

=
t j =t̂ j

=

=

∂
∂t j

1
(tl − Tl )2
2 l∑
∈J


1 ∂
(t j − Tj )2
2 ∂t j

1
2(t j − Tj )
2

!
t j =t̂ j

t j =t̂ j

t j =t̂ j

= t̂ j − Tj
To simplify the second term, the assumption that time-dependent x j is
linear for an ε-space around t j is made (fig. A.1). As x j is raised, t j occurs
earlier as a consequence of thresholding. If α is the gradient of x j at t j :
δx j = −δt j × α

∴

δt j
1
=−
δx j
α
∂t j
1
≈−
∂x j
α

(A.11)
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xj(t)

ϑ

tj

t

Figure A.1: Approximating ∂t j/∂x j . As x j (t) is raised, the threshold is reached earlier,
bringing t j forward to t0j . Linearly approximating with slope α = ∂x j/∂t gives the spike
time t00j .

Using eq. (A.3) for x j , the approximation is:

2

=

∂t j
∂x j

≈ −
x j = x̂ j

= −

= −

1
α
1
∂x j
∂t t=t̂
j

1
∑i ∈Γ j ∑ m
l =1

wijl . ∂t∂ (yil )
t=t̂ j ,ti =t̂i

The third term is a straightforward differentiation. Sum terms are zero
where p 6= i and l 6= k, and ylp is constant w.r.t. wijk so:

3

=

∂x j
∂wijk k k
wij =ŵij

=
=

∂ 
wlpj . ylp
∑
∑
k
∂wij p∈Γ j l =1
yik



m

t p =t̂ p


wijk =ŵijk

t=t̂ j ,ti =t̂i

The error E at wijk is based on the value of x j at t = t̂ j , which is why the
result is evaluated there. Putting the three components together, eq. (A.10)
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becomes:
∂E
∂wijk

=
wijk =ŵijk

( Tj − t̂ j ). yik
l
∑i ∈Γ j ∑ m
l =1 wij

For convenience, the product of terms

t=t̂ j ,ti =t̂i

∂
l
∂t ( yi ) t=t̂ ,t =t̂
j i
i

1

and

2

(A.12)

—common to all con-

nections terminating at neuron j—is defined as:
∂E
∂t j

δj =

.
t j =t̂ j

∂t j
∂x j

x j = x̂ j

Tj − t̂ j

=

∑i ∈Γ j ∑ m
l =1

wijl

(A.13)

∂
l
∂t ( yi ) t=t̂ ,t =t̂
j i
i

Equation (A.8) can now be expressed as:
∆wijk = −η.δj . yik

(A.14)

t=t̂ j ,ti =t̂i

Hidden Layers
The values calculated for δj can be used when updating the weights between the input and hidden layers. In fact the process can be iteratively
backpropagated to any number of preceding layers this way. The weights
are adjusted like in eq. (A.8):
k
∆whi
= −η

∂E
k
∂whi

(A.15)
k = ŵk
whi
hi

This expands in a similar fashion to eq. (A.10):
∂E
k
∂whi

=
k = ŵk
whi
hi

∂E
∂ti
∂xi
.
.
k
∂ti
∂xi
∂whi
wk =ŵk
ti =t̂i
xi = x̂i
| {z } | {z } |
{zhi hi}
A

B

(A.16)

C

In this case the first term expands differently to before, because E is
not directly dependent on ti . From eq. (A.4), E = f (t j1 , t j2 , t j3 , ..., t jn ) and
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multivariate chain rule gives:
∂E
∂ti

∑

=

j ∈ Γi

ti =t̂i

∂E
∂t j

.
t j =t̂ j

∂t j
∂ti

ti =t̂i

By thresholding t j = f ( x j ) and the last derivative can be expanded by
the chain rule. It can be seen that the first two derivatives are now in fact
δj (eq. (A.13)):
∂E
∂ti

∑

=

j ∈ Γi

ti =t̂i

∂E
∂t j

.
t j =t̂ j

∂t j
∂x j

.
x j = x̂ j

∂x j
∂ti

ti =t̂i

∂x j

∑ δj . ∂ti

=

j ∈ Γi

ti =t̂i

Substituting in eq. (A.3) for x j :
∂E
∂ti

ti =t̂i


∂ 
= ∑ δj .
∂ti p∑
∈Γ
j ∈ Γi



m

j

∑ wlpj ylp

l =1

t p =t̂ p


ti =t̂i

Every term of the first sum inside the brackets disappears except when
p = i, since the contributions of other hidden neurons are independent of
ti :
∂E
∂ti

=
ti =t̂i

∑

j ∈ Γi

m

δj ∑ wijl
l =1

∂  l
y
∂ti i

t=t̂ j, ti =t̂i

Again the result is evaluated at t = t̂ j because the error E at wijk is
based on the value of x j at that point. Equation (A.6) now transforms the
derivative for convenience:
A

=

∂E
∂ti

=−

∑

j ∈ Γi

ti =t̂i

m

δj ∑ wijl
l =1

∂  l
y
∂t i

The last two terms evaluate as before ( 2 and

B

=

∂ti
∂xi

=−
xi = x̂i

3

t=t̂ j, ti =t̂i

respectively):

1
∑ h ∈ Γi ∑ m
l =1

l ∂ (yl )
whi
∂t h t=t̂ ,t =t̂
i h
h
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C

=

∂xi
k
∂whi

ykh

=
k = ŵk
whi
hi

t=t̂i ,th =t̂h

Putting the three components together, eq. (A.16) becomes:

∂E
=
k
∂whi

l
∑ j ∈ Γi δj ∑ m
l =1 wij

∂
∂t

yil

l
∑ h ∈ Γi ∑ m
l =1 whi


t=t̂ j, ti =t̂i

. ykh

t=t̂i ,th =t̂h

∂
l
∂t ( y h ) t=t̂ ,t =t̂
i h
h

For convenience, the product of terms

A

and

B —common

(A.17)

to all con-

nections terminating at neuron i—is defined as:
δi =

∂E
∂ti

.
ti =t̂i

∂ti
∂xi

xi = x̂i

l
∑ j ∈ Γi δj ∑ m
l =1 wij

=

∑ h ∈ Γi ∑ m
l =1

∂
∂t

yil


t=t̂ j, ti =t̂i

l ∂ (yl )
whi
∂t h t=t̂ ,t =t̂
i h
h

(A.18)

Equation (A.15) can now be expressed as:
k
∆whi
= −η.δi . ykh

t=t̂i ,th =t̂h

(A.19)

This is essentially the same as eq. (A.14), so they can be generalized to:
∆wkpq = −η.δq . ykp

t=t̂q ,t p =t̂ p

(A.20)

for all p and q in adjacent layers. Based on this derivation, the basic
SpikeProp algorithm is presented in appendix B.

APPENDIX

B

The SpikeProp Algorithm
Algorithm 1: The SpikeProp Algorithm
setup network;
initialize weights;
repeat
foreach training pattern do

// Set input spike times
foreach input neuron p do
set p.spiked, t p ← input p ;
end
// Run network
t ← 0;
repeat
t ← t + time_step;
for layer Q ← input+1 to output do
foreach neuron q do
if q.spiked then continue;
xq ← 0;
foreach neuron p in layer (Q-1) do
if not p.spiked then continue;
foreach subconnection k do
xq ← xq + wkpq ykp (t, t p );
end
end
if xq ≥ ϑ then
set q.spiked, tq ← t;
end
end
end
until t = max_steps;
// Calculate deltas backwards
for layer Q ← output to input+1 do
foreach neuron q do
calculate δq ;
end

// Eqns. A.11, A.16

if not p.spiked then continue;
foreach subconnection k do
xq ← xq + wkpq ykp (t, t p );
end
end
if xq ≥ ϑ then
set q.spiked, tq ← t;
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end
end
end
until t = max_steps;

// Calculate deltas backwards
for layer Q ← output to input+1 do
foreach neuron q do
calculate δq ;
end
end
// Update weights
for layer P ← input to output-1 do
foreach neuron p do
foreach neuron q in layer (P+1) do
foreach subconnection k do
wkpq ← wkpq − ∆wkpq ;
end
end
end
end
reset network;
end
// Calculate total MSE
totalMSE ← 0
foreach training pattern do
run network, calculate MSE ;
totalMSE ← totalMSE + MSE
end
until totalMSE ≤ target_error;

// Eqns. A.11, A.16

// Eqn. A.18

// Eqn. A.4

APPENDIX

Derivation of Schrauwen et al.
This appendix reproduces the derivation of the learning rules for synaptic delays, PSP time constants and thresholds for SpikeProp, presented
by Schrauwen et al. [154]. It uses the same notations as and references
appendix A.

C.1

Learning Synaptic Delays

Output Layer
To train synaptic delays using gradient descent, each delay is adjusted
in the direction minimizing the error, similar to eq. (A.8), using a new
delay-specific learning rate ηd :
∂E
∂dijk

∆dijk = −ηd

(C.1)
dijk =dˆijk

In similar fashion to eq. (A.10), the partial derivative can be expressed
using the chain rule as:
∂E
∂dijk

=
dijk =dˆijk

∂E
∂t j
|

∂t j
∂x j
t j =t̂ j
{z
.

δj

.
x j = x̂ j

∂x j
∂dijk

(C.2)
dijk =dˆijk

}

where the first two terms are the same as the weight-learning case, and
were defined as δj in eq. (A.13). The last term can be expanded using the

C
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definition of x j (t) (eq. (A.3)):

∂x j
∂dijk k ˆk
dij =dij

=



m

∂ 
∑ ∑ wl ylp
∂dijk p∈Γ j l =1 pj

t p =t̂ p

(C.3)


dijk =dˆijk

The only term in the sums which dijk affects is when p = i and l = k, so:
∂x j
∂dijk

∂yik
∂dijk

= wijk

dijk =dˆijk

ti =t̂i ,dij =dˆijk

The second derivative can be transformed similarly to eq. (A.6) to be in
terms of t:
∂x j
∂dijk

= −wijk

dijk =dˆijk

∂yik
∂t

(C.4)
t=t̂ j, ti =t̂i

or in other words, the given subconnection’s weight multiplied by the negative derivative of the delayed SRF of the subconnection between neurons i
and j. Substituting this back into eq. (C.2) gives:
∂E
∂dijk

dijk =dˆijk

= −δj wijk

∂yik
∂t

(C.5)
t=t̂ j, ti =t̂i

which in turn can be used to update the delays using eq. (C.1).

Hidden Layers
For preceding layers, updating synaptic delays follows a similar methodology:
∂E
∂dkhi

∆dkhi = −ηd

(C.6)
dkhi =dˆkhi

which expands as with eq. (A.16):
∂E
∂dkhi

=
dkhi =dˆkhi

∂E
∂ti
|

∂ti
∂xi
ti =t̂i
{z
.

δi

.
xi = x̂i

}

∂xi
∂dkhi

(C.7)
dkhi =dˆkhi

C.2. Learning Neuron Time Constants
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The first two terms were defined as δi in eq. (A.18). The last derivative
expands along the lines of eqs. (C.3) to (C.5) to give:
∂E
∂dkhi

dkhi =dˆkhi

k
= −δi whi

∂ykh
∂t

(C.8)
t=t̂i, th =t̂h

This rule is essentially the same as the output case (eq. (C.5)) and can be
used to update hidden layer delays with eq. (C.6).

C.2

Learning Neuron Time Constants

Output Layer
Neuron time constants need to be adjusted in the direction minimizing the
error, with a new learning rate:
∂E
∂τijk

∆τijk = −ητ

(C.9)
τijk =τ̂ijk

As before, this can be expanded with the first two terms described by δj :
∂E
∂τijk

=
τijk =τ̂ijk

∂E
∂t j
|

∂t j
∂x j
t j =t̂ j
{z
.

.
x j = x̂ j

δj

∂x j
∂τijk

(C.10)
τijk =τ̂ijk

}

the last term is expanded using the definition of x j (t) (eq. (A.3)):
∂x j
∂τijk

τijk =τ̂ijk


m
∂ 
= k ∑ ∑ wlpj ylp
∂τij p∈Γ j l =1


t p =t̂ p

(C.11)


τijk =τ̂ijk

which like before reduces to:
∂x j
∂τijk

= wijk
τijk =τ̂ijk

= wijk

∂yik
∂τijk

ti =t̂i ,τij =τ̂ijk

∂ε
( t − ti − d k )
∂τijk

(C.12)
ti =t̂i ,τij =τ̂ijk
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This time however, the last derivative cannot be easily transformed along
the lines of eq. (A.6). The spike response function ε(t) must be differentiated
with respect to τ, where (t − ti − dk ) is a constant. The derivative therefore
differs by SRF. For the standard function eq. (A.1):
∂
∂τ



t 1− t
e τ
τ





t 1− t t − τ
= e τ
τ
τ2


t−τ
= ε(t)
τ2

(C.13)
(C.14)

so in this case:


∂x j
∂τijk

τijk =τ̂ijk


k
t
−
t
−
d
−
τ
i
k
ij 

= wijk ε(t − ti − dk ) 

 2
τijk

ti =t̂i ,τij =τ̂ijk

In the general case, eq. (C.10) becomes:
∂E
∂τijk

= δj wijk
τijk =τ̂ijk

∂ε
( t − ti − d k )
∂τijk

(C.15)
ti =t̂i ,τij =τ̂ijk

which can be used to adjust each output time constant in eq. (C.9).

Hidden Layers

For preceding layers, updating delays follows a similar methodology:
∂E
∂τhik

∆τhik = −ητ

(C.16)
τhik =τ̂hik

which expands as with eq. (A.16):
∂E
∂τhik

=
τhik =τ̂hik

∂E
∂ti
|

∂ti
∂xi
ti =t̂i
{z
.

δi

.
xi = x̂i

}

∂xi
∂τhik

(C.17)
τhik =τ̂hik

C.3. Learning Neuron Thresholds
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The first two terms were defined as δi in eq. (A.18). The last derivative
expands along the lines of eqs. (C.11) to (C.15) to give:
∂E
∂τhik

k
= δi whi
τhik =τ̂hik

∂ε
(t − th − dk )
∂τhik

(C.18)
th =t̂h ,τhi =τ̂hik

This rule is essentially the same as the output case (eq. (C.15)) and can be
used to update hidden layer delays with eq. (C.16).

C.3

Learning Neuron Thresholds

Output Layer
Neuron thresholds need to be adjusted in the direction minimizing the
error, with a new learning rate:
∂E
∂ϑ j

∆ϑ j = −ηϑ

(C.19)
ϑ j =ϑ̂ j

by the chain rule (see eq. (A.9)), this can be expanded and simplified to:
∂E
∂ϑ j

=
ϑ j =ϑ̂ j

∂E
∂t j

.
t j =t̂ j

∂t j
∂ϑ j

(C.20)
ϑ j =ϑ̂ j

Ignoring the first term for the moment, it is seen from fig. C.1 that it if the
membrane variable x j is approximated as linear for an e-space around t j ,
as the threshold is raised, t j occurs later. If α is the gradient of x j at t j :
δϑ j = α × δt j
δt j
1
=
δϑ j
α

≈−

∂t j
∂x j

where the last substitution is taken from eq. (A.11). Putting this back
into eq. (C.20), the two right-hand terms are found to be the same as δj
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xj(t)

ϑj

tj

t

Figure C.1: Approximating ∂t j/∂ϑj . As ϑ j is raised, the threshold is reached later, delaying
t j to t0j . Linearly approximating with slope α = ∂x j/∂t gives the spike time t00j .

(eq. (A.13)):
∂E
∂ϑ j

=−
ϑ j =ϑ̂ j

∂E
∂t j
|

∂t j
∂x j
t j =t̂ j
{z
.

x j = x̂ j

}

δj

= − δj
Therefore, the threshold update rule (eq. (C.19)) is simply:
∆ϑ j = ηϑ δj

(C.21)

Hidden Layers
For preceding layers, updating delays follows a similar methodology:
∆ϑi = −ηϑ

∂E
∂ϑi

ϑi =ϑ̂i

by the chain rule again:
∂E
∂ϑi

=
ϑi =ϑ̂i

∂E
∂ti

.
ti =t̂i

∂ti
∂ϑi

ϑi =ϑ̂i

C.3. Learning Neuron Thresholds
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Using the same approximation as above, the last term is transformed with
δi (eq. (A.18)):
∂E
∂ϑi

=−
ϑi =ϑ̂i

∂E
∂ti
|

∂ti
∂xi
ti =t̂i
{z
.

δi

xi = x̂i

}

= −δi
Thus the update rule is essentially the same as the output case (eq. (C.21)).
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APPENDIX

Parameter Listings

Parameter

Value

Description

η

(best)

Learning rate

srf

alpha

Spike response function

τ

7

SRF time-constant

ϑ

50

Spike threshold (see text)

∆Tin

6

Input spike interval (ms)

∆Tout

6

Output spike interval (ms)

Tout

10

Output spike delay (ms)

reference neuron

yes

Additional input with spike time 0

inhibitory neurons

XOR only

Inhibitory hidden neuron count

subconnections

16

Synaptic terminals per connection

Wmin , Wmax

1, 10

Weight initialization range

weight_init_method

2

Weight init. method (see text)

weight_random_seed

1–20

Random seed for weight init.

negative weights

yes

Permit negative weights

max_steps

5000

Max. steps per simulation

timestep

(varied)

Simulation step size (ms)

target

{err. 0.01, acc. 95%}

Training target

max_epochs

1000

Epochs to wait for convergence

Table D.1: Listing of parameters used finding the largest working timestep.

D

Parameter

Value

Description

η

(best)

Learning rate

srf

alpha

Spike response function

τ

7

SRF time-constant

ϑ

1

Spike threshold (see text)

∆Tin

6

Input spike interval (ms)

∆Tout

6

Output spike interval (ms)

Tout

10

Output spike delay (ms)

reference neuron

yes

Additional input with spike time 0

inhibitory neurons

(varied)

Inhibitory hidden neuron count

subconnections

16

Synaptic terminals per connection

Wmin , Wmax

1, 10

Weight initialization range

weight_init_method

7

Weight init. method (see text)

weight_random_seed

1–20

Random seed for weight init.

negative weights

yes

Permit negative weights

max_steps

5000

Max. steps per simulation

timestep

0.1

Simulation step size (ms)

target

{err. 0.01, acc. 95%}

Training target

max_epochs

1000

Epochs to wait for convergence

Table D.2: Listing of parameters used finding the best number of inhibitory neurons.
Parameter

Value

Description

η

(varied)

Learning rate

srf

(varied)

Spike response function

τ

(varied)*

SRF time-constant

ϑ

1

Spike threshold (see text)

∆Tin

6

Input spike interval (ms)

∆Tout

6

Output spike interval (ms)

Tout

10

Output spike delay (ms)

reference neuron

yes

Additional input with spike time 0

inhibitory neurons

(best)

Inhibitory hidden neuron count

subconnections

16

Synaptic terminals per connection

Wmin , Wmax

1, 10

Weight initialization range

weight_init_method

7

Weight init. method (see text)

weight_random_seed

1–20

Random seed for weight init.

negative weights

yes

Permit negative weights

max_steps

5000

Max. steps per simulation

timestep

0.1

Simulation step size (ms)

target

{err. 0.1, acc. 95%}

Training target

max_epochs

1000

Epochs to wait for convergence

Table D.3: Listing of parameters used finding the most efficient SRF with ED and LUT
enhancements on all datasets. *The time constant was equivalent to 7 for the alpha SRF,
using the multipliers in fig. 6.2.

Parameter

η

Value

Description

xor2

iris1

wbc1

50

0.03

2

srf

cubic

Learning rate
Spike response function

τ

4

9

9

SRF time-constant

ϑ

0.7

1

1

Spike threshold (see text)

∆Tin

6

6

6

Input spike interval (ms)

∆Tout

2

6

6

Output spike interval (ms)

Tout

8

9

9

Output spike delay (ms)

reference neuron

yes

Additional input with spike time 0

inhibitory neurons

0

1

1

Inhibitory hidden neuron count

subconnections

2

1

1

Synaptic terminals per connection

Wmin , Wmax

7, 10

2, 5

5, 7

Weight initialization range

weight_init_method

7

Weight init. method (see text)

weight_random_seed

1–20

Random seed for weight init.

negative weights

yes

Permit negative weights

max_steps

5000

Max. steps per simulation

0.1

Simulation step size (ms)

timestep
target

err. 0.1

acc. 95%

max_epochs

acc. 95%

1000

Epochs to wait for convergence

(varied)

ηd

Training target
Delay learning rate

Table D.4: Listing of parameters used finding the best delay learning rate.
Parameter

η

Value

Description

xor2

iris1

wbc1

50

0.03

2

srf

cubic

Learning rate
Spike response function

τ

4

9

9

SRF time-constant

ϑ

0.7

1

1

Spike threshold (see text)

∆Tin

6

6

6

Input spike interval (ms)

∆Tout

2

6

6

Output spike interval (ms)

Tout

8

9

9

Output spike delay (ms)

reference neuron

yes

Additional input with spike time 0

inhibitory neurons

0

1

1

Inhibitory hidden neuron count

subconnections

2

1

1

Synaptic terminals per connection

Wmin , Wmax

7, 10

2, 5

5, 7

Weight initialization range

weight_init_method

7

Weight init. method (see text)

weight_random_seed

1–20

Random seed for weight init.

negative weights

yes

Permit negative weights

max_steps

5000

Max. steps per simulation

0.1

Simulation step size (ms)

timestep
target

err. 0.1

max_epochs
ηϑ

acc. 95%
1000
(varied)

acc. 95%

Training target
Epochs to wait for convergence
Threshold learning rate

Table D.5: Listing of parameters used finding the best threshold learning rate.

Parameter

Value

Description

η

1

Learning rate

srf

intalpha

Spike response function

τ

1.2

SRF time-constant

ϑ

1

Spike threshold (see text)

∆Tin

6

Input spike interval (ms)

∆Tout

6

Output spike interval (ms)

Tout

7

Output spike delay (ms)

reference neuron

yes

Additional input with spike time 0

inhibitory neurons

1

Inhibitory hidden neuron count

subconnections

8

Synaptic terminals per connection

Wmin , Wmax

6, 9

Weight initialization range

weight_init_method

6

Weight init. method (see text)

weight_random_seed

1–20

Random seed for weight init.

negative weights

yes

Permit negative weights

max_steps

500000

Max. steps per simulation

timestep

0.001

Simulation step size (ms)

target

acc. 77%

Training target

max_epochs

200

Epochs to wait for convergence

Table D.6: Listing of parameters used in the Stance-B dataset experiment.
Parameter

Value

Description

η

3

Learning rate

srf

intalpha

Spike response function

τ

1

SRF time-constant

ϑ

0.9

Spike threshold (see text)

∆Tin

6

Input spike interval (ms)

∆Tout

6

Output spike interval (ms)

Tout

10

Output spike delay (ms)

reference neuron

yes

Additional input with spike time 0

inhibitory neurons

0

Inhibitory hidden neuron count

subconnections

16

Synaptic terminals per connection

Wmin , Wmax

1, 8

Weight initialization range

weight_init_method

7

Weight init. method (see text)

weight_random_seed

1–20

Random seed for weight init.

negative weights

yes

Permit negative weights

max_steps

5000

Max. steps per simulation

timestep

0.005

Simulation step size (ms)

target

acc. 95%

Training target

max_epochs

1000

Epochs to wait for convergence

Table D.7: Listing of parameters used in the Hepatitis dataset experiment.

2
8

3
1
4.8

∆Tin

∆Tout

Tout

1000

acc. 95%

acc. 95%

5, 7

1

1

9

6

6

1

9

wbc1

Epochs to wait for convergence

Training target

Simulation step size (ms)

Max. steps per simulation

Permit negative weights

Random seed for weight init.

Weight init. method (see text)

Weight initialization range

Synaptic terminals per connection

Inhibitory hidden neuron count

Additional input with spike time 0

Output spike delay (ms)

Output spike interval (ms)

Input spike interval (ms)

Spike threshold (see text)

SRF time-constant

Spike response function

Learning rate

Description

Table D.8: Listing of parameters used in reducing to unitary subconnections and corresponding learning rate.

max_epochs

err. 0.1

0.1

timestep
err. 0.1

5000

max_steps

target

yes

negative weights

2, 5
1–20

7, 10

1

weight_random_seed

3, 16

Wmin , Wmax

2

1

7

1

subconnections

0

yes

9

6

6

1

9

weight_init_method

0

inhibitory neurons

reference neuron

0.7

0.5

ϑ
6

4

4.5

τ

cubic

iris1

srf

xor2
(varied)

xor1

Value

η

Parameter

srf

η

50

7

alpha

(best)

(all)

alpha16

6

50

3.5

cubic

(best)**

(all)

cubic16

2

6

0.7

4

cubic

50

(XOR)

cubic2

9

6

6

1

9

cubic

0.03

(Iris)

cubic1

9

6

6

1

9

cubic

2

(WBC)

cubic1

Output spike delay (ms)

Output spike interval (ms)

Input spike interval (ms)

Spike threshold (see text)

SRF time-constant

Description

τ
6
6

8

Value

ϑ
6
10

Parameter

∆Tin
10

16

(default)

1, 10

16

(best)

7, 10

2

(best)

2, 5

1

(best)

5, 7

1

(best)

Weight init. method (see text)

Weight initialization range

Synaptic terminals per connection

Inhibitory hidden neuron count

Additional input with spike time 0

Spike response function

Learning rate

∆Tout

1, 10

7

yes

Tout
reference neuron
inhibitory neurons
subconnections
Wmin , Wmax

7

Random seed for weight init.

7
1–20

Permit negative weights

2

weight_random_seed

yes

Max. steps per simulation

2

negative weights

5000

weight_init_method

max_steps

Simulation step size (ms)

Epochs to wait for convergence

Training target

0.1*
1000

{err. 0.1, acc. 95%}

timestep
target
max_epochs

Table D.9: Listing of parameters used determining the effects of each improvement (excluding delay and threshold learning) on all datasets. *Except
for the stated best timestep run. **Determined from additional tuning.

APPENDIX

tofStage Schemas
This Appendix contains the following source code listings from the schema
of the Time-of-Flight project (chapter 7).

Filename

Pages

Description

stance_schema/schema.xml

1

Stance schema file used by
tofStage. It references the iisu
interaction designer script
tof.iid.

stance_schema/tof.iid.lua

2

The lua code extracted from
tof.iid, which is actually

an XML script.
perf_schema/schema.xml

2

Performance schema file
used by tofStage.

E

File: /home/vthiru/tofqt/stance_schema/schema.xml

Page 1 of 1

<?xml version='1.0'?>
<!-- [ Default Stance Schema (Documentation) ] -->
<!-- A stance schema enumerates what stances are used, along with descriptions and images
to display. The name of the IID (iisu Interaction Designer) lua script which detects
the stances in an integer variable 'stance' is also listed, for loading into iisu.
The 'montage' is simply an image which displays to the operator all the stances which
are availabe; it can be used for other operator information as required. -->
<!-- All file paths are relative -->
<root>
<schema>Default Stance Schema</schema>
<iidscript>tof.iid</iidscript>
<montage img='montage-numbered.png'/>
<stance
<stance
<stance
<stance
<stance
<stance
<stance
<stance
</root>

id='1'
id='2'
id='3'
id='4'
id='5'
id='6'
id='7'
id='8'

img='1.png'>Standing
img='2.png'>Standing
img='3.png'>Standing
img='4.png'>Standing
img='5.png'>Standing
img='6.png'>Standing
img='7.png'>Standing
img='8.png'>Standing

feet
feet
feet
feet
feet
feet
feet
feet

together, upright, arms at side</stance>
together, upright, right arm stretched</stance>
together, upright, left arm stretched</stance>
together, upright, both arms stretched</stance>
together, upright, both hands 90' to ceiling</stance>
apart, knees open, arms at side</stance>
apart, knees straight, arms akimbo</stance>
apart, knees open, both hands 90' to ceiling</stance>

File: /home/vthiru/tofqt/stance_schema/tof.iid.lua

Page 1 of 2

function init()
thresArmStretched = 0.6
thresSameHeight = 0.25
thresFootIn = 0.15
thresHandIn = 0.2
thresStraight = 0.6
thresAkimbo = 0.4
thresKneesBent = 0.5
end
-- Remember right and left swapped when facing camera
function main()
stance = 0
-- Other Primitives
---------------------------------------------------------------------------------------if USER1_PARTS_Head.z == 0
then headMissing = true else headMissing = false end
userWidth = USER1_MaxBoundingBox.x - USER1_MinBoundingBox.x
-- Hand Primitives
---------------------------------------------------------------------------------------if USER1_PARTS_LeftHandStatus == 1
then leftHandMissing = false else leftHandMissing = true end
if USER1_PARTS_RightHandStatus == 1
then rightHandMissing = false else rightHandMissing = true end
if leftHandMissing and rightHandMissing
then handsMissing = true else handsMissing = false end
if leftHandMissing or (math.abs(USER1_PARTS_LeftHand.x - USER1_MassCenter.x) < thresHandIn)
then leftHandIn = true else leftHandIn = false end
if rightHandMissing or (math.abs(USER1_PARTS_RightHand.x - USER1_MassCenter.x) < thresHandIn)
then rightHandIn = true else rightHandIn = false end
if math.abs(USER1_PARTS_LeftHand.x - USER1_MassCenter.x) > thresArmStretched
then leftArmStretched = true else leftArmStretched = false end
if math.abs(USER1_PARTS_RightHand.x - USER1_MassCenter.x) > thresArmStretched
then rightArmStretched = true else rightArmStretched = false end
if math.abs(USER1_PARTS_LeftHand.x - USER1_MassCenter.x) < thresAkimbo
then leftHandAkimbo = true else leftHandAkimbo = false end
if math.abs(USER1_PARTS_RightHand.x - USER1_MassCenter.x) < thresAkimbo
then rightHandAkimbo = true else rightHandAkimbo = false end
if (not leftHandMissing) and (not rightHandMissing) and
math.abs(USER1_PARTS_LeftHand.z - USER1_PARTS_Head.z) < thresSameHeight
then leftHandHeadHeight = true else leftHandHeadHeight = false end
if (not leftHandMissing) and (not rightHandMissing) and
math.abs(USER1_PARTS_RightHand.z - USER1_PARTS_Head.z) < thresSameHeight
then rightHandHeadHeight = true else rightHandHeadHeight = false end
if (leftHandMissing or leftHandIn) and (rightHandMissing or rightHandIn)
then handsTogether = true else handsTogether = false end
if

(not leftHandMissing) and (not rightHandMissing) and leftHandAkimbo and rightHandAkimbo
then handsAkimbo = true else handsAkimbo = false end
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-- Foot Primitives
---------------------------------------------------------------------------------------if USER1_PARTS_LeftFootStatus == 1
then leftFootMissing = false else leftFootMissing = true end
if USER1_PARTS_RightFootStatus == 1
then rightFootMissing = false else rightFootMissing = true end
if leftFootMissing and rightFootMissing
then feetMissing = true else feetMissing = false end
if leftFootMissing or math.abs(USER1_PARTS_LeftFoot.x - USER1_MassCenter.x) < thresFootIn
then leftFootIn = true else leftFootIn = false end
if rightFootMissing or math.abs(USER1_PARTS_RightFoot.x - USER1_MassCenter.x) < thresFootIn
then rightFootIn = true else rightFootIn = false end
if (not leftFootMissing) and (not rightFootMissing) and
math.abs(USER1_PARTS_Pelvis.z - USER1_PARTS_LeftFoot.z) < thresKneesBent
then kneesBent = true else kneesBent = false end
if math.abs(USER1_PARTS_LeftFoot.z - USER1_PARTS_RightFoot.z) < thresSameHeight
then feetLevel = true else feetLevel = false end
if (leftFootMissing or leftFootIn) and (rightFootMissing or rightFootIn)
then feetTogether = true else feetTogether = false end
-- Stance Detection
---------------------------------------------------------------------------------------if headMissing then stance = 0; return end
if handsTogether and feetTogether and userWidth < thresStraight
then stance = 1; return; end
if feetTogether and rightArmStretched and (not leftArmStretched)
then stance = 2; return; end
if feetTogether and leftArmStretched and (not rightArmStretched)
then stance = 3; return; end
if feetTogether and leftArmStretched and rightArmStretched
then stance = 4; return; end
if feetTogether and leftHandHeadHeight and rightHandHeadHeight
then stance = 5; return; end
if kneesBent and handsTogether and feetLevel and (not leftFootIn)
and (not rightFootIn)
then stance = 6; return; end
if (not kneesBent) and userWidth > (thresAkimbo * 2) and handsAkimbo
then stance = 7; return; end
if kneesBent and (not leftFootIn) and (not rightFootIn)
and leftHandHeadHeight
and rightHandHeadHeight
then stance = 8; return; end
end

File: /home/vthiru/tofqt/perf_schema/schema.xml

Page 1 of 2

<?xml version='1.0'?>
<!-- [ Default Performance Schema (Documentation) ] -->
<!-- A performance schema describes what actions to perform in response to stances
(defined in Stance Schema). First resources are defined, which just associate
an id with a file or color.
Triggers are then defined. Triggers are 'fired' (contained releases/clears are
performed) when their associated stance is seen. The exception is the unique
and optional 'background' trigger, which is fired as soon as video capture is
started. Releases have a variety of attributes for controlling how they are
delivered. Clears may clear individual/groups of releases or all foreground
releases.
Triggers may be "conditional" in which case they only fire when both the stance
matches and the current 'conditional trigger' name equals the trigger's id. The
'conditional trigger' is set using a <release trigger='id'> release. Conditional
triggers are marked with an * in the GUI. -->
<!-- All file paths are relative -->
<root>
<schema>Default Performance Schema</schema>
<!-- Four types of resources: 'audio', 'video', 'image' and 'color' -->
<resource
<resource
<resource
<resource
<resource
<resource

id='clock' type='video' url='videos/clock.avi'>Clock ticking</resource>
id='snd1' type='audio' url='sounds/beep-4.wav'>Beep 1</resource>
id='snd2' type='audio' url='sounds/beep-5.wav'>Beep 2</resource>
id='bau5' type='audio' url='sounds/bau5.mp3'>Like a boss!</resource>
id='keys' type='audio' url='sounds/keys-1.wav'>Keys tinkling</resource>
id='gdi' type='audio' url='sounds/damnit.wav'>Damnit!</resource>

<resource
<resource
<resource
<resource
<resource
<resource

id='bau5-full' type='video' url='videos/boss360p.mp4'>Like a boss full</resource>
id='bau5-clip' type='video' url='videos/likeaboss.wmv'>Like a boss clip</resource>
id='anteater' type='image' url='images/anteater.jpg'>Anteater</resource>
id='pewpew' type='image' url='images/pewpew3.jpg'>Anteater</resource>
id='redbox' type='color' color='#FF0000'>Red box</resource>
id='bluebox' type='color' color='#0000FF'>Blue box</resource>

<!-- When triggers fire they they can release <releases> and <clears>. Attributes are
listed below. ^ means optional. All times in floating-point seconds.
<release id='rel1'
resource='snd1'
repeat='true'
clip='true'
delay='2'
duration='8'
fadein='3'
fadeout='3'
position='0,0'
size='1024,1280'
volume='0.5'/>

-

^ To be used with <clear id='rel1'>
(Mandatory)
^ Whether media loops (does nothing for image/color)
^ Remove/fadeout release when the stance changes
^ Delay 2 seconds before playing/fadein
^ Remove/fadeout item after 8 seconds. (media duration overrides)
^ Fade in audio/graphics over 3 seconds (included in duration)
^ Fade out audio/graphics over 3 seconds (included in duration)
^ (for graphical items), X, Y coordinates on canvas
^ (for graphical items), W, H dimensions
^ Maximum volume/opacity

<release trigger='trig1'/> - Puts 'trig1' into conditional trigger buffer. A trigger with
that ID will fire if it is seen next. (If not, the buffer is
cleared).
<clear/>
<clear id='rel1'/>

- Clears all foreground (not background) triggers' releases
- Clears all releases with id 'rel1'

-->

<!-- The (optional) background trigger has no stance/conditional associated with it. -->
<trigger id='background'>Background
<release resource='gdi' repeat='true' volume='0.5' />
<release resource='bluebox' size='1024,768' />
</trigger>
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<!-- Normal triggers _must_ have a stance and an id -->
<trigger id='trigx' stance='2'>Play sound 1
<release id='moo' resource='redbox' fadeout='3' />
<release resource='bau5-clip' repeat='true' fadein='3' fadeout='3' volume='0.5'/>
<release id='moo' resource='anteater' repeat='true' />
</trigger>
<trigger id='trig1' stance='3'>Play sound 2
<clear />
<release resource='bau5' fadeout='3' volume='5'/>
</trigger>
<trigger id='trig2' stance='4'>Play sound 3
<clear id='moo' />
<release trigger='seq2' clip='true' delay='0.5' />
</trigger>

<!-- conditional triggers can only fire after being released -->
<trigger id='seq2' stance='5' conditional='true'>Second Trigger
<release trigger='seq3' />
</trigger>
<trigger id='seq3' stance='6' conditional='true'>Second Trigger
<release resource='keys'/>
</trigger>
</root>
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