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following table. The complete collection can be found at
http://www.youtube.com/user/gbmnbm.
Links to online video demonstrations
General arrangement of the CIS
framework
The Cart-pole system
The IS-LM system
The Cart-pole system revisited
The Wonderland system

https://youtu.be/i82269v1RTw
https://youtu.be/AVWwQDgXFL4
https://youtu.be/WnU6nJzXM A
https://youtu.be/pFMF7nllZnA
https://youtu.be/zlhfAJPuzI8
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Abstract
Understanding nonlinear dynamical systems can be difficult, yet humans have
an innate capacity for understanding and controlling difficult dynamical systems in the context of physical movement. The central question explored in
this thesis is whether human motor learning and control capabilities can be
used as a means of studying dynamical systems in general. For example, is
it possible to explore the behaviour of an economy, a population threatened
with extinction, or even the climate using the same mechanisms that allow
us to explore and master the dynamics of activities such as walking, juggling,
skating, cycling, and driving?
A technique referred to as Continuous Interactive Simulation is proposed
that builds on existing techniques for interactive visualisation and computational steering of dynamical systems. Continuous Interactive Simulation differs
from these approaches in both the nature and degree of interaction with a system. The emphasis is on active physical participation in the dynamics of a
system rather than passive observation.
This technique was applied to a series of case studies that required subjects
with no technical knowledge in mathematics or the analysis of dynamical systems to attempt to solve problems concerning the properties and behaviour of
nonlinear dynamical systems. These case studies focused on the discovery and
refinement of dynamic behaviours and control strategies. The systems came
from a range of domains and included a Lotka-Volterra predator prey system,
an inverted pendulum, a dynamic IS-LM model from economics, and the Wonderland model of environmentally sustainable economic growth. These systems
included continuous time, continuous time with delayed variables, and discrete
time dynamical systems. Each case study included a mapping of a problem to
a “movement-based interface” with an appropriate implementation and subsequent usability study. The results of these studies were used to identify key
issues in the development of a general purpose framework for Continuous Interactive Simulation and to guide the development of preliminary guidelines
xxi
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for its general application.
The overall results of this research demonstrate that human motor learning
and control capabilities can indeed be used to help explore and understand
the behaviour of dynamical systems in general. Through a process of physical
interaction and skill development subjects were able to discover a repertoire of
dynamic behaviours for the example systems. In the process they discovered
features of the systems including various forms of equilibria and cycles as well
as how to steer the system between those features. Subjects were also able to
refine particular strategies for controlling the systems with respect to specified
performance criteria.
The approach that has emerged from this work provides a relatively assumption free way of exploring the behaviour of a wide variety of dynamical systems through physical interaction and skill development. The primary
achievement of this research is to demonstrate the basic feasibility of this novel
approach and its application to a variety of dynamical systems. Areas in which
additional work is required to further the development and application of the
approach are also identified.

Skill to do comes of doing.
Ralph Waldo Emerson

The skillful man is, within the function of his skill, a different
integration, a different nervous and muscular and psychological
organization. A tennis player or a watchmaker, or an airplane pilot
is an automatism, but he is also criticism and wisdom.
Bernard DeVoto

xxiii

xxiv

ABSTRACT

In memory of Pat and Rod McAdam,
who saw the start of this project, but not the end.
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Chapter 1
Introduction
The work presented in this thesis springs from two observations. The first
is that the study of nonlinear dynamic behaviour arising in many fields of
research can be difficult. There are many cases where adequate techniques
are lacking and where techniques are available they often involve restrictive
assumptions that limit their applicability. Furthermore, application of such
techniques typically requires significant mathematical expertise. The second
observation is that we humans have an innate ability to explore and master a
wide range of complex nonlinear dynamics in the context of physical movement.
These observations lead to the central question addressed in this thesis. Can
the human ability to explore and master the dynamics of movement be used
as a means of understanding nonlinear dynamic behaviour in general? Can a
problem concerning the dynamics of an economy, ecology, climate, or society,
for example, be presented, not as a mathematical or computational problem,
but as a physical problem to be solved through a process of physical exploration
and skill acquisition? It is the contention, at the outset of this thesis, that the
answer to this question is an emphatic yes. All that needs to be done is to
contrive a physical situation that embodies the dynamics of a system under
study. The behaviour of the system can then be explored and mastered through
physical interaction, as in any novel physical situation. This thesis sets out to
test this idea through the development and application of an approach known
as Continuous Interactive Simulation (CIS).
This chapter begins with a review of the challenge of understanding nonlinear dynamical systems, a common formulation of dynamic behaviour, in
section 1.1. This is followed by an exploration of human movement behaviour,
its underlying mechanisms, and its relevance to understanding dynamics in
section 1.2. Section 1.3 introduces the key mechanisms and features of the
1
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approach developed in this thesis. Section 1.4 details the research questions
addressed in this thesis and the methodology used to answer them. Section
1.5 summarises the original contributions of this thesis and, finally, section 1.6
summarises the organisation of the thesis.

1.1

Understanding dynamics

Many natural, social, and technological systems exhibit complex behaviour
that is difficult to understand and even more difficult to manage. The study
of such systems has advanced greatly with the advent of a particular form of
model known as a dynamical system. A dynamical system is a system whose
behaviour can be described in terms of rules that define how the state of the
system changes over time (Alligood et al., 1997). Dynamical systems are interesting because they are capable of producing rich behaviour from simple
rules giving rise to phenomena such as chaos and sensitivity to initial conditions. Dynamical systems are valuable tools in the study of phenomena from
a wide range of disciplines including physics, meteorology, economics, biology,
ecology, sociology, and so on. However, the properties that make dynamical
systems capable of rich, complex behaviour also makes them challenging to
understand and even more challenging to control.

1.1.1

Dynamical system models

A dynamical system is a form of mathematical model that describes the evolution of interdependent variables over time according to well defined rules
(Casti, 1985). These rules are typically defined in continuous or discrete form.
A continuous system is defined using a system of ordinary differential equations
ẋ(t) = f (x(t), t) , t ∈ R

(1.1)

while a discrete system is defined using a system of difference equations
∆x(t) = x(t + 1) − x(t) = f (x(t), t) , t ∈ Z

(1.2)

In both cases x is a vector of state variables that represents the state of
the system at any point in time. The equations defining a dynamical system
determine how this state evolves over time. Given a particular starting state,
or initial conditions, the state equations determine a time ordered sequence
of values (or trajectory) for each state variable. For models of real world
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Figure 1.1: Dynamical systems can be used to model a wide range of complex natural, social, and technological phenomena. The Lotka-Volterra model
of interacting predator-prey populations captures key aspects of population
fluctuation over time.
phenomena the function f relating the variables in the system is generally
nonlinear.
Nonlinear dynamical systems display many of the characteristics of real
world phenomena such as chaos, sensitivity to initial conditions, and distinct
modes of behaviour that are not captured by other types of models. As such
they have broad applicability across a wide range of disciplines. A well-known
example of a dynamical system is the Lotka-Volterra model of population dynamics given by the following pair of first order nonlinear differential equations
Ḣ = αH − βHP − hH

(1.3)

Ṗ = δHP − γP − hP

(1.4)

Equations 1.3 and 1.4 describe the rate of growth of prey and predator
population densities, H and P , respectively. H and P are the state variables.
The parameter α is the natural rate of prey population growth, β is the rate at
which predator-prey interactions result in prey mortality, δ is the reproduction
rate of predators per prey eaten, γ is the intrinsic mortality rate of predators
in the absence of prey. The parameters hH and hP represent the rate at which
the predator and prey populations are harvested. Negative values of these parameters correspond to populations being stocked with new individuals. When
applied, these rules produce “boom and bust” cycles of population growth and
decline in both the predator and prey populations as illustrated in fig 1.1.
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The parameters hH and hP have special significance since they represent
a means of intervening in the system and are known as steerable parameters
or, more commonly, control variables. Control variables can be changed as the
behaviour of the system unfolds and are the means by which the behaviour
of a dynamical system can be manipulated to achieve desired outcomes. In
principle, any parameter can be changed at any time, but control variables
typically represent things that can be controlled in practice. For example, it
can be relatively simple to control the rate at which individuals are harvested
in a population, but impractical to change the rate at which predator-prey
interactions result in mortality. The former being a candidate control variable
and the latter being a constant parameter of the system. To emphasise the
important role that control variables play they are often called out explicitly
in the general definition of a dynamical system
ẋ = f (x(t), u(t), t)

(1.5)

where u represents a vector of control variables.
Dynamical systems that offer a means of intervening in the behaviour of
the system are useful tools in developing control and policy strategies in many
disciplines and can help answer a range of questions. How can a population
of pests in an agricultural crop be controlled through chemical or biological
measures? How can an economy be stabilised at a desired level of economic
activity through fiscal and monetary policy? To what extent can changes in
climate be controlled through moderation of human activity? Answering these
questions requires an understanding of a system’s intrinsic dynamics and the
effect of control variables on that behaviour.

1.1.2

Understanding dynamical systems

An important general question that can be asked of dynamical systems is
what are the dynamic possibilities that arise from the interplay of the system’s
intrinsic dynamics and the effects of the system’s control variables? What is
the repertoire of possible behaviours, or, more simply, what can be done with
the system? Given fiscal or monetary policy measures in what ways can an
economy be manipulated? How does it respond to changes in taxation or
interest rates? Can it be stabilised? Is a policy outcome achievable? If it
is achievable, what policy options are there for achieving it? How can it be
achieved as quickly as possible? Or with as little political backlash as possible?
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The general question of what can be done with a system is typically addressed by examining key properties of a system such as stability, controllability, and optimality (Casti, 1985).1
The stability of a dynamical system concerns the long term behaviour of
a system. There are two broad types of stability for a continuous dynamical
system - classical Lyapunov stability and structural stability. Lyapunov stability is concerned with the uncontrolled behaviour of a system and whether
the system exhibits any equilibria in its behaviour, that is states, x, where
f (x(t), 0, t) = 0). These equilibria might be stable or unstable. An equilibrium is stable if the system tends to return to the equilibrium when perturbed.
If an equilibrium is unstable the system diverges from the region of the equilibrium if perturbed. A system may also exhibit various types of attractors in
which the state of a system converges to a subset of its state. Another form
of stability is so called structural stability, in which the effects of changes in
the parameters or control variables of a system are considered. Of particular
interest are changes that result in bifurcations or qualitative changes in the
behaviour of a system. These changes can include changes in periods of oscillation, changed responses to control inputs, equilibria that change from stable
to unstable, and equilibria and attractors disappearing or appearing.
The control inputs to a system, u(t), provide a means of altering the trajectory of a system. Controllability of a system concerns the ability to drive the
system to a particular state, xf , from some initial state, x0 using the controls
available. The basic question is whether it is even possible to achieve this. If
the answer is yes, then an obvious question is what types of control inputs are
required to do this. A related question is, given an initial state, x0 what other
states are accessible. This problem becomes more difficult as constraints are
imposed on either the state of the system or the control inputs. For example,
certain states might be “off-limits”, which constrains the trajectories that can
be used to move the system from x0 to xf .
Controllability refers to the act of manoeuvring a system along a state
trajectory. Optimality associates performance measures to be optimised over
the course of driving the system along its trajectory of the general form
1

The concepts of system identification and observability are also usually discussed along
with stability, controllability, and optimality. However, since this thesis deals only with
existing dynamical system models expressed in forms similar to equations 1.1, 1.2, and 1.5,
the system identification problem has necessarily been solved. The issue of observability of
state variables crops up only indirectly in chapter 5. For the most part it is assumed that
all state variables are directly accessible.
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Z

tf

g(x(t), u(t), t)dt

J = h(x(tf ), tf ) +

(1.6)

t0

where h is a function of the final state of the system and g is a function of
the state of the system at every instant in time, also known as the running cost.
This form of performance measure is very general and can include criteria such
as performing the control as quickly, smoothly, or accurately as possible as well
as many other more complex criteria. The general problem of determining the
controls that optimise J is known as the optimal control problem (Kirk, 2004).
A great deal of work has gone into developing analytic and computational
techniques for addressing questions of stability, controllability, and optimality for nonlinear dynamical systems. For example, the previously mentioned
Lyapunov methods provide tools for analyzing stability and Dynamic Programming and Pontryagin’s Minimum Principle can be used to determine how
to optimize the control of a system (Kirk, 2004). However, the development
and application of analytic and computational techniques is complicated by
the fact that there are many forms of dynamical system. In addition to the
continuous and discrete formulations outlined above, there are other formulations possible including hybrid systems with both continuous and discrete
elements, systems with stochastic disturbances, systems with various forms
of input, output and internal delays, and systems with various forms of state
and control constraints. There can also be significant variation in the type of
behaviour exhibited by systems within a particular type of formulation. For
example, continuous dynamical systems of the form of equation 1.5 may be
non-holonomic, in which the state of the system depends on the specific trajectory followed to achieve that state. Such systems are difficult to control using
conventional control techniques (Binazadeh and Shafiei, 2014). While the variety in dynamical system formulations and behaviours makes them broadly
applicable across a wide range of applications it complicates the analysis problem requiring adaptation of existing techniques or the development of new
techniques. The result is a panopoly of techniques, each based on a range
of assumptions that limit their applicability to particular classes of systems
(Murray-Smith and Johansen, 1997). In many cases, analysis of a system proceeds by ignoring the very features that give rise to interesting behaviour in
order to make the problem tractable (Bradley, 1995; De Cesare and Sportelli,
2005). It’s also important to note that the size of a dynamical system is not
necessarily an indication of the challenges it might present. Systems with as
few as one or two state and control variables can be very challenging to deal
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with (e.g., Stewart, 2012).
A range of “soft computing” techniques such as fuzzy logic, genetic algorithms, and neural networks have also been applied to the control of nonlinear dynamical systems (e.g., Narendra and Parthasarathy, 1990; Piltan et al.,
2012). While these techniques can produce effective control strategies for certain classes of problem, they can be difficult to use due to the many algorithm
and parameter selection decisions that need to be made (Wilamowski, 2011).
Given these complications there has been an important role for techniques
that allow an investigator to gain insight into the behaviour of dynamical
systems in a relatively assumption free way without recourse to specific analytic
or computational techniques. The primary means for doing this has been
through visualisation techniques that provide a means of understanding data,
as Batty et al. (2006, pg 2) put it, “holistically using the synthetic properties
of the mind and eye in unaided form”. There are numerous techniques for
visualising the behaviour of dynamical systems that will be reviewed in detail
in chapter 2. For now it is sufficient to note that visualization techniques can
be applied to broad classes of systems and can be used to identify features of
a system that might not be found using analytical techniques (Gröller et al.,
1996). While visualisation techniques can provide insight into the intrinsic
behaviour of a system, they are less useful for exploring the control of a system.
The fact that a system stabilises at a particular state can be readily visualized,
but understanding how to drive the system toward that state is more an issue
of action rather than perception. This thesis attempts to address the broad
question of what can be done with a dynamical system in a way that, similar to
visualization techniques, is relatively free of the assumptions and limitations of
conventional analytic and computational techniques. To paraphrase Batty, the
technique that emerges extends visualization techniques beyond the synthetic
properties of the mind and eye, to the synthetic properties of the mind, eye,
and hand. This approach has its foundation in human movement behaviour.

1.2

Natural born dynamicists

One thing that humans are very good at is moving. We all crawl, walk, run,
skip, and jump. We kick, tumble, vault, and juggle. We swim, ride and skate.
We dance. We use tools, drive cars, fly planes, and play musical instruments.
We take it for granted that we can invent and learn new ways of moving. But,
this is a special ability. Movement is more refined and adaptable in humans
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than in other species and human movement in all its diversity is difficult to
reproduce. Robust walking robots are hard to build, let alone robots that can
also run, jump, and juggle while riding a unicycle.
A striking feature of human movement behaviour is its robustness and
adaptability. Even mundane activities such as walking down the street require
constant adaptation to variations in the surface underfoot and the often unexpected behaviour of others walking down the same street. The ability to
adapt movement to suit the conditions has been referred to as dexterity by
Bernstein (1996) who defines it as “finding a motor solution for any situation
in any condition” and bodily-kinesthetic, or physical intelligence by Gardner
(1993) who defines it as the “capacity to use your whole body or parts of
your body to solve a problem...”. This problem solving capacity allows us to
move reliably in the face of constantly changing environmental conditions and
changing goals.
Adaptability of movement extends beyond moment-to-moment improvisation to the innate human drive to invent entirely new ways of moving. This is
exemplified in all manner of sports and arts in which exploring new movement
possibilities is an essential element. Sports such as figure skating, gymnastics,
freestyle skiing, and aircraft aerobatics, to name only a handful, all rely on exploring and mastering new ways of controlling our bodies and the environment
with which movement occurs (see fig 1.2).
Movement is at the heart of human existence. Beyond the basic utility of
movement we find pleasure in the act of movement and the act of learning
to move. Powerful dynamics problem solving mechanisms underlying human
movement allow us to perform the myriad improvised sequences of movements
that constitute our moment-to-moment experience of the world without having to think about the complexities involved. In a very real sense, we are all
natural born dynamicists. The following sections explore the problems inherent in movement behaviour, the mechanisms that solve those problems, and,
finally, a discussion of how the act of moving can be taken to represent a deep
understanding of the dynamics of the human biomechanical system and the
environment with which it interacts.

1.2.1

Physical skill and motor learning

A key concept in understanding movement is the concept of a skill. A skill
is defined as a movement behaviour with a specified purpose or goal (Magill, 2007). Hitting the bullseye in darts, clearing the bar in pole vault, and
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Figure 1.2: From the mundane to the extraordinary, human movement is robust, creative and capable of dealing with a broad range of dynamic situations.
docking a boat in a marina are all examples of skills. The problem in each
case is to execute an appropriate sequence of movement actions that achieve
the desired result. Doing so requires that the dynamics of the physical situation be taken into account. The sheer variety of physical situations in which
movement occurs, many of which are the result of technological and social
inventions, means that the ability to perform particular physical skills is not
innate. Rather, we have an innate ability to acquire new skills through the
process of motor learning (Schmidt and Lee, 2011).
Motor learning appears to us as the familiar progression from not knowing how to act in a new physical situation through to skilled performance
in which the initial difficulties are overcome and largely forgotten. Several
models of motor learning have been developed, of which the Fitts three stage
model is one of the most widely known (Anson et al., 2005). According to
this model, learning progresses from a “cognitive” stage in which the focus is
on understanding the goal of a skill and what actions are needed to achieve
that goal, typically with a high degree of trial and error. This is followed by
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the “associative” stage in which the relation between actions and their consequences are understood and can be refined through practice. The final stage
is the “automatic” stage in which there is no need to consciously think about
the specific movements being made, which can often be performed whilst doing
other tasks. At a behavioural level, motor learning is characterised by a powerlaw like improvement in performance with practice (Newell and Rosenbloom,
1981). While there are many factors that can affect motor learning, the basic
process of improvement with practice is common across all skills and physical
situations suggesting common mechanisms for dealing with a wide range of
dynamics.
Many physical situations involve second-order dynamics (pushing an object causes it to accelerate) although zero and first order dynamics exist in
a number of technological systems including computer user interfaces where
the movement of the mouse controls the position of a cursor or velocity of a
scroll bar (Zhai et al., 1997). Higher order dynamics are often encountered
in vehicles such boats and aircraft. A fixed wing aircraft involves third and
fourth order dynamics (Jagacinksi and Flach, 2003). Higher order dynamics
such as these are harder to deal with, but skilled pilots demonstrate that proficiency with such systems is possible with training and practice. Humans also
routinely encounter periodic or oscillatory dynamics as in the case of playing
music, dancing, or skipping with a rope. Many situations are stable, many
are unstable, and some change between the two. A unicycle is a very unstable
device that most people can learn to ride with sufficient effort. Vehicles such as
automobiles and boats are underactuated with only indirect control of some
aspects of their motion (O’Malley and Gupta, 2003). We are also adept at
dealing with a hybrid of both continuous and discrete dynamics, as in the case
of bouncing a ball (Goebel et al., 2009).
To illustrate the power of motor learning mechanisms to solve difficult problems in dynamics consider two straightforward physical skills. The simple task
of balancing a stick on the end of a finger (fig 1.3a) is considered a benchmark
problem in the control of nonlinear underactuated dynamics that requires the
use of “cutting-edge theoretical nonlinear analysis and design tools” to solve
(Liu and Zhang, 2010). Even then, the solution typically requires a number
of simplifications and constraints that limit the range of behaviour of the system to make the problem tractable. Of course, these technicalities do not
concern us, we just do it. Another task that is easily learned by anyone who
takes the time is manoeuvring a car in tight spaces. Parallel parking is a
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(b)

Figure 1.3: Even simple physical skills involve the solution of difficult problems in the control of nonlinear dynamics. Stick balancing and reversing
trailers are both benchmark problems in nonlinear control.

challenging problem in the control of a nonlinear nonholonomic system (Zhao
and Collins Jr, 2005). An even more difficult problem is reversing a car with a
trailer attached (fig 1.3b), which is considered a benchmark problem in the control of such systems for which many solutions have been proposed (Binazadeh
and Shafiei, 2014). Few, if any, of these solutions are able to deal with all
of the subtleties of the steering mechanism and the disturbances encountered
in real-world trailer reversing situations (Pradalier and Usher, 2008). These
are relatively simple tasks in human movement terms yet they pose significant
challenges for analytic and computational techniques.

While human movement behaviour is impressive, it is important not to
overstate human abilities. People can and do have difficulties controlling dynamic systems. Drivers routinely lose control of cars, people fall over, and
pilot action can lead to catastrophic aircraft instability (McRuer, 1997). Furthermore, some of the examples of human proficiency cited above only come
with significant practice and determination – riding a unicycle – for example.
Some skills are only accessible to a small number of people due to the commitment required to master them. Some skills are simply beyond human abilities.
Nonetheless, the variety of dynamics that we can deal with and the robustness
of movement behaviour implies that powerful and general dynamics problem
solving mechanisms underlie human physical skill acquisition.
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The mechanisms of movement

Physical skill has its basis in sensory-motor engagement with the environment
in which movement occurs. Fig 1.4 illustrates a simple model of the human
sensory-motor loop that provides this engagement. The central nervous system (CNS) sends a time-varying vector of 700 motor commands, α(t), to the
muscle control system that results in 700 muscle tensions, t(t), acting on the
biomechanical system. The biomechanical system responds with a biomechanical configuration, q(t), comprising 110 joint rotations accompanied by 110
muscle co-contractions about each joint. This biomechanical configuration
interacts mechanically with the physical environment to produce a physical
response, r(t). The CNS receives sensory input from the environment (vision, hearing, touch) as well as feedback from each stage in the system from
internal sense organs such as Golgi tendon organs, muscle spindle endings,
and a range of other mechanical receptors in the biomechanical system (proprioception). According to this model the overall sensory-motor loop can be
considered to consist of four coupled systems, each of which operates continuously with its own complex dynamics (Neilson and Neilson, 2005). In order to
achieve a movement goal, the CNS needs to generate motor commands that
result in the desired biomechanical and environmental outcomes. The desired
outcomes may involve the biomechanical system itself mediated by the dynamics of the environment (e.g., swimming under water) or it may involve explicit
manipulation of the environment (e.g., steering the hook of a crane to a desired
location). Control of this system is a very complex problem.
Issues that further complicate the problem of controlling movement include
non-stationary dynamics, delayed and incomplete sensory information, noise
and disturbance, redundancy in the biomechanical system, and the simple fact
of the variety of dynamics encountered in movement behaviour (Wolpert et al.,
2001). The dynamics of the biomechanical system change over time as we age
and as a result of injury. The need to deal with new dynamics also arises
in physical situations that have not been encountered before, as is the case
in many technological and social systems such as vehicles, tools, sports, and
arts. The resulting non-stationarity of movement dynamics means that there
is no one solution to the problem of generating movement actions to achieve
movement goals. Sensory input from the biomechanical system and the environment is subject to delays in transmission from the sense organs to the
CNS or may be incomplete due to environmental conditions, such as visual
occlusion. This suggests that the consequences of movement actions may need
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Figure 1.4: Basic arrangement of the human sensory-motor loop. The central
nervous system commands the muscle control system with a time-varying vector of 700 motor commands, α(t), producing tensions in the 700 functional
muscles in the human body, t(t). The muscle tensions act on the biomechanical system produce a biomechanical configuration, q(t), comprising 110
joint rotations accompanied by 110 muscle co-contractions about each joint.
This biomechanical configuration interacts mechanically with the physical environment to produce a physical response, r(t). The central nervous system
receives feedback from all stages of the system. Adapted from (Neilson and
Neilson, 2005).

to be predicted in some cases rather than directly perceived (Wolpert et al.,
1998). All elements of the sensory-motor loop are subject to noise and disturbance. Noise may limit the ability to produce simultaneously fast and accurate
movements (Harris and Wolpert, 1998). Disturbance, particularly from the environment, may result in what were appropriate motor commands no longer
being appropriate, resulting in the need to issue new motor commands to correct movement as it progresses. Finally, the redundancy in the biomechanical
system — 700 muscles to control 110 joint rotations — is itself a source of
considerable technical difficulty (Bernstein, 1996).
Unsurprisingly, there are numerous complex mechanisms involved in solving
the problems outlined above. The CNS seems to make use of synergies, or
patterns of motor command generation, to help overcome the redundancy in
the control of the biomechanical system (Bernstein, 1967); degrees-of-freedom
of movement are often “frozen” by the CNS in order to reduce the mechanical
complexity of movement, particularly during skill acquisition (Vereijken et al.,
1992); complex movements appear to be constructed from simpler movement
primitives (Mussa-Ivaldi, 2000; Thoroughman and Shadmehr, 2000); and so
on. One particular mechanism appears to be key to solving a number of
movement related problems — internal models of movement dynamics. The
first is the problem of choosing the correct motor commands, α(t), to produce
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the intended result, r(t). The speed of many movements suggests that they
cannot be controlled through simple feedback control alone due to delays in
the transmission of sensory information. Solving this problem implies some
form of internal mapping, from r(t) to α(t), known as an inverse model of
movement dynamics (Wolpert et al., 1998; Jordan, 1999). The second problem
is, given the dynamics of the situation and the motor commands that have
been issued, predict the course of events over a future time period, which
implies a mapping from α(t) to r(t), known as a forward model of movement
dynamics. Predicting the outcome of a motor action rather than simply relying
on sensory feedback is useful when dealing with delayed and incomplete sensory
information, canceling out the effects of movement on the sensory information
that is received, planning motor commands, and mental rehearsal (Miall and
Wolpert, 1996; Wexler and Klam, 2001; Wolpert et al., 1998). This modeling
of the dynamics of movement extends to the formation of internal models of
external objects such as tools and equipment (Davidson and Wolpert, 2005).
These models represent knowledge of how the physical world works that allows
us to deal with it in more than a simply reactive way (Jordan, 1999).
A key issue concerning internal models is the mechanism by which they are
acquired through the process of motor learning. Without a means of acquiring new internal models we would be limited to whatever internal models we
had at birth and would be hard pressed to account for the observed diversity
and novelty of human movement behaviour. A number of mechanisms have
been proposed including supervised, reinforcement, and unsupervised learning
(Wolpert et al., 2001). Through the process of motor learning the underlying
internal models required to perform a skill are created and refined to the point
where we can initiate movements with some confidence that they will achieve
our intended goals.
Any theory of how the CNS produces movement ultimately has to be reconciled with the biological reality of the CNS. Accordingly, a good deal of work
has been carried out on identifying potential neural correlates of mechanisms
such as the forward and inverse models of movement dynamics described above.
The main brain structures involved in the control of movement are the motor areas in the cerebral cortex, the basal ganglia, and the cerebellum (Ghez,
1991), as illustrated in fig 1.5a. The motor areas in the cerebral cortex such
as the primary motor cortex, lateral premotor cortex, and the supplementary
motor area appear to play a key role in initiating and coordinating complex
voluntary movements. The basal ganglia plays a key role in coordinating move-
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Figure 1.5: Neural mechanisms of movement. (a) Basic arrangement of motor
system. (b) Basic cerebellar circuit (Ghez, 2012).

ment across body parts. The structure that has long been singled out as key
to accounting for the dexterity and adaptability of human movement is the
cerebellum. As Eccles (1973) put it, “the marvellous motor skills exercised in
musical performance, in ballet, in games, and in craftsmanship and technology
are believed to be due to the utilisation of remembered cerebellar skills”. The
cerebellum, or “little brain”, is a distinct structure that sits at the base of
the brain immediately behind the brain stem. Damage to the cerebellum due
to disease or injury results in disorders of movement such as various forms of
ataxia (loss of coordination), loss of postural stability, tremor, and hypotonia (muscle weakness), suggesting that the cerebellum has a key role to play
in skilled purposeful movement (Miall, 2013). Evidence from brain imaging
studies also supports the notion that activity in the cerebellum is key to learning new skills, particularly in the early stages of learning in which the basic
relationship between motor actions and sensory-consequences is paramount
(Doyon et al., 2002). It has also been suggested that the actual size of the
cerebellum may be a function of motor skill acquisition (Hutchinson et al.,
2003).
The striking thing about the structure of the cerebellum is that it consists
of only five major cell types organised into a simple circuit (see fig 1.5b). This
circuit is very densely replicated in an almost crystalline structure. Indeed,
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there are more neurons in the cerebellum than in the entire cerebral cortex
(Miall, 2013; Ghez, 1991). The regularity of the structure of the cerebellum
together with massive connectivity between the cerebellum and the cerebral
cortex has led many to propose a computational role for the cerebellum. This
computational role is assumed to be quite general given that the cerebellum
appears to have an important role to play in a range of other cognitive functions in addition to movement (Ito, 1993; Leiner et al., 1993). More specifically,
the function of the basic cerebellar circuit appears to be a single characteristic computation that accepts inputs and generates outputs according to its
internal rules for information processing (Davidson and Wolpert, 2005). The
power and generality of the cerebellum then stems from what these inputs
encode and where the outputs project to. In the context of movement, Neilson and Neilson (2005), in their Adaptive Model Theory, propose that the
cerebellum constitutes a vast array of digital filters capable of modeling the
nonlinear input-output relationships needed to implement internal inverse and
forward dynamic models. Specific cerebellar mechanisms for tuning and adapting these models during the process of motor learning have also been proposed
(e.g., Doya, 1999). This cerebellar computer is, in turn, part of a larger information processing system involving the basal ganglia and cerebral cortex
that acquires, manages, and deploys these models as needed. The result is
an immensely rich form of behaviour that is characterised by its robustness,
adaptability, and inventiveness.
In summary, the CNS contains powerful and general mechanisms for dealing
with a wide variety of dynamic situations. Examination of the central nervous
system structures supporting movement suggest computational structures of
a very general nature. While there is some debate about the exact nature
and role of these structures (see Warren, 2006 for a review), the fact remains
that mechanisms along the lines of those described above would appear to be
required to account for observed movement behaviour and the wide range of
dynamics that human movement can deal with.

1.2.3

Bicycle riding — movement as understanding

The previous sections outlined some of the challenges inherent in human movement and some of the key internal mechanisms suggested to account for the
power and generality of observed behaviour. What has this got to do with
understanding the behaviour of dynamical systems in general? As already
noted, the four coupled dynamical systems shown in fig 1.4 constitute a very

1.2. NATURAL BORN DYNAMICISTS

Sensory-motor
System

q(t)

Physical
Environment

17

r(t)

Figure 1.6: Control of environmental dynamics. The time-varying configuration of the biomechanical system, q(t), acts on the physical environment
to produce a physical response, r(t). The sensory-motor system uses sensory feedback and internal knowledge of the dynamics of the environment to
execute appropriate movement actions.

complicated system posing numerous technical difficulties. While the general
characteristics of the mechanisms required to solve these problems are key to
the ideas presented in this thesis, the detailed workings are, to an extent, less
important. What matters most is the observed behaviour — the ability to
acquire new physical skills. By lumping the CNS, muscle control system, and
the biomechanical system together into a combined sensory-motor system, the
sensory-motor loop of fig 1.4 can be simplified to focus on interaction with the
external environment (see fig 1.6). In this case, movement becomes a problem
of controlling the physical environment, r(t), via the time-varying configuration of the biomechanical system, q(t). The relation of motor commands, α(t),
and muscle tensions, t(t), to the configuration of the biomechanical system becomes an internal implementation detail of the sensory-motor system. With
this simplified model the problem of controlling movement might be expressed
as the problem of controlling a dynamical system of the general form
dn r
(t) = f
dtn



dr
d2 r
dn−1 r
r(t), (t), 2 (t), . . . , n−1 (t), q(t), t
dt
dt
dt

(1.7)

where the order, n, of the system and the function f vary dramatically
from one physical situation to another.
Performing a skill requires that the relevant issues of stability, controllability, and optimality for the corresponding dynamical system be taken into
account in order to generate the right movements, q(t). Learning a new skill
is an exploration of these issues during which an “understanding”, in terms
of internal models of the dynamics, is acquired. This understanding is not
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something easily articulated, but it is readily demonstrated through physical
action. This notion of skilled human movement constituting an understanding of the dynamical system represented by the physical situation in which
movement occurs is amply illustrated by the example of riding a bicycle.
Despite the somewhat surprising fact that the dynamics of a bicycle are
not well understood (Kooijman et al., 2011) most people are able to learn to
ride one with relative ease. In terms of the general areas of understanding
of dynamical systems a cyclist is able to demonstrate an “understanding” of
the stability, controllability and optimality characteristics of bicycle riding.
Controllability, or the ways in which the system responds to control input, is
key since the only avenue of system exploration available to a cyclist is through
movement-based control actions. By getting on and trying to ride they can
begin to discover the stability characteristics of the bike. Once they can ride
in a rudimentary fashion they can move on to optimising the behaviour of
the system by riding with particular goals in mind – as fast as possible or as
smoothly as possible.
A proficient cyclist is able to achieve and maintain a number of equilibrium
states. The normal stable equilibrium of a moving bicycle is well known to
all riders. There are also various unstable equilibria such as stationary “track
standing” and “wheelies” on either the front or rear wheel (fig 1.7a), or riding a
bicycle backwards (Meijaard et al., 2007). There are a number of bifurcations
that can occur in the behavior of a bicycle, such as a the transition from
unstable to stable forward motion with increasing speed and the transition to
the “death wobbles” that can occur with insufficient damping of the steering,
such as when riding with no hands (Plöchl et al., 2012). Riding a bicycle
well involves the ability to transition between these equilibria and modes of
behaviour in order to achieve the desired outcome.
The “understanding” of bicycle dynamics represented by the ability to ride
a bike is robust. The uncertainty of the terrain adds a significant element of
disturbance to the system and there are numerous complex constraints both on
the behaviour of the bike and the ways in which it can be controlled. While the
human sensory-motor system isn’t infallible — people do fall off their bicycles
— a bicycle rider is able to deal with a wide range of disturbances (fig 1.7b).
The nature of the understanding that we develop and utilise in order to
ride a bicycle is, of course, very different to the understanding of a dynamical
system developed through analytic and computational techniques. Cognitive
psychologists distinguish between cognitive knowledge (declarative knowledge
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Figure 1.7: (a) Riding a bicycle involves an understanding of a range of
equilibrium states and how to transition between them. (b) Sensory-motor
control of bicycle dynamics is remarkably robust.

of facts and procedural knowledge of how to do things) and motor knowledge
(the ability to perform a skill) (Driscoll, 2005). An accomplished cyclist has
acquired a significant level of motor knowledge regarding the dynamics of a bicycle — they can perform a wide range of skills on a bike. On the other hand,
a member of the Bicycle Dynamics Group at Delft University (Delft University, 2015) would possess a large body of principally declarative knowledge
concerning those same dynamics — facts gained through mathematical analysis and modeling. These are two distinctly different ways of understanding
bicycle dynamics. While these different forms of knowledge might be distinct,
one form of knowledge can inform the other. A bicycle scientist can get on
a bicycle and ride one or observe others riding bicycles in order to gain insight into the behaviour of the system that might not be easy to gain through
analysis and modeling alone. Construction and analysis of realistic bicycle
models is difficult, particularly when they include the rider (Limebeer and
Sharp, 2006) and unlikely to reveal the full range of dynamic possibilities of a
skillfully ridden bicycle. For example, consider the problem of riding a mountain bike over rocky terrain. Negotiating rough terrain on a wheeled vehicle is
a complex task (Kelly and Stentz, 1998). However, all mountain bikers know,
for example, that interactions between the front wheel and the terrain can
be particularly problematic (see fig 1.8a). But more than that, a mountain
biker will also know that lifting the front wheel in the air will allow them to
negotiate terrain that might otherwise be impossible (see fig 1.8b). Such a solution results from a knowledge of what does and doesn’t work on a mountain
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Figure 1.8: Problems and solutions in the control of bicycle dynamics. Negotiating irregular terrain requires knowledge of what does and doesn’t work in
a given situation.

bike and then applying that knowledge to a particular situation, an example
of Bernstein’s dexterity (Bernstein, 1996). Observations of mountain bikers in
action may lead to new insights into the dynamic possibilities available when
negotiating difficult terrain on wheeled vehicles.
The example of bicycle riding also serves to illustrate the process by which
we acquire a sensory-motor understanding of a dynamical system. No-one can
ride a bicycle until they try. Most people’s first attempt is usually quite tentative at slow speed with exaggerated steering movements. They quickly realise
that a bicycle is quite stable over a certain speed and that only small steering
movements are required. Before long, they forget their initial difficulties and
just get on with it. With more practice, they can expand their expertise to
include more complex manoeuvres and regimes of behaviour in which a bicycle
is inherently unstable.
Again, it is useful to temper claims about human abilities by acknowledging
limitations in movement behaviour. Some types of bikes are more difficult to
ride than others. Differences in frame and steering geometry can make bikes
more or less stable and so-called “unrideable bicycles” feature reverse steering
or rear wheel steering resulting in significantly more difficult dynamics (Åström
et al., 2005). Riding these sorts of bikes may require more effort than an
individual is prepared to make and some variations are virtually impossible to
ride.
Nonetheless, riding a bike is a complex skill that requires mastery of complex dynamics. Riding a bike well involves a high degree of dexterity in which
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mastery of bicycle dynamics is deployed to deal with the many contingencies
that arise in any bicycle journey. Bicycle riding is just one example of the
general human ability to learn and master complex nonlinear dynamics. It
is the generality and adaptability of human movement capabilities that motivates the attempt to use these capabilities in the study of arbitrary dynamical
systems explored in this thesis.

1.3

Introducing CIS

Human movement requires the solution of complex problems in dynamics.
Learning a new physical skill results in an understanding of important properties of the dynamics of the physical situation in which movement occurs. This
understanding is expressed through the performance of the skill. It is this
ability to explore the dynamics of movement and develop an understanding of
what is and what is not possible across a vast range of dynamic situations that
motivates the central questions explored in this thesis:
Is it possible to apply the mechanisms of human motor learning and control to the study of dynamical systems in general? Can
human physical dexterity be used to solve problems from domains
unrelated to the physical environment in which movement normally
occurs? Is it possible to approach economic policy setting, for example, as an exercise in physical skill acquisition and performance?
This thesis attempts to answer these questions by developing a technique
that contrives a physical situation that embodies the dynamics of the system
under study. This allows human users to interact with the system in physical
terms through the interplay of movement action and sensory response. The
specific technique for achieving this developed in this thesis is referred to as
Continuous Interactive Simulation (CIS).

1.3.1

Dynamical systems as physical objects

The primary goal of CIS is to close the human sensory-motor loop around the
dynamics of a dynamical system under study so that the system becomes the
subject of motor learning mechanisms. This can be done by constructing a
physical environment that embodies the dynamics of the system. Consider,
again, a dynamical system of the general form
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Figure 1.9: (a) Motor learning mechanisms can be engaged in the study
of a dynamical system by creating a physical situation in which movement
actions, q(t), serve as control inputs for the system, u(t), and the state of
the environment, r(t), reflects the state of the system, x(t). (b) This can be
achieved by allowing a human subject to interact with a running simulation
of the system via suitable input and display devices. The input device tracks
movement actions and maps them onto the system’s control variables. The
display device maps the system’s state variables onto attributes of the physical
environment experienced by the subject. The complete interaction loop from
input device to display device occurs with every time step of the simulation.
The result is continuous real time interaction with the dynamics of the system.

ẋ = f (x(t), u(t), t)

(1.8)

with state variables x and control variables u. The goal is to construct a physical situation that embodies a dynamical system such that movement actions,
q(t), serve as control inputs, u(t), and the state of the environment, r(t), reflects the state of the system, x(t), as illustrated in 1.9(a). A straightforward
way to achieve this is to allow a user to interact with a running simulation of
the system via suitable input and output devices. Some form of display device
can be used to represent the state of the system in sensory terms and some
form of input device can capture human movement actions and map them
onto changes in the system’s control variables. As the user moves, the control variables change, altering the dynamics of the running simulation. The
consequences of these movement actions are reflected in the display device,
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Figure 1.10: The implementation of CIS developed in this thesis. The state
of a system is represented by the location and orientation of an object in a
3D virtual environment. As the simulation proceeds the ball moves through
space along a trajectory determined by the dynamics of the system. A user
continuously interacts with the system’s control variables via a six degree-offreedom haptic pen. The box represents a target state for the system. This
particular implementation can handle systems with up to six state variables
and six control variables. This implementation is described in detail in chapter
4.

completing the sensory-motor loop, as illustrated in fig 1.9(b). The complete
interaction loop from input device to display device executes with every time
step of the underlying simulation, providing a user with continuous real time
interaction with the dynamics of the system. Interaction is continuous both in
the sense that the input typically varies over a continuous range of values and
occurs continuously over a period of time.
This general arrangement could be implemented using a variety of display
and input device technologies. Of particular interest are display technologies
that make good use of human sensory modalities to represent the evolving state
of the system and input devices that can track movement actions with sufficient
accuracy to create a sense of physical engagement with the dynamics of the
system. The general approach adopted in this thesis is to represent dynamical
systems as “physical” objects in 3D virtual environments whose attributes
such as location, orientation, size, color, etc, represent the state of the system.
As the simulation of the system proceeds, these objects move and change
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according to the dynamics of the system. Users directly and continuously
manipulate the control variables of the system using a continuous input device
such as a touch screen, gesture tracking device, joystick, or haptic pen. The
consequences of movement actions are reflected in the motion of the objects
through the continuous operation of the feedback loop.
The implementation of this approach developed in this thesis is illustrated
in fig 1.10 in which the state of a system is represented by the location and
orientation of an object in space. As the simulation of the system proceeds
the ball moves through space, its trajectory determined by the dynamics of
the system. The user interacts with the system using a six degree-of-freedom
haptic pen. As the user moves the pen, the control variables, u, of the system
change. The consequences of these actions are reflected in the trajectory of the
ball, x(t). In essence, this approach turns a dynamical system into a physical
object whose behaviour and response to control inputs embodies the dynamics
of the system under study. The user’s experience of the system is essentially
physical and the study of a dynamical system is similar to the exploration of
any unfamiliar physical situation.2
Users of this interface will see behavioural features of the system as patterns
in the movement of the ball. For example, stable equilibria will appear as
locations at which the ball will remain at rest on its own. Unstable equilibria
will appear as locations at which the ball can be brought to rest, but from
which the ball will move without further intervention. Limit cycles will appear
as repeating orbits of the ball through space. Through interaction with the
system the user may be able to discover not only the existence of features such
as these, but the control actions required to steer the system between them.

1.3.2

Applications – strategy discovery and refinement

This thesis explores two broad applications of the approach described above,
strategy discovery and strategy refinement. Strategy discovery concerns the
general question of, given the controls available, u, what can be done with the
system? What is the repertoire of dynamic behavior that is possible? What
trajectories, x(t), through the state space of the system are possible? What
combinations of controls can be used to achieve these trajectories? For a user
using a CIS framework, such as that illustrated in fig 1.10, strategy discovery
is a question of, quite literally, playing the ball to see what it can do. Users
2

A video demonstration of the general arrangement of the CIS framework developed in
this thesis is available at https://youtu.be/i82269v1RTw.
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may begin this process by simply observing the system’s intrinsic behaviour
without any intervention. Observation of the intrinsic behaviour of the system
will reveal whether the system is inherently stable or unstable — does the
ball, starting from some initial condition, x0 , come to rest of its own accord
or does it remain in motion? Similarly, is the system bounded — does the
ball remain in a particular region of space or does it escape from view? Is the
system periodic — does it move through a fixed orbit? Is the system bounded
but aperiodic — does it remain in a particular region of space, but not follow
a fixed orbit? Similar observations could be made from a variety of initial
conditions.
CIS goes beyond passive observation by allowing the user to intervene in
the behaviour of the ball through movement action to explore a wider set of
dynamic possibilities. What effects do movement actions have on the trajectory of the ball? Is it possible to steer the ball into new regions of space?
Can an unstable system be stabilized? Can a stable system be destabilized?
Can an unbounded system be contained? Can periodic orbits be altered and
shaped? In how many different ways can a system be manoeuvred from one
state to another? In short, what repertoire of control strategies are available?
Or, more simply, what can be done with the ball? In effect, every movement
action made by a user is an “experiment” in answering these questions. These
“experiments” are occurring within the context of the feedback loop of fig
1.9(b) allowing the consequences of one action to inform subsequent actions in
a continuous stream of movement actions and sensory responses.
An understanding of the sorts of control strategies that are available for
a system leads to a second broad class of problem, strategy refinement. Can
a particular control strategy be refined with respect to specific criteria. For
example, determine the specific controls, u∗ (t), that steer a system toward
a desired state, x∗ , with criteria such as doing so as quickly as possible, as
smoothly as possible, or with as little control action as possible. Problems
such as these correspond to the optimal control problem described in section
1.1.2. Note that the term strategy refinement is used rather than strategy
optimisation partly to distinguish the approach from more conventional optimisation techniques and to acknowledge that, for a variety of reasons that will
be discussed in later chapters, the solutions produced to these problems will
typically not be strictly optimal.
Strategy refinement problems require a more structured approach in which
users are given specific physical tasks to perform that include the criteria
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against which their performance is measured. Placing a target box at x∗ and
asking a user to “put the ball in the box as quickly as possible”, in effect, requires the user to solve a terminal state, minimum time optimisation problem.
The user is faced with a movement-based task with a well-defined goal, the
textbook definition of a skill (Magill, 2007). This skill can then be practiced by
the user in order to improve performance with respect to the specified criteria.
At any point during this process, the movement actions made by the user in
performing the skill represent that user’s current best estimate of the solution
to the problem.
Interpreting skill development as an exercise in the optimisation of control
strategies is not new. The following observation from Burchfiel et al. (1967,
pg 1) neatly captures the motivation for using human motor learning as a
mechanism for refining control strategies and the general conditions for its
success:
“The human controller of dynamic systems is a self adaptive
controller. If he is told the objective of a control task and the
extent to which he has achieved this objective, he will through
training or practice attempt to improve his performance, provided
he is motivated to do so. It is reasonable, therefore, to assume
that a highly-trained human controller will act in a near optimal
manner, subject to certain internal constraints that limit the range
of his behavior and also to the extent that he understands the
objective of the control task.”
This observation was made as a part of a more general effort to justify the
use of optimal control techniques in the study of human movement. This included modeling human behaviour using optimal control techniques in terms of
interaction with external systems (e.g., Kleinman et al., 1971) and in terms of
the internal operation of the human biomechanical system itself (e.g., Jordan,
1999). This thesis takes the observation on face value and uses this characteristic of human behaviour for its utility rather than its explanatory power.
Motor learning is key to both strategy discovery and strategy refinement.
In strategy discovery motor learning allows the user to construct a repertoire
of skills that enables them to explore increasingly complex system behaviours.
In strategy refinement, motor learning fine tunes movement actions to produce system behaviours that meet specified performance criteria. That motor
learning might, in fact, be used to solve these sorts of problems for arbitrary
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Figure 1.11: Applying CIS requires a mapping between the mathematical
expression of a problem into a corresponding physical skill for a human subject
to perform. The movement actions required to perform the skill are then
mapped back into the problem domain as the solution to the original problem.
The solution in the movement domain is provided by the mechanisms of motor
learning. While the goal of the skill to be learned may be easy to state —
“put the ball in the box” — the nature of the dynamical system represented
by the function, f , may exhibit rich and complex behaviour resulting in a skill
that requires a good deal of practice to master, if it can be mastered at all.
dynamical systems is the central question explored in this thesis. The remainder of this thesis sets out to demonstrate that this is actually the case and
explores some of the key issues concerning the successful implementation of
the approach, its characteristics, and its limitations.

1.3.3

CIS methodology

Central to the application of CIS to the sorts of problems described above
is the process of mapping a dynamical system from the abstract domain of
mathematics into the domain of physical movement. This mapping will include details of the physical realization of the system as well as the specification of goals and objectives that constitute a physical skill for a user to learn
and perform. A user’s movement actions in performing the skill can then be
interpreted as a solution to the problem. This process is illustrated in fig 1.11.
Successful application of CIS will require a systematic methodology for
designing this mapping so that the resulting physical representation of a system
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is as easy for users to deal with as possible. The skills required to solve some
problems may be challenging and require significant practice by users before
they can master the movement actions required to solve a problem, if at all.
This is to be expected. Indeed, the whole point of CIS is to leverage human
motor learning capabilities, based on practice, as a problem solving mechanism.
However, the goal of a systematic methodology should be to present human
users with skills that are no more difficult to learn than necessary.
An additional consequence of the mapping process illustrated in fig 1.11 is
that it enables a separation of roles between the investigator studying a system
and the users exploring the behaviour of a system. This separation of roles
reflects the distinction between the cognitive knowledge of the domain expert
investigating a system and the motor knowledge acquired through physical
interaction with a system described in section 1.2.3. While this separation of
roles is not required — an investigator can profitably explore the behaviour
of the system themselves — it allows forms of deployment in which the work
required to “understand” a system is delegated to one or more users that
act as problem solving agents for the investigator. The investigator can then
interpret the movement-based behaviour produced by the users as solutions to
the original problem.
The basic methodology for solving strategy discovery and refinement problems is described in chapter 3. Guidelines for designing the mapping of a
system into the physical movement domain are explored in chapter 5.

1.3.4

Potential scope

Since the work presented in this thesis is an initial attempt to explore and
operationalise the motivating insight that human motor learning might be applied to the study of dynamical systems, assumptions and claims about the
applicability and scope of the approach are kept to a minimum. In principle,
any dynamical system that can be simulated could be presented to users in
physical form given a sophisticated enough CIS framework. However, human
movement capabilities are a finite resource with their own performance characteristics and limitations. As a result, the approach will be able to deal with
some dynamical systems and not others. Even if consideration is limited to
dynamical systems that represent essentially continuous phenomena, reflecting
the fact that human movement has its basis in the continuous dynamics of classical mechanics, many such dynamical systems will exceed human capabilities
in terms of size and complexity. Clearly, the scope of CIS lies within the scope
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Figure 1.12: The scope of CIS depends on how effectively it can engage the
full potential of human motor learning capabilities in the study of dynamical
systems.

of human motor learning capabilities. The actual scope of dynamical systems
that can be studied using this approach will depend on the details of the CIS
framework used to present dynamical systems to users, as illustrated in fig
1.12. For example, the CIS implementation developed in this thesis supports
systems that are limited to six state and six control variables. Nonetheless,
there are many interesting systems with six or less variables.

The intuition is that human motor learning capabilities do extend to a
useful subset of dynamical systems given the generality of those capabilities
described in section 1.2.2. Demonstrating that this might actually be the case
is one of the key empirical questions to be answered by the research presented
in this thesis. The nonlinear systems in two, three, and four variables studied
in chapters 3–6 demonstrate that human motor learning capabilities do indeed
extend to a range of nonlinear dynamical systems. Further characterisation
of the scope of the approach and scaling CIS mechanisms to richer forms of
physical engagement capable of dealing with a larger set of systems will be a
key direction for future research.
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Potential value

As with the potential scope of the proposed approach, claims about the potential value of the approach are kept to a minimum until the feasibility and
basic mechanisms of the approach are established. However, some initial motivating observations on potential value are warranted. As with techniques for
visualising dynamical systems, the goal of CIS is to facilitate understanding
using innate human capabilities free of many of the assumptions and limitations of analytic and computational techniques. The main assumption is that
the behaviour of a system can be numerically simulated allowing the approach
to be applied to systems without further regard to the details of the formulation of the underlying model. This means that the approach can be applied to
continuous, discrete, and hybrid dynamical systems. Systems need not necessarily be formulated in closed form and may contain raw data signals or black
box processes. Nor does the approach make any fundamental assumptions
regarding the presence of delays, disturbances, or other such complications.
As as a result, the approach is relatively assumption free and can provide a
complement to analytic techniques that can direct analysis toward interesting
phenomena that may not be apparent with analytic techniques alone, as is the
case with visualisation techniques for dynamical systems (Wegenkittl et al.,
1997b).
Van Wijk (2005) proposed a model for assessing the value of visualisation
techniques that compared the value of the knowledge gained with the cost of
acquiring that knowledge. Key elements of the cost side of the model include
initial cost per session (preparing the data, initial specification for the visualisation, etc) and perception and exploration costs (the time and effort required
to explore a visualisation in order to gain understanding). On the cost side of
CIS, the initial cost for setting up a system or problem might be expected to
be of a similar order to that of conventional visualisation techniques. However,
the costs of exploring a system might be expected to be somewhat higher since
it involves motor learning, which takes more time and effort than perception
alone.
The value of CIS will depend on providing knowledge and insight beyond
that provided by more conventional visualisation techniques. There are three
potential sources of additional value in the proposed approach. The first is
that CIS allows exploration of phenomena that arise from the active control of
dynamical systems — something not easily explored through perception alone.
A second source of value is that CIS produces numerical results in the form
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of state and control variable trajectories and, as such, allows exploration of
quantitative as well as qualitative aspects of system behaviour. Finally, CIS
can provide a more accessible, relatively assumption free way of exploring the
possibilities for manipulating dynamical systems for non-specialist mathematicians. This aspect of CIS is demonstrated in the chapters that follow in which
a range of users with no mathematical or domain expertise explore the dynamics of biological, mechanical, economic, and environmental systems using only
their inherent ability to learn new physical skills.
Obviously, the benefit of the proposed approach will depend on the details
of the value versus cost equation, but as with the question of scope, the motivating intuition is that the application of human skill, dexterity, and creativity
in the context of movement to the study of dynamical systems may provide a
useful complement to more conventional techniques. It is too early to definitively answer these questions regarding value, but the work presented in this
thesis provides some indication as to the potential value of the approach.

1.4

Research questions and methodology

There is much in the general idea of using human movement capabilities in
understanding dynamical systems that could be explored, but to contain the
scope of the research project this thesis dealt with questions of feasibility,
basic mechanisms, and general application guidelines. The hope is that the
work presented in this thesis will lay the groundwork for future work to further
elaborate the approach and extend its applicability and value. Accordingly,
this thesis attempted to answer the following specific questions:
1. Does the basic idea of CIS work? Can it be used to gain insight into
the behaviour and control of dynamical systems that have nothing to
do with the physical environment in which human movement normally
occurs?
2. What would a general purpose framework for implementing CIS look
like? What display and input devices might be used in such a framework
and how would they be assessed for suitability? What facilities would
the framework provide defining and presenting problems to users for
solution?
3. What considerations should be taken into account when applying CIS
to the study of a specific dynamical system in order to maximise the
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chances of producing useful results?

The methodology used to answer these questions was a series of case studies
in which CIS was developed and applied to real examples from the fields of
biology, mechanics, economics, and environmental sustainability. These case
studies were formative in nature and were used to guide the development of an
implementation of a CIS framework along with guidelines for its application.
The case studies identified key issues and suggested areas for further research.

1.5

Summary of original contributions

The research presented in this thesis has resulted in a number of original
contributions.
1. A novel proposal for using human motor learning mechanisms as a means
of exploring the behaviour and control of arbitrary dynamical systems.
2. The development of CIS as a technique for realizing this proposal and
the implementation of a CIS software framework.
3. The proposal of guidelines for the application of CIS to the study of particular dynamical systems to improve the effectiveness of the approach.
4. The application of CIS to real world examples from biology, mechanics,
and economics.

1.6

Organisation of the thesis

The overall organisation of the thesis is as follows.
Chapter 2 provides a review of related work. While the specific proposal
to use human motor learning mechanisms as a means of studying dynamical
systems appears to be novel, it has important links with previous work on visualisation of dynamical systems, interactive visualisation, and computational
steering in the study of dynamical systems. These links with previous work
were reviewed in order to locate CIS with respect to its antecedents and to
identify specific techniques that could be used to assist with its development.
Chapter 3 presents a pilot study that investigated the basic feasibility of
CIS in which a group of users were asked to solve both strategy discovery and
strategy refinement problems concerning a nonlinear biological pest control
model.
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Chapter 4 describes the development of a software framework for applying
CIS to a wide variety of dynamical systems. This framework was then tested
with a case study in which users were asked to explore the properties of a
nonlinear mechanical system.
Chapter 5 draws on literature from user interface design and human motor
learning in order to propose a series of guidelines for the application of CIS
to a specific dynamical system. The impact of these guidelines was then explored in a study on the performance of users solving a problem concerning
the stabilization of a nonlinear economic dynamical system.
Chapter 6 presents a case study that illustrated the full application of
the ideas and techniques developed in this thesis. This system, drawn from
the study of links between economic growth and environmental sustainability
captures a range of interesting behaviour including sudden and precipitous
environmental collapse under certain circumstances. The case study illustrated
the use of CIS for a discrete nonlinear four dimensional dynamical system with
non-convex state constraints.
Finally, chapter 7 reviews the findings of the research presented in this thesis in order assess progress to date together with key issues and opportunities
to be explored in further research.
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Chapter 2
Related work
CIS, along with many other approaches to interfacing human and computer
capabilities might be thought of as an effort to realise a vision suggested by
Sutherland in the earliest days of Virtual Reality. Real-world interaction in a
virtual environment was seen by Sutherland as the “ultimate display”. Central
to Sutherland’s vision was physical engagement with the abstract constructs
of a computer system that leveraged the same mechanisms that give us our
facility with the real world.
“We live in a physical world whose properties we have come to
know well through long familiarity. We sense an involvement with
this physical world which gives us the ability to predict its properties well. For example, we can predict where objects will fall, how
well known shapes look from other angles, and how much force is
required to push objects against friction. We lack corresponding familiarity with the forces on charged particles, forces in non-uniform
fields, the effects of nonprojective geometric transformations, and
high-inertia, low friction motion. A display connected to a digital computer gives us a chance to gain familiarity with concepts
not realizable in the physical world. It is a looking glass into a
mathematical wonderland.” (Sutherland, 1965, pg 1).
The approach suggested in this thesis aims to exploit our innate ability to
understand the physical world through movement to understand dynamics not
realizable in the physical world. This approach has been informed by related
work in three main fields — visualisation of dynamical systems, interactive
visualisation, and computational steering.
This chapter provides a review of related work in these fields. Sections
2.1, 2.2, and 2.3 review work from the fields of visualisation of dynamical
35
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systems, interactive visualisation, and computational steering in order to locate
CIS with respect to its antecedents, identify specific techniques that can be
used to help implement CIS, and highlight differences between CIS and other
techniques. The final sections review work in two other related fields. Section
2.4 reviews previous work in interfaces for interactive problem solving based
primarily on human spatial reasoning. Finally, section 2.5 briefly reviews the
emerging field of human computation in which a variety of human capabilities
are used to solve problems that are difficult to solve using more conventional
approaches.

2.1

Visualising dynamical systems

Visualisation has an important role to play in the study of dynamical systems
in both numerical and analytical approaches. Visualisation of dynamical systems is an example of what is known more generally as scientific visualisation.
Scientific visualisation concerns itself primarily with multidimensional, temporal data (LaViola Jr et al., 2009; dos Santos and Brodlie, 2004), of which
dynamical systems are an obvious example. Scientific visualisation is, in turn,
an example of the broader field of visualisation that includes other sub-fields,
such as information visualisation (Card et al., 1999). While a distinction between scientific and information visualisation is often made, there is much
more in common between these sub-fields than distinguishes them (Van Wijk,
2005). The general aim of visualisation is to exploit human sensory capabilities to help identify features in data that might not otherwise be found and
to provide further insight into results that may have been found with other
techniques (Ward, 2002). This is particularly relevant in the study of nonlinear dynamical systems where numerical and analytical results can be difficult
to fully comprehend without some means of visualising them (Matkovic et al.,
2008). The understanding of a dynamical system gained through visualising
the system can lead to insights into the nature of the system that may not
yet have been gained through numerical or analytical means alone (e.g., Wegenkittl et al., 1997a).
The full scope of what is meant by “dynamical system” includes many more
types of phenomena than can be handled by a single visualisation technique
(Löffelmann, 1998). There can be a wide range of phenomena that occur both
across a class of dynamical systems and within a particular system. Within
the behaviour of a particular system, phenomena may occur both at the global
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(b)

Figure 2.1: (a) Trajectory of a 2-dimensional dynamical system in phase
space. (b) Phase portrait of a 2-dimensional dynamical system consisting of
a collection of trajectories starting at different initial conditions.
level or more locally within relatively small regimes of its behaviour. In general, visualisation can help a user to explore a system or class of systems to
identify phenomena of interest on which they can then “drill down” to explore in more detail (Shneiderman, 1996). Both the multidimensional and the
temporal aspects of a dynamical system place heavy demands on visualisation
techniques and pose numerous challenges (Fuchs and Hauser, 2009).
While there are numerous techniques for visualising multidimensional temporal data, many of the techniques used for dynamical systems are based on
one of the oldest and simplest techniques — orthogonal visual coordinates.
The phase space of a dynamical system is the abstract space defined by the
state variables of the system. The state of a system, x, can be visualised by
associating the dimensions of a system’s phase space with the orthogonal x,
y, and z axes of a visual scene. Each point in the system’s phase space maps
to a corresponding point in the visual scene. The intuitive appeal of phase
space-based approaches is very strong, partly due to the familiarity and effectiveness of orthogonal spatial metaphors for multidimensional data (Nesbitt,
2004), but also because they support a range of static and dynamic representations of a system. For example, many forms of dynamical system analysis
are based on the geometric structure of a system’s phase space, which can be
represented directly in a phase space-based visualisation, helping to bridge the
gap between analytical and simulation results (Aigner et al., 2007).
The simplest form of representation of a dynamical system involves plotting the trajectory of the system through its phase space. This basic idea is
commonplace in all standard texts on dynamical systems, typically in the form
of simple 2D plots (see fig 2.1a). The trajectory itself serves as the time axis
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(a)

(b)

Figure 2.2: (a) 3-dimensional trajectories rendered with occlusion, lighting
and shadow (image from xyz). (b) 4-dimensional system rendered using linked
“wings” (Wegenkittl et al., 1997b).
of the visualisation. A variety of trajectories commencing at different initial
conditions can be combined in a single diagram to create a “phase portrait”
of the system (see fig 2.1b). Such a visualisation gives the behaviour of the
system a physical structure that is readily apparent to a user, such as the
attractor to which the system in 2.1b converges. A variation on the phase
portrait approach is to represent the velocity of the system at various points
in its phase space with a vector to create a velocity vector field representation.
This is often done by generating a textured image from the vector field using
techniques such as line integral convolution (Cabral and Leedom, 1993). These
approaches work well for systems of two state variables. Extending these techniques to three dimensions requires that the trajectory be rendered in a way
that makes its depth component along the visual z axis obvious. A simple solution is to render a tube extruded along the trajectory using occlusion, lighting
and shadows to provide depth cues (fig 2.2a). Implementing techniques such
as these is straightforward now that technology for this type of 3D rendering is built into most commodity computing platforms. It is also possible to
extend this approach to higher dimensional systems using techniques such as
augmenting the trajectory with “wings” representing additional dimensions
(fig 2.2b), mapping additional dimensions on to attributes of the visualisation
(e.g. colour), geometric encoding of additional dimensions, or simply being
selective about the dimensions that are actually included in the visualisation
(Wegenkittl et al., 1997b).
Other approaches for visualising multi-dimensional real-valued data exist,
such as parallel coordinates (Inselberg and Dimsdale, 1991), although these
typically need to be augmented in order to capture the temporal evolution
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of the state of a system, such as in extruded parallel coordinates (Wegenkittl
et al., 1997b) and temporal parallel coordinates (Johansson et al., 2007). However, since some of the most important features of a dynamical system concern the topology of a system’s trajectory through phase space, visualisation
techniques based on revealing that trajectory predominate (Wegenkittl et al.,
1997b).
Techniques for visualizing spatial dynamics in fields such as geography
provide further examples of visualizing the evolution of continuous dynamics. These approaches use techniques such as the line integral convolution
technique mention above (Anders, 2007) and techniques such as space-time
cubes and space-time paths that have been developed within the spatial geosciences (Kraak, 2003). However, these techniques are typically limited to
two-dimensional systems since they use one axis of a three-dimensional visualization as an explicit time axis.
The phase space-based representations described above can quickly become
cluttered for higher dimensional systems with complex behaviour (Laramee
et al., 2004). One solution to the problem of visual clutter associated with
complex trajectories is to focus more on the topological structure of the system’s phase space defined in terms of analytically determined features such as
equilibria, closed orbits, and separatrices (surfaces that separate the flow of
a system into distinct regions), as illustrated in fig 2.3. This approach works
particularly well for steady, time-invariant systems as the topology of a system
essentially defines its qualitative behaviour (Sadlo and Weiskopf, 2010). Topological skeletons are often also combined with system trajectories or partial
vector fields to help illustrate how features in the system’s topology relate to
the behaviour observed in the system (Theisel et al., 2003).
A key distinction amongst techniques for visualizing dynamical systems
concerns the approach used to deal with the temporal aspects of system behaviour (Müller and Schumann, 2003; Aigner et al., 2007). The techniques
described above are all “static” in that they include the temporal aspects of a
system’s behavior within the visual representation of the system. This usually
involves including some form of visual time axis in the representation of the
system. In the phase space-based approaches described above the trajectory of
the system provides an implicit time axis, although it is possible to make this
explicit through the use of temporally equidistant markers along a trajectory
(Wegenkittl et al., 1997a). The key benefit of static representations is that by
capturing the behaviour of a system in a single static representation they al-
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Figure 2.3: Topological skeletons show features of a dynamical system such as
equilibria, attractors, separatrices, etc without showing the actual trajectory
of the system.
low exploration of a system without being constrained by the underlying time
scale of the system being studied. Capturing the time course of a phenomena
in a single image also makes the visualisation easy to distribute, include in
publications, and so on. However, the need to represent the behaviour of the
system over time, “all at once” is a significant source of visual clutter and the
temporal aspects of the system’s behaviour may be difficult to interpret. One
variation on static approaches removes temporal aspects from the visual representation of the system altogether and instead allows a user to interact with
the visualisation in order to render the system at different instants in time, using techniques such as temporal brushing and temporal focusing (Monmonier,
1990).
In contrast to static representations, dynamic representations make the
temporal aspects of a system an explicit part of the visualisation experience.
The primary technique for doing this is to create an animated scene that allows
some aspects of the behaviour of a system to actually play out in time. This
approach has been widely used in fluid dynamics applications. Entire vector
fields can be animated (Laramee et al., 2004; Van Wijk, 2002) or animation
can be more selectively applied to topological features such as streamlines using animated stream arrows and dash tubes (Fuhrmann and Gröller, 1998;
Laramee and Hauser, 2005). More generally, dynamic animation-based approaches can help a user to understand the relative timing and sequencing
of events although they do introduce some additional complexities of their
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own. When applied to a phase space representation, objects representing the
state of the system move through space along the trajectory of the system
as the animation proceeds. A fundamental issue regarding these approaches
to visualisation concerns the time scale of the animation, which needs to be
managed so that the phenomena of interest play out at an appropriate rate
for the user (Müller and Schumann, 2003). Representations that animate the
instantaneous state of the system avoid the need to capture the time course
of a system all in one image, which can reduce clutter (Ellis and Dix, 2007).
Apart from phase-space techniques, animation of instantaneous state can also
be applied to other representations of dynamical systems such as parallel coordinates (Barlow and Stuart, 2004). It’s also worth pointing out that animating
the instantaneous state of a system is also very commonly used in visualising
the behaviour of mechanical dynamical systems in educational settings (e.g.
Watkins et al., 1998). In this case, the instantaneous state of the system can
easily be conveyed using a representation of the physical arrangement of the
system itself. While dynamic approaches can provide greater insight into the
dynamics of a system, they still need to be used judiciously. If not used carefully they may actually distract users from noticing important features of a
system (Jones and Scaife, 2000).
Since human movement is a dynamic behaviour that plays out in real time,
dynamic approaches to visualising the evolving state of a dynamical system
are most relevant to CIS. The implementation of CIS used in this thesis uses
a simple orthogonal three dimensional animated phase space representation of
a system’s state extended with a polar co-ordinate system centered on current
state of the system in the orthogonal space. This implementation supports
the visualisation of systems with up to six state variables. This approach
is augmented with visual artifacts that represent topological features such as
equilibria, target states, constraints and so on.

2.2

Interactive visualisation

Interactive visualisation and the related concept of computational steering set
out to create tools and environments that support flexible, efficient work flows
in which visualisation can be used to effectively engage the “broad bandwidth
of the human sensory system” in interpreting data and directing simulations
and data sets to phenomena of interest (Zudilova-Seinstra et al., 2009). The
purpose of interactive visualisation is to increase a user’s ability to explore and
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Figure 2.4: Interactive visualisation pipeline. The Visualisation component
prepares a visual scene from the data provided by a Data source. The Rendering component generates the actual view of the visual scene presented to
the user. Interaction can be directed at any of the components in the pipeline.

understand data through a tighter connection between researchers, their models, and the data being explored. The focus is on interaction, which necessarily
involves not only the human sensory channel, but also action on the part of
the user. The aim being to “impedance match” display and interaction devices
in order to best support users in their exploration activities (LaViola Jr et al.,
2009). With interactivity comes the ability to perform “what if” analysis of
complex situations and to “follow hunches” based on intuition and developing
insight, a distinctly human process (Wright et al., 2010).
Interactive visualisation systems of various forms have been used in dynamical systems applications as diverse as computational fluid dynamics (Kreylos
et al., 2002; Marshall et al., 1990; Wenisch et al., 2007), molecular dynamics
(Chen et al., 1996; Chin et al., 2003; Leech et al., 1996; Prins et al., 1999)
astrophysics (Walker et al., 2007), electrodynamics (Salhi and Brooke, 2010)
and the design of fuel systems for diesel engines (Matkovic et al., 2010). The
degree and form of interactivity used in each varies considerably. However,
they all allow users to more rapidly generate and navigate visualisations of
complex phenomena so that they can use their expertise in an interactive loop
of exploration, discovery and analysis.
Models of interactive visualisation processing systems have been proposed
by several authors (Belleman, 2003; Kalawsky, 2009; Wright et al., 2010).
These models typically decompose an interactive visualisation system into
three main components – a data source (such as a simulation), a visualisation of the data, and a rendering of the visualisation as illustrated in fig 2.4.
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Interaction can be directed at each of these three components. Interaction
directed at the rendering component allows a user to navigate their data by
changing their point of view (rotating the visualisation, zooming in or out,
“flying through” the visualisation, etc). Interaction directed at the visualisation component allows a user to change the details of the visual representation
being used such as the subset of data currently included in the visualisation or
the visualisation technique being used. Interaction with the data source allows
a user to change the data being visualised. In the case of a dynamical system
the data source is typically a simulation and interaction commonly involves
changes to the system parameters and initial and boundary conditions and
typically requires the simulation to be rerun. Interaction with the rendering
and visualisation components has focused on providing more immersive display
environments that help make navigation and exploration of multi-dimensional
data more natural and direct. Interaction with the data source has led to the
emergence of the distinct sub-field of computational steering to be discussed
in the following section.
Virtual reality environments are one way to provide investigators with a
sense of immersion in their data that is particularly useful for scientific visualisation tasks (Belleman, 2003; LaViola Jr et al., 2009; Van Dam et al., 2000).
One such environment is the oft-cited CAVE (Cruz-Neira et al., 1993; Jaswal,
1997). The CAVE is a small room in which investigators stand to view a stereoscopic image projected on to three walls and the floor (see fig 2.5a). Surround
sound can also be used to augment the visual experience. While one of the
investigators is in control of the interaction with the visualisation, the CAVE is
essentially a shared experience designed to facilitate discussion and collaboration. Interaction devices such as hand held wands and data gloves can be used
in the CAVE and CAVE-like environments to navigate through and interact
with a visualisation (fig 2.5b). Whole-body gestures such as walking-in-place
to move through a visualisation have also been used (Yan et al., 2004) as has
haptic feedback (Brooks et al., 1990; Durbeck et al., 1998). The CAVE, while
expensive, is widely used and has been more recently developed to include five
and six surface configurations (Mechdyne Corporation, 2014). Numerous similar environments have been developed, many of which are intended to provide
more cost effective solutions (e.g., Czernuszenko et al., 1997).
While virtual reality attempts to create a complete immersive experience
in a dedicated environment, augmented reality attempts to overlay visual representations of data on the real world through the use of devices such as head-
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(a)

(b)

Figure 2.5: (a) The CAVE immersive virtual reality environment has been
used to study dynamical systems such as computational fluid dynamics models. (b) Gloves that track the movement of a user’s hands can be used to
interact with 3D virtual reality environments using more natural gestures.

mounted displays (Azuma, 1997) or, more recently, hand-held devices such
as smart phones (Henrysson, 2007). Augmented reality avoids the need for
dedicated spaces, such as a CAVE, in which to experience a visualisation and
allows scientific visualisations to occupy the physical space between people
making collaboration easier and more natural (Schmalstieg et al., 2002). Augmented reality has been considered for scientific visualisation in general (Silva
et al., 2004) and for visualising dynamical systems and computational fluid
dynamics models in particular (Fuhrmann et al., 1997; Szalavári et al., 1998;
Underkoffler et al., 1999) as illustrated in fig 2.6.
The sorts of interactions briefly outlined above are all relevant to CIS and
could be included in an implementation of CIS. However, in the context of CIS
the most significant form of interaction is interaction with the data source.
Interactions with an interactive visualisation system are most semantically
significant when those interactions are directed at the underlying simulation
generating the data being simulated (Wright et al., 2010). The reason for this
is simple – interactions with the simulation often have domain level significance
allowing a user to explore different scenarios in “what-if” analyses of a system.
For example, experimenting with various values of a parameter in an economic
system that represents a marginal tax rate allows a user to determine whether
tax policy might be effective in modifying the behaviour of a system in a
desired way.
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Figure 2.6: Studierstube, an augmented reality environment for visualising
dynamical systems (Fuhrmann et al., 1997).

2.3

Computational steering

In its simplest form, interaction with a simulation involves the user changing
a system parameter and rerunning the simulation to produce new data to be
visualised. The user then interacts with the visualisation of the new data
in order to inspect the result and decide what to change next. The user is
an integral part of the feedback loop and can direct the simulation through
a search of the parameter space guided by what they find along the way.
This simple approach can be used to good effect (e.g., Matkovic et al., 2010),
although it can become cumbersome when simulations take a long time to
execute.
An alternative to the setup/simulate/visualise cycle is to allow a user to
interact with the simulation as it executes, viewing intermediate results as soon
as they are available. This technique, known as computational steering, allows
a user to direct a simulation to areas of interest avoiding the computation of
results that are not needed. Computational steering is a somewhat distinct
concept from interactive visualisation. However, the natural links between a
simulation and the mechanism for viewing the results of the simulation mean
that computational steering and interactive visualisation have a lot in common.
Some authors define computational steering as a particular form of interaction
within the broader field of interactive visualisation (e..g., Kalawsky, 2009),
while others, focused on the issues of simulating complex systems, consider
interactive visualisation to be a necessary part of any computational steering
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Figure 2.7: Interactive steering of a fluid dynamics simulation showing the
flow before and after a user initiated change in the physical configuration of
a room (Wenisch et al., 2007).
system (e.g., Wright et al., 2010).
One of the first descriptions of computational steering was provided by
Marshall et al. (1990) who described it as “the interactive control of a computational model during execution while viewing the results of the calculation
graphically” [pg91]. While this characterisation is fairly clear — interaction
with a running simulation — the term “computational steering” is also sometimes applied to both rapid setup/simulate/visualise cycles and to merely monitoring a running simulation (Wenisch et al., 2007).
Computational steering interactions can be directed at three general areas
of a simulation. The first is the system under study itself. Interaction with the
system under study can include changes to parameters, initial conditions, and
boundary conditions. Secondly, interaction can be directed at the algorithmic
details of the simulation such as grid sizes and time intervals. Finally, interaction can be directed at the run time implementation of the algorithm such
as its allocation to computational resources. In addition to these interactions,
the user is also interacting with a visualisation of the system as results become
available in order to decide what steering actions should be performed next.
Integrating visualisation and steering interactions within the one user interface has been a goal of computational steering from the outset (Van Liere
et al., 1997). This comes naturally in cases where the parameters being manipulated have an obvious representation within the visualisation. For example,
a virtual “magnifying glass” can allow a user to define a region of interest in
a fluid dynamics simulation (Kreylos et al., 2002). The magnifying glass can
then be used to derive steering commands to refine the grid size used in that
region of the simulation in order to provide more detail. Similarly, a user can
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Figure 2.8: Moldrive with a time control device (Koutek, 2003).
change the boundary conditions of a fluid dynamics simulation by interacting
with a visual representation of the physical situation (Wenisch et al., 2007),
as shown in fig 2.7. Steered molecular dynamics provides a further example in
which steering commands can be generated from interaction with individual
atoms in a virtual or augmented reality visualisation to determine the forces
that cause a molecule to change shape (Prins et al., 1999). In other cases, it
is necessary to add specialised interface elements to a visualisation to allow
a user to steer aspects of a simulation that don’t have a natural representation in the visualisation of the system, such as time, as illustrated in fig 2.8.
Integrating the computational steering and visualisation experiences with the
broader work flow of exploring different scenarios has been the subject of more
recent work (Matkovic et al., 2010; Waser et al., 2010; Ludäscher et al., 2006)
and can result in complex user interfaces (see fig 2.9).
Since the first descriptions of computational steering the concept has undergone considerable development. Much of this has been motivated by the
so-called “big data problem” whereby it is now easy to gather and create much
more data than we can analyse (Van Dam et al., 2000; Chen et al., 1996). On
the one hand, interactive visualisation and computational steering are seen as
an important part of the solution to this problem in that human sensory capabilities can be used to quickly identify phenomena of interest that should be
examined in more detail (Van Wijk, 2005). On the other hand, providing the
interactivity required to effectively explore such large amounts of data is technically challenging (Van Liere et al., 1997). As a result of the challenges of the
big data problem, computational steering systems have evolved into complex
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Figure 2.9: Visdom user interface. A user can steer a simulation through a
variety of scenarios and visualise the results as they go. The “world lines”
device bottom left allows the user to visualise and manage simulation scenarios
(Waser et al., 2010).

infrastructures in which interaction can be directed at the algorithmic details
of the simulation such as grid sizes and time intervals or the allocation of the
algorithm to computational resources as well as at the actual parameters of the
system under study (Guo, 2006; Vetter and Schwan, 1997; Vetter and Reed,
2000).
The latencies in responding to steering commands is a key factor in how
“steerable” a simulation is. The actual latency in responding to steering commands will be determined by the computational details of a particular simulation and the complexity of the underlying computational platform. Many
simulations can still take days to execute and there may be considerable delays
in producing intermediate results in response to steering commands. One approach to solving this problem is to pre-compute results in order to reduce the
real-time computations required for effective steering (Butnaru et al., 2011),
although this approach is limited to pre-computation of results not directly affected by steering commands and does not remove the need for steering actions.
Another approach is to take a less interactive, more “hands off” approach. For
example, a user may periodically check on the progress of a long running simulation and intervene if necessary. The obvious difficulty with this approach
is that something requiring a steering action may occur while the user is not
present. Another approach is to automate the steering task. Kalawsky (2009)
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Figure 2.10: Driving simulators capture the essential dynamics of a car and
the control relationship between the driver and the control variables of the
simulated car. A visual representation of the evolving state of the car, such as
the simulated view out of the “windscreen”, completes the driver’s sensorymotor loop allowing them to “drive’ the simulated system.

draws an analogy between automated computational steering and automatic
control in industry. Automated steering agents take over direct control of a
simulation, steering it according to goals and objectives set by the user. The
user’s role changes from direct participation in the control of the simulation
to a more supervisory role in which they establish steering goals and monitor
results.
In their early description of computational steering, Marshall et al. (1990)
used an analogy of a flight or driving simulator. In a driving simulator a
dynamic simulation of a car executes in real-time accepting steering, throttle,
and brake inputs from the driver. The computational model responds in real
time with an updated vehicle state that is reflected in a visualisation such as
the view out the front “windscreen” (see fig 2.10). This allows a driver to
“drive” the simulated car in much the same way they would a real car. They
went on to say that a real application of computational steering with graphic
feedback would not be as obvious as a car simulator, but that the underlying
concept of using a series of visual cues to steer a simulation to a desired result
would be essentially the same. However, the computational steering systems
that have emerged, driven in large part by the big data problem, are perhaps
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becoming more like a commercial aircraft in which operation of the system
by pilots is mediated by numerous automated systems that relieve pilots of
the need to constantly monitor and control the dynamics of a plane while still
arriving at the desired destination.
CIS, on the other hand emphasises direct, real time, and continuous interaction with the parameters of a system. The emphasis is on tightening the
feedback loop from user action through to visualisation so that latencies in reflecting the consequences of user actions are less than the frame rates needed to
provide a smooth animation of the evolving state of a system. The aim being
to allow interaction to occur through a continuous flow of movement action and
sensory response giving the user direct, visceral engagement with the system
allowing them to participate in the dynamics of the system rather than merely
observe them. This may place limits on the computational complexity of the
system being simulated and is somewhat at odds with the style of computational steering for large, long running simulations that has emerged in response
to the big data problem. Indeed, conventional approaches to computational
steering would not normally consider user intervention in computationally inexpensive simulations to be worthwhile (Chin et al., 2003). On the contrary,
this thesis focuses on a form of computational steering “in the small”, in which
direct and continuous steering of a system’s parameters allows a user to focus
on the details the system’s trajectory as it evolves and the control possibilities
for shaping that trajectory.
As is evident from the literature reviewed in this and the previous sections,
the concepts of interactive visualization and computational steering overlap.
The difference being primarily one of emphasis, with computational steering
emphasizing interaction with the data source of a visualization. While the
approach proposed in this thesis has been aligned most closely with computational steering, comparisons with interactive visualization techniques are
also possible. In these cases, the main distinction is in the mode of interaction. CIS is fundamentally based on continuous movement-based interaction
whereas more conventional techniques typically use this form of interaction as
a supplement to discrete modes of interaction.

2.4

Interactive problem solving

Another set of techniques related to the ideas presented in this thesis make use
of the human spatial reasoning and the ability to manipulate objects in space to
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solve a variety of problems. These typically provide users with a representation
of a system and a means to interact with the components of the system in order
to discover new arrangements of the system. The problem is usually defined
in terms of finding ways of manipulating the system subject to the physical
constraints of the system (Witkin et al., 1990). This approach has been used
in a number of applications including architectural design (Harada et al., 1995)
and molecular docking problems (Brooks et al., 1990). This latter application
included haptic feedback to allow a user to feel the forces that constrain the
configuration of a molecule. More recently, a similar approach has been used
to very good effect in exploring protein folding problems. Foldit (University
of Washington, 2015) presents protein folding problems as an online game
in which players, recruited from the general public, attempt to solve specific
protein folding problems (see fig 2.11). Using this technique players have been
able to find solutions to protein folding problems that were inaccessible to
conventional computational techniques (Eiben et al., 2012).
Other approaches use human interaction to guide the operation of an optimization algorithm. This approach can be used to good effect where an optimisation problem involves criteria that are difficult to capture a priori, but can
be evaluated by a human user. This approach has been used in vehicle routing
problems (Anderson et al., 2000) and graph layout problems (do Nascimento
and Eades, 2008) in which users provide an optimisation algorithm with hints
that help to refine the objective function, reduce the size of the problem space,
or escape from local minima. This approach has also been extended to cooperative interaction amongst a group of users with an optimisation algorithm
(Ferreira et al., 2006).
Manipulation of the system in these approaches is typically via conventional
user interface mechanisms, although movement-based interfaces are more common in molecular simulation applications that use continuous movement-based
interaction combined with haptic feedback (e.g., Brooks et al., 1990; Bolopion
et al., 2009; Comai and Mazza, 2009). These applications rely primarily on
human spatial reasoning as the solution mechanism and it is the final configuration of the system that represents the solution to the problem. In contrast,
not only is interaction in CIS fundamentally based on continuous movements,
but is the detailed character and form of movement actions that is of primary
concern, not just the outcome of those actions.
One application area that has made explicit use of continuous movementbased interaction with the parameters of a simulated dynamical system is the
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Figure 2.11: Foldit presents protein folding problems as games in which players try to rearrange protein molecules in specified ways (University of Washington, 2015).
manipulation and control of unstable rigid body systems (Laszlo et al., 2000).
The motivation for this work was to create more realistic animations of rigid
body systems by exploiting an animator’s intuitive motor learning and motion
planning skills. This idea has been applied to the animation of human and
animal figures (e.g., Kokkevis et al., 1996; Zhao and van de Panne, 2005).
CIS also differs from this previous work in that it aims to provide a problemsolving environment based on continuous movement-based interaction with
arbitrary dynamical systems that typically have no basis in the physical environment in which we live.

2.5

Human computation

A common theme running through the work cited in the previous section is the
integration of human and computer capabilities to solve problems that are more
difficult to solve using either one alone. One particular approach to weaving
human and computer capabilities into larger problem solving mechanisms is
provided by the recently established field of human computation. The term
“human computation” or “human computer” was originally used to refer to
people who carried out computations in support of scientific or engineering
work (Grier, 2007). The modern use of the term stems from the 2005 PhD
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dissertation by Luis von Ahn (von Ahn, 2005), in which human computation
was defined as “. . . a paradigm for utilizing human processing power to solve
problems that computers cannot yet solve.” While von Ahn is widely credited
with initiating this style of work, earlier work, such as the human guided
simple search (HuGSS) framework (Anderson et al., 2000) with clearly defined
roles for the computer and user in a combined problem solving mechanism,
anticipated what has now become a field in its own right.
As the field surrounding this core idea has developed, this definition has
evolved somewhat, but the general consensus characterises human computation as comprising (a) problems that fit the general notion of computation, that
are difficult to solve using computers, but can be readily solved by humans and
(b) a mechanism for coordinating human participation in the problem solving
process via some form of computational system (Quinn and Bederson, 2011;
Yuen et al., 2009). The net effect is to create a “computer” that includes
humans as computational elements. Applications to date have included visual
image recognition (von Ahn and Dabbish, 2004; Westphal et al., 2005), language abilities (Bernstein et al., 2010), spatial reasoning (Eiben et al., 2012),
and knowledge gathering and collation (Chklovski and Gil, 2005).
Within the field of human computation there are a variety of techniques
used to engage the services of human participants. A common approach is
to structure problems as games that people voluntarily play. This idea has
spawned the sub-field of “games with a purpose” (e.g., Rafelsberger and Scharl,
2009; Siorpaes and Hepp, 2008; von Ahn, 2006) that is developing theoretical
foundations of its own (Jain and Parkes, 2008; Pe-Than et al., 2013). In some
cases the problem to be solved is an explicit part of the game experience. In
other cases the computations may result from playing a game whose object
is not expressed explicitly in terms of the problem being solved, such as in
the ESP game in which anonymous pairs of players are both presented with
the same image and they attempt to guess how their partner describes what
they see in the image. When the players manage to agree on a description
that description becomes a label for the image that is then used for searching
databases of images (von Ahn and Dabbish, 2004). Another approach is to use
a commonly performed task as a means of performing some form of computation without users having to explicitly volunteer to participate at all. The use
of CAPTCHAs — images of distorted text used to distinguish human users
from computers when accessing many websites — as a means of performing
text digitisation is one such example (von Ahn et al., 2008). Yet another ap-
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proach is to pay people to perform specific units of work such as labeling an
image, translating a phrase, or performing a web search. Amazon’s Mechanical
Turk (Amazon.com Inc, 2015) is a platform that appears as a software service
that can be called from a conventional computer program. Behind the scenes,
Mechanical Turk dispatches individual tasks, such as labeling an image, to
paid human participants. When the results are available, they are returned to
the calling computer program.
The relevance of human computation to CIS is that the more general use of
human capabilities to solve computational problems is likely to involve issues
that will also apply to CIS. Furthermore, it appears that the innate human
capacity to learn and master new dynamics in the context of movement has,
so far, been neglected as problem solving mechanism in the field of human
computation. CIS is an opportunity to explore what appears to be a gap in
the approaches to human computation that have been developed to date.

2.6

Summary

Continuous Interactive Simulation (CIS), based as it is on utilising human motor learning and control capabilities as a means of studying dynamical systems,
has much in common with other techniques for understanding dynamical systems using human perceptual capabilities coupled with user action. In light of
the review of related work provided in this chapter, CIS might be characterised
as follows.
1. CIS can be considered a form of interactive visualisation for dynamical
systems that can make use of visualization techniques developed in prior
work. What distinguishes CIS from conventional visualisation techniques
is the nature and degree of interaction afforded to the user. This interaction is directed primarily at the data source for the visualisation, i.e.,
a simulation of the system under study, making CIS a form of computational steering.
2. CIS can be considered a form of computational steering in which the
focus of interaction is on direct and continuous manipulation of the parameters of an executing simulation of a dynamical system. What distinguishes CIS from conventional computational steering approaches is
that it favours a direct “hands on” approach to steering a simulation in
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order to shape the detail of a system’s trajectory and the development
of manual skill in the steering task.
3. CIS might also be considered a form of dynamic simulator in the sense of
a flight or driving simulator in which the user develops skill in the direct
manipulation of a simulated dynamical system. What distinguishes CIS
from conventional dynamic simulators is that it allows users to “fly”
or “drive” arbitrary dynamical systems that may have no basis in the
physical environment in which human movement normally occurs.
4. CIS might be considered a form of human computation in which the human skill employed is motor learning and the problems solved concern
the control of dynamical system models. This particular human capability does not appear to have been considered in prior work in the field of
human computation.
Having located CIS with respect to related areas of work in this chapter, the
following chapter sets out to explore the basic feasibility of the approach in a
series of pilot studies in which human users attempt to explore and understand
a dynamical system through physical interaction.

56

CHAPTER 2. RELATED WORK

Chapter 3
Pilot Studies
As described in the previous chapters, the primary goal of CIS is to create
physical situations that embody the dynamics of arbitrary dynamical systems
to allow users to explore the behaviour of a system through physical interaction. This chapter describes a series of pilot studies conducted to explore the
basic feasibility of using CIS to study a nonlinear dynamical system. Since the
literature review in the previous chapter suggested that CIS represents a novel
approach to exploring and understanding dynamical systems, the primary goal
of the pilot studies was to explore whether the approach would work at all. In
addition to establishing the basic feasibility of the approach, the pilot studies
provided insight into the nature of the approach and indicated a number of areas in which it can be further developed and refined. Several key areas are the
subject of work presented in subsequent chapters. The pilot studies included a
comparison with a non-interactive computational approach, but further comparisons with other forms of interactive and non-interactive study of dynamical
systems will be the subject of future work. The particular dynamical system
used in the pilot studies is a model of pest control in commercial agriculture
crops.
Section 3.1 describes a pilot implementation of the CIS mechanism previously described in section 1.3. This implementation was then used in an initial
phase of exploration of the dynamics of the system under study in section 3.2.
Section 3.3 presents a study into the refinement of a particular pest control
strategy with respect to a specific performance criterion. Section 3.4 follows
this with a study into the ability of a CIS user to refine a control strategy
with respect to multiple performance criteria. Finally, section 3.5 discusses
the implications of the results of the pilot studies for further development and
refinement of the approach.
57
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3.1

Pilot framework

In order to commence investigation into the basic feasibility of CIS as a means
of studying dynamical systems, a simple implementation of the core mechanism described in section 1.3 was constructed to allow users to interact with a
nonlinear model of interacting predator-prey populations.
The study of population dynamics is central to many fields including ecology and economics. However, the dynamics are complicated by nonlinear
interactions between populations. One of the first models to take interactions
between populations of interdependent species into account was the LotkaVolterra model of predator-prey systems originally developed in the 1920s
(Hedrick, 1993) and briefly introduced in section 1.1.1.
A common form of the Lotka-Volterra model is given by the following pair
of first order nonlinear differential equations.
Ḣ = αH − βHP − hH

(3.1)

Ṗ = δHP − γP − hP

(3.2)

Equations 3.1 and 3.2 describe the rate of growth of prey and predator
population densities, H and P , respectively. The parameter α is the natural
rate of prey population growth, β is the rate at which predator-prey interactions result in prey mortality, δ is the reproduction rate of predators per
prey eaten, γ is the intrinsic mortality rate of predators in the absence of prey.
The parameters hH and hP represent the rate at which the predator and prey
populations are harvested. Negative values of these parameters correspond to
populations being stocked with new individuals.
The inherent dynamics of the two-dimensional Lotka-Volterra system are
well understood (Takeuchi, 1996). Natural growth in the prey population
drives growth in the predator population until the predators overwhelm the
prey with a collapse in first the prey and then the predator populations. For
a given fixed set of parameters the system will exhibit its characteristic boom
and bust behavior illustrated in fig 1.1, with the amplitude of the population
swings determined by the initial conditions. The system has a single stable
equilibrium at which the interacting populations will remain balanced with no
fluctuations. The location of this stable equilibrium depends on the values of
the parameters in equations 3.1 and 3.2.
The behaviour of the system can be influenced by varying the values of the

3.1. PILOT FRAMEWORK

59

H, P

Display

Lotka Volterra
Simulation

Input Device

hH, hP

(a)

(b)

Figure 3.1: Pilot framework for physical interaction with the Lotka-Volterra
predator-prey model. (a) The pilot framework consisted of an input device
with two joysticks, a numerical simulation of the Lotka-Volterra system, and
a three-dimensional display. (b) A user’s view of the pilot framework. The
position of the horizontal axis of the right hand joystick, R1 , was used to
determine the value of the hH variable of the Lotka-Volterra system. Similarly,
the position of vertical axis of the left hand joystick, R2 , was used to determine
the value of hP . The display consisted of a scene in which the location of a
ball in space represented the current state of the system. The state variables,
H and P , were mapped to the x and y axes of the display respectively. The
input-update-display loop was executed at a rate of 60 updates per second. As
a result, the ball representing the current state of the system moved in the x
- y plane of the display as the state of the system evolved.

system’s parameters as the behaviour of the system unfolds. Of the parameters
in equations 3.1 and 3.2, the two parameters that represent the harvesting or
stocking of the two populations, hH and hP , provide a practical means of
intervening in the system to alter it’s behaviour. That is, hH and hP are
control variables for system.
Exploring the possibilities for manipulating systems such as this is an active
area of research. Approaches to identifying potential control strategies often
assume particular types of control strategy (Crespo and Sun, 2002; Guo and
Chen, 2009; Nie et al., 2009) in order to invoke certain forms of analysis.
CIS provides an opportunity to take a relatively assumption free approach to
exploring the general question of “what can be done” with a Lotka-Volterra
system through the harvesting or stocking of interacting populations.
The framework used to facilitate physical interaction with this system is
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illustrated in fig 3.1. At every update of a Runge-Kutta 4th order numerical simulation of the Lotka-Volterra system the position of the joysticks of
a radio control transmitter were used to determine the values of the control
variables, hH and hP . The updated state variables, H and P , were then used
to determine the position of a ball in the display. This input-update-display
loop was executed at a rate of 60 Hz to provide a smooth animation of the
evolving state of the system. The horizontal position, R1 , of the right hand
joystick was mapped to hH and the vertical position of the left hand joystick,
R2 , was mapped to hP . Similarly, H was mapped to the x coordinate and
P was mapped to the y coordinate of the ball respectively. A conventional
keyboard was used to start, stop, and reset the operation of the simulation
(the space bar was used for all commands).
Under this arrangement the ball moved in the x - y plane of the display
according to the intrinsic dynamics of the system and the influence of changes
in the control variables resulting from movement of the joysticks.1 In essence,
this scheme provides an animated phase space representation of the dynamics
of the system of the form described in section 2.1. This simple framework can
be used to explore the behaviour of systems of the form of equations 3.1 and
3.2 with suitable choices of parameters for the system and scaling of control
inputs and display outputs.
The pilot framework was written in the C# programming language using
the Microsoft Direct 3D and Direct Input application programming interfaces
(Microsoft, 2015a). The framework ran on a Dell Precision T3400 workstation
with a dual core 3.0 GHz CPU and 2.0 GB of memory running the Microsoft
Windows 7 operating system. Graphics were provided by an NVIDIA GeForce
GTX 275 graphics card with 1.6 GB of memory. The input device was a Multiplex Cockpit MM radio control transmitter connected to the workstation via
a Universal Serial Bus cable. The visual scene was displayed on rear projection
screen by a Christie Mirage HD3 DLP projector. These facilities were provided
by the 3D Visualisation Lab in the Centre for Research in Complex Systems
at Charles Sturt University.
The particular application of the Lotka-Volterra model used in the pilot
studies was a model of pest control in soybean crops (Rafikov and Balthazar,
2005). In this case, H represents the population density of soybean caterpillars
(Anticarsia gematalis) and P represents the population density of predatory
1

The display was originally constructed with a three dimensional scene to cater for three
dimensional Lotka-Volterra systems, but the system actually used in the pilot system was
two dimensional.
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bugs (Nabis spp, Geocoris, Arachnid, etc.). The control variable hH represents
the rate at which soybean caterpillars are killed through the application of
pesticide and the negative values of the variable hP represents the rate at
which predatory bugs are introduced to the crop.
According to the Rafikov and Balthazar (2005) model the parameters of
the system α, β, δ, and γ were set to 0.216, 0.0108, 0.0029, 0.173, respectively.
The time variable, t, was measured in days. The range of input provided by the
joysticks was scaled to 0 ≤ hH ≤ 15 and −15 ≤ hP ≤ 0. Similarly, the ranges
of the state variables, H and P , included in the display were 0 ≤ H ≤ 100 and
0 ≤ P ≤ 100, respectively. The step size of the simulation was set to a fixed
size of 0.1. With the simulation updating 60 times per second this resulted in 1
second of real time corresponding to 6 days of simulated time. Under this time
scale the ball representing the state of the system completed an orbit (boom
and bust cycle) in the display from the initial condition H = 30, P = 80 in
approximately 5 seconds.
With this framework in place users could begin to explore the dynamics of
this particular pest control system as described in the following sections.

3.2

Strategy discovery

The pilot studies commenced with an exploration of the dynamic behaviour
of the Lotka-Volterra pest control system and the ways in which it might be
manipulated.

3.2.1

Study goals

The primary goal of the initial study was to explore the basic feasibility of
CIS as a means of studying the behaviour of dynamical systems. The specific
question investigated was whether the type of interaction afforded by the CIS
approach would allow subjects, with no expertise in population dynamics or
the analysis of dynamical systems, to discover useful properties of the LotkaVolterra system. Would they be able to discover stability properties such as
cycles and equilibria? Would they be able to discover ways in which it can be
controlled?
An additional goal was to gauge the subjective reaction of subjects to the
experience of exploring a dynamical system in this way. These goals were intentionally loosely specified as this initial study was essentially an investigation
into whether the approach would work at all.

62

CHAPTER 3. PILOT STUDIES

Table 3.1: Presentation of the Lotka-Volterra strategy discovery problem
Time scale
State variables
Mapping
Scaling
Control variables
Mapping
Scaling
Task
Duration
Initial state

3.2.2

1 second of real time = 6t (t in days)
H ⇒ x, P ⇒ y
0 ≤ H ≤ 100, 0 ≤ P ≤ 100
hH ⇒ R1 , hP ⇒ R2
0 ≤ hH ≤ 15, −15 ≤ hP ≤ 0
30 minutes
Randomised 0 ≤ H ≤ 100, 0 ≤ P ≤ 100

Problem presentation

The presentation of this problem, described in the previous section, is summarised in table 3.1. This format will be used and further developed throughout the studies presented in this thesis.

3.2.3

Method

This study was the very first attempt to see if the approach proposed in the
thesis would be feasible. Given the risk that the approach may not work at
all or may require significant modification it was decided to keep the number
of subjects small, i.e. 5 subjects. As it was a pilot study, the results would be
considered preliminary and used to inform the design of the subsequent studies
that would use larger numbers of participants.
Five subjects, all male were recruited from computer science staff and students at Charles Sturt University, Bathurst. The ages of subjects ranged from
19 to 42. None of the subjects had any knowledge of the study of population
dynamics or the study of dynamical systems in general. The five subjects were
each independently invited to explore the dynamics of the system by experimenting with the ways in which the system behaved and responded to control
actions. The subjects were instructed in the operation of the simulation and
then spent 30 minutes in self-guided exploration in which they were simply
asked to “experiment with the ball to discover the ways in which you can
control it using the joysticks”. The subjects were free to stop and reset the
simulation at any time. The initial conditions for the system were randomised
each time the system was reset to help subjects explore a wider range of behaviours. At the end of the session, the subjects were asked to demonstrate
and describe what they had discovered. Subjects were also asked for their
impressions of their experience with the question “how would you describe the
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overall experience of exploring the behaviour of the ball?” The subjects were
not given any information about the domain origins of the system.

3.2.4

Results

At the end of their 30 minutes of exploration all five subjects were able to
demonstrate that they had discovered a range of interactions with the LotkaVolterra system. The simplest of these interactions was to do nothing and let
the ball orbit in the x - y plane of the display according to its intrinsic boom
and bust dynamics. Interaction with the system allowed subjects to change
the size of the periodic cycle, bring the system to rest with and without active
input from them, and generally steer the system along a variety of trajectories
other than the inherent periodic cycle.
Analysis of these interactions revealed that all subjects had discovered the
intrinsic periodic cycle of the system, a stable equilibrium for the system at
H = 60, P = 20, collapse of the system to another stable equilibrium at H = 0,
P = 0, and a P nullcline at H = 60.0, P < 20.0.2 Four of the five subjects
also found an H nullcline at H < 60.0, P = 20.0.
When describing what they had discovered subjects used words such as
“orbit”, “fall”, “nudge”, “hit”, “catch”, “hold”, “drop”, and “bounce” to describe the behaviour of the ball and their interactions with it. The set of
interactions discovered by subjects is listed in table 3.2 using the terminology adopted by Subject 1 together with a domain-level interpretation of each
interaction discovered. The trajectory of the system for a selection of these
interactions and an example of the control actions for one of them is shown in
fig 3.2. A summary of the interactions discovered by each subject is provided
in table 3.3.
When asked for their subjective impressions of their experience in exploring
the behaviour of the system four of the subjects provided positive responses,
variously describing the experience as “fun”, “a challenge”, “interesting”, and
“engrossing”. One subject, Subject 2 described the experience as “a little
frustrating” until they “started to get the hang of it”. The subject responses
are listed in table 3.4.

2

A nullcline is a curve along which either Ḣ or Ṗ = 0.
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Table 3.2: Interactions discovered by subjects and their domain-level interpretation.
Behaviour
Do nothing

Description
Left to its own devices the ball
travels in a continuous counterclockwise orbit

Domain-level interpretation
The familiar boom and bust
cycle characteristic of LotkaVolterra systems

Nudging the ball

Nudging the ball with either the
right or left hand changes the size
of the orbit

Small impulses of either pesticide
application or predator introduction will either increase or decrease the size of the boom-bust
cycle depending on where in the
cycle they are applied.

Stopping the ball

Using the right hand, the left
hand or both hands the system
can be brought to rest at the
point about which the system orbits

The system has a stable equilibrium at H = 60.0, P = 20.0. The
system can be stabilised at this
point under the action of predator introduction alone, prey harvesting alone, or a combination
of both

Losing the ball

Excessive use of the right hand
causes the ball to hit an invisible
barrier to the left from where it
sinks to the “ground”.

Excessive use of pesticide reduces the caterpillar population
to zero after which the predatory
bug population also collapses to
a stable equilibrium at H = 0,
P =0

Catching the ball in
the right hand

The ball can be held still anywhere along the vertical line extending below the stable equilibrium using only the right hand

The system can be stabilised
anywhere along the line segment
H = 60.0, P < 20.0 using a constant level of pesticide application. This corresponds to a P
nullcline of the system.

Catching the ball in
the left hand

The ball can be held still anywhere along the horizontal line
extending to the left of the stable
equilibrium using only the left
hand

The system can be stabilised
anywhere along the line segment
H < 60.0, P = 20.0 using a constant level of predator introduction. This corresponds to an H
nullcline of the system

Dropping the ball
from one hand to
the other

The ball is held in the left hand,
released, and allowed to “fall”
into the other hand

The system is allowed to transition from a regime of predator only stabilisation to pesticide
only stabilisation under the action of its intrinsic dynamics

Bouncing the ball
with the left hand

The ball can be bounced along
the horizontal line extending to
the left of the stable equilibrium

The system, under a regime of
predator only stablisation, can
be moved to lower levels of
prey population density using
small impulses of predator introduction followed by an adjusted stabilising level of predator introduction
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Figure 3.2: (a) Some of the behaviours subjects discovered while experimenting with the Lotka-Volterra system. 1. “Losing” the ball 2. “Stopping” the
ball with the left hand 3. “Stopping” the ball with the right hand 4. “Bouncing” the ball with the left hand 5. “Dropping” the ball from the left hand and
catching it in the right. The dashed lines show the uncontrolled trajectory of
the system for various initial conditions. These behaviours are described in
detail in table 3.2. (b) State variable histories for dropping the ball from the
left hand and catching it in the right (dashed line = H, solid line = P ). (c)
Control variable histories for dropping the ball from the left hand and catching
it in the right (dashed line = hH , solid line = hP ) .

3.2.5

Discussion

The results of this study demonstrate that important properties of this 2dimensional Lotka-Volterra system can be discovered by non-specialist subjects
through interaction with the system of the type afforded by the approach
proposed in this thesis. The properties discovered included the key stability
properties of the system — periodic cycle, equilibria, and nullclines (Takeuchi,
1996).
A key observation from this study is that subjects found these properties
through self-guided interaction with the system. Without the ability to interact
with the control variables of the system the subjects would have discovered the
periodic cycle and the fact that its size depends on the initial conditions. They
may have been able to infer the existence of the stable equilibrium at H = 60,
P = 20, but perhaps not its exact location. They would only have discovered
the stable equilibrium at H = 0, P = 0, if one of the randomised initial
conditions happened to be H = 0. They would not have been able to discover
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Table 3.3: Lotka-Volterra interactions discovered by each subject.

Subject Nothing Nudging Stopping Losing
1
2
3
4
5

x
x
x
x
x

x
x
x
x
x

x
x
x
x
x

x
x
x
x
x

Catching Catching Dropping Bouncing
(right) (left)
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x

Table 3.4: Subjective response to the experience of exploring the LotkaVolterra system.
Subject Subjective response
1
It was fun. It was a challenge at first, but got easier after a while. It was quite
satisfying to work out how to do some of these moves with the ball. I would
do this again if I could.
2
I found it a little frustrating until I started to get the hang of it. It was a bit
hard to work out what to do to control the ball.
3
The ball wasn’t too hard to control after a bit of experimenting. I guess it was
sort of fun.
4
I thought it was interesting. The ball reminded me of an orbiting planet. Is
that what it was? I got a bit engrossed in it.
5
It was actually quite enjoyable, a bit like a puzzle, but what was the point of
it?

the nullclines as these required hH , hP 6= 0, i.e., some control input.
The subjects did not explicitly look for or find these properties. The subjects discovered ways of manipulating the system from which these properties
were inferred. The “moves” discovered represent a sampling of the repertoire
of control strategies that are possible with this system. There are likely other
interactions with the system and more subtle properties that might be inferred
from them, such as control switching curves (Crespo and Sun, 2002), that may
have been discovered if the subjects had been given more time.
In the context of the specific example of controlling soybean caterpillars in
a soybean crop used in the case study, the discoveries made by the subjects
in the study suggest ways of managing the level of pest infestation using a
combinations of pesticide and the introduction of a predatory bug. Each of
these strategies are qualitatively different, producing quite different outcomes.
Some use relatively small interventions to nudge the intrinsic dynamics of the
system in a certain direction (e.g., larger or smaller periodic orbits). Other
strategies involve more aggressive interventions to force the system along trajectories it would not normally follow, such as “bouncing” the ball along the
H nullcline (trajectory 4 in fig 3.2). Some strategies involved continuously
changing control variables while others involve abrupt impulsive changes in
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the control variables. Subjects also discovered alternate ways of achieving the
same result, as in the case of steering the system to the stable equilibrium
at H = 60, P = 20 (trajectories 2 and 3 in fig 3.2). These alternatives use
different controls depending the starting point of the trajectory.
The language used by the subjects to describe their interactions with the
system indicated that they viewed their interactions as being in some way
physical. This may not be surprising given that the presentation of the system was entirely divorced from its domain origins in population dynamics.
Subjects’ only experience was of an oddly behaving ball, a (virtual) physical object. While the language used by subjects was suggestive of a physical
experience, this may only be of secondary importance. Subjects only used
this language because they were asked to describe what they had discovered.
What really mattered was their demonstration of what they had learned by
performing each of the “moves” they had discovered. A numerical record of
the system trajectory and control actions made during these demonstrations
was what enabled interpretation of the discoveries in terms of the properties
of the system and their domain level implications.
The subjective response of subjects to their experience of exploring the
dynamics of this system suggest that some of them enjoyed the experience.
This seemed to correlate with the success they had in discovering features
of the system. Subject 1, who discovered all of the “moves”, mentioned the
challenge of the problem and the satisfaction of working out how to control the
ball. Subject 2, who discovered the fewest of the “moves”, found the experience
frustrating, at least initially. It may not be surprising that some subjects found
the experience enjoyable as many puzzles and games used for recreation are
based on exploring and mastering novel dynamic situations. This suggests
that positioning this form of study as a puzzle for people to solve might be a
good strategy to recruit subjects to participate. Subject 5 queried the point of
the exercise. However, it is not clear what benefit subjects may have gained,
if any, in knowing more about the nature of the system they were exploring.
Knowing that they were doing something useful in exploring the behaviour of
the system may help motivate people to participate. These possibilities are
discussed further in chapter 7.
This study demonstrated that, for the Lotka-Volterra system at least, human users with no specialist knowledge are able to reveal a range of properties
of the system regarding its stability and control. The studies presented in the
next two sections focus on the optimality of the system by taking particu-
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lar control strategies and refining them with respect to specified performance
criteria.

3.3

Strategy refinement

The study described in the previous section focused on exploring the behaviour
of a dynamical system and the ways in which it could be manipulated. In the
process, subjects began to discover key features in the behaviour of the system
and how to manoeuvre the system between those features. Another key area
of study of dynamical systems concerns the refinement of control strategies to
achieve specific outcomes. These outcomes typically involve steering a system
to a desired state as well as additional criteria such as reaching the target state
as quickly, or smoothly, or with as little control input as possible. This type of
problem is generally known as an optimal control problem and can be difficult
to solve, as discussed in section 1.1.2. This section describes a follow-on to the
study presented in the previous section in which subjects were asked to refine
a particular control strategy for the Lotka-Volterra pest control system with
respect to the time it takes to steer the system to a specified state.
Managing the levels of pests in an economic crop is important in maximising crop yield. Rafikov and Balthazar (2005) studied various strategies
for controlling the level of soybean caterpillars in a soybean crop concentrating on the short term use of pesticide to bring caterpillar levels under control
and then maintaining them at an acceptable level through the long term use
of less environmentally damaging predatory bugs. The elements of this two
phase approach to controlling caterpillars were discovered by the subjects in
the previous study. Using the terminology of Subject 1 in that study, the first
phase corresponded to “nudging the ball with the right hand” to drive the system to lower levels of caterpillar population density through the application
of pesticide and then “catching the ball with the left hand” to stabilise the
system using a constant level of predator introduction. This control strategy is
illustrated in fig 3.3. This general strategy can be refined by tuning the details
of these control actions (e.g., magnitude and timing) in order to optimise the
control of the system with respect to criteria such as the speed at which the
system reaches the target state, the amount of control input required, and so
on.
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Figure 3.3: “Nudge and catch” strategy for controlling levels of soybean caterpillars in a soybean crop. The first phase consists of an application of pesticide to initially lower the levels of soybean caterpillars. This is followed by
stabilising the population at the reduced level with a constant introduction of
predatory bugs. To a subject, this strategy appears as “nudging” the ball to
the left with the right hand joystick. The ball is then “caught” and held in
place with the left hand joystick.

3.3.1

Study goals

The question explored in this study was whether the interaction afforded by the
CIS approach would allow users to refine the behaviour of a dynamical system
with respect to specific performance criteria. Specifically, could subjects refine
the control strategy described above in order to bring pest levels under control
as quickly as possible? An important follow on question is how close to optimal
were the solutions produced by subjects?

3.3.2

Problem presentation

The problem presentation used in this study was essentially the same as that
used in the previous study using this same system. The main difference was
that the initial conditions were set to H = 80, P = 30 and a target box was
placed at H = 20, P = 20 to represent the final state at which the system was
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Figure 3.4: The presentation of the Lotka-Volterra predator-prey model for
the strategy refinement study. The task for the subject was to “put the ball
in the box as quickly as possible and keep it there”. The box was located at
the target state H = 20, P = 20.
to be stabilised, as illustrated in fig 3.4. This final state was chosen as H = 20
is the level at which soybean caterpillars do not adversely impact a soybean
crop and the line segment H < 60, P = 20 is a nullcline along which the
system can be stabilised through the introduction of predators alone (Rafikov
and Balthazar, 2005). This last fact was also discovered by the subjects in
the discovery study. The extent of the target box was 17.5 ≤ H ≤ 22.5 and
17.5 ≤ P ≤ 22.5, the same size as the ball. The task lasted for 10 seconds
of real time (60 days of simulated time). The overall performance measure
used was time taken to initially reach the target box and then the error in
maintaining system within the target box. The presentation of this problem
is illustrated in fig 3.4 and summarised in table 3.5.

3.3.3

Method

The same five male subjects that participated in the population dynamics
discovery study described in the previous section returned one week later to
participate in this study. All five subjects had discovered the “nudge with the
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Table 3.5: Presentation of the Lotka-Volterra strategy refinement problem
Time scale
State variables
Mapping
Scaling
Control variables
Mapping
Scaling
Task
Duration
Initial state
Target state

1 second of real time = 6t (t in days)
H ⇒ x, P ⇒ y
0 ≤ H ≤ 100, 0 ≤ P ≤ 100
hH ⇒ R1 , hP ⇒ R2
0 ≤ hH ≤ 15, −15 ≤ hP ≤ 0
10 seconds
H = 80, P = 30
H = 20, P = 20

right hand” and “catch with the left hand” strategies in the previous discovery
phase of the study. They were each given 10 minutes to reacquaint themselves
with the dynamics of the system before being asked to begin the task, which
was conveyed to them with the instruction to “put the ball in the box as
quickly as possible and keep it there”. Each subject attempted as many trials
of the task as they could in a 30 minute period. Subjects were responsible
for initiating each trial, typically leaving a gap of several seconds between
each trial. Each trial was preceded by a 4 second audible countdown to the
commencement of the trial. As a result, the subjects typically performed 40–50
trials in the allotted 30 minute period. The performance measure was provided
onscreen to each subject at the end of each trial. Subjects were informed that
the score reflected the time it took them to get the ball into the box and they
should try to get as low a score as possible.

To aid analysis of the solutions produced by the subjects in the study, the
first phase of the control problem (initially entering the target box) was also
solved using DIDO, a pseudo-spectral optimal control algorithm implemented
in Matlab (Ross and Fahroo, 2002). The solution provided by DIDO represents
the best possible solution to the problem. The optimal solution to the second
phase of the problem (maintaining the caterpillar pest at an acceptable level)
is a simple constant introduction of predatory bugs at a rate of 2.32 bugs per
square metre per day applied once the system reaches the target state (Rafikov
and Balthazar, 2005). Analysis focused on the first phase of the problem as it
is in this phase that differences in the magnitude and timing of control actions
have the greatest impact on the form of solutions produced.
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Figure 3.5: Trajectories for the best solutions to the pest control strategy refinement problem produced by each subject. The overall best subject solution
was found by Subject 1 and is shown in green. The trajectory for optimal
solution is shown in red.

3.3.4

Results

At the completion of their trials, all five subjects had produced solutions that
satisfied the basic requirement to “put the ball in the box and keep it there”.
The trajectories of the system for the best scoring trial of each subject is
shown in fig 3.5. The control actions for each of these solutions together with
the controls for the optimal solution are shown in fig 3.6.
The first phase of the best scoring trial for each subject was compared with
the solution provided by the DIDO optimal control algorithm. An optimality
factor was calculated for each subject solution by dividing a subject’s best
score by the score obtained from DIDO. The performance of the subjects in
the trial is shown in table 3.6. Subjects 3 and 4 adopted a control strategy
that used only their left hand, i.e., only hP . The strategy used by each subject
is included in table 3.6.
The improvement in mean performance for each subject over the course of
their trials is shown in table 3.7 and illustrated in fig 3.7. This improvement
is calculated as the difference between the mean of their first five trials and
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Figure 3.6: Controls used by each subject in their best scoring trial. The
rate of pesticide application, hH , is shown as solid blue line. The rate of
introduction of predatory bugs, −hP , shown as dashed blue line. Optimal
controls are shown in red. Subjects 3 and 4 made use of only hP , i.e., their
left hand only.
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Table 3.6: Best scoring trials in the Lotka-Volterra strategy refinement problem
Subject
DIDO
1
2
3
4
5

Trials
n/a
45
47
37
42
40

Best trial
n/a
41
40
37
38
36

Best score
3.87
4.0
5.3
8.7
9.1
4.1

Optimality
1.0
1.03
1.37
2.25
2.35
1.06

Strategy
2 handed
2 handed
2 handed
1 handed
1 handed
2 handed

Table 3.7: Performance improvement in the Lotka-Volterra strategy refinement problem
Subject
1
2
3
4
5

Meanfirst 5
6.85
8.70
13.57
13.62
7.01

SDfirst 5
0.97
0.90
2.62
1.18
0.60

Meanlast 5
4.11
6.63
9.07
9.60
4.91

SDlast 5
0.08
1.26
0.38
0.48
0.67

Improvement
2.75
2.08
4.50
4.02
2.11

the mean of their last 5 trials. All differences were significant (p < 0.01, Welch
t-test).

3.3.5

Discussion

Three of the five subjects solved the problem as intended, although they varied
in how well they solved the problem, i.e., how fast the system reached the target
state. Subjects 3 and 4 used only their left hand to solve this problem. In
effect they solved a different problem — how to bring a soybean caterpillar
population under control using only the introduction of predatory bugs. This
is potentially a more environmentally friendly approach as it does not use
pesticide, although it takes longer to take effect as evident in the performance
measures for the solutions produced by Subjects 3 and 4. This unintended
result might be interesting, but it meant that the results produced by these
subjects could not be directly compared with the other subjects who solved
the intended problem.
The performance of Subjects 1, 2, and 5 varied considerably. Subject 1
produced the best solution, which was within a few percent of the optimal
solution. Subject 5 produced a solution within six percent of optimal, while
Subject 2’s solution was 37 percent slower than the optimal solution. The difference in these performance measures was reflected in how closely the control
actions used by the subjects matched the optimal control actions as shown in
fig 3.6. Even though the reported performance measure applied specifically
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Figure 3.7: Box and whisker plot showing the comparison of performance of
the first 5 trials with the last 5 trials for each subject.
to the first phase of the control problem, initially acquiring the target, the
difference in performance measure is also reflected in the how closely the subjects’ control actions matched the optimal actions in the second phase of the
problem as well, stabilising the system.
The magnitude of the controls used by Subjects 1 and 5 were the same
as the optimal control. i.e hH = 15, hP = 2.32. They differed in the timing
of those controls. The duration of the initial impulse of hH used by Subject
1 was slightly shorter than optimal and the onset of hP was slightly later
than optimal. The onset of hP was also more gradual than optimal. These
differences were greater in Subject 5’s solution. Subject 2 used a lower level of
hH resulting in a slower approach to the target state.
The more gradual onset of hP may have been a result of Fitts’ Law (Fitts,
1954) applying to the movement of the left hand joystick to the position required to stabilise the system. This did not apply to the onset of hH as the
four second countdown allowed subjects to pre-position the joystick prior to
the commencement of the task.
Another source of discrepancy between the solutions produced by subjects
and the optimal solution was the size of the target box. The trajectories
shown in fig 3.5 all converge on slightly different points that lie within the
target box while the optimal trajectory converges on the actual centre of the
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box at H = 20, P = 20. The minimum size of the ball and box will depend
on psychomotor limitations of human users (Fitts Law again), but it may be
possible to reduce these sorts of errors by changing the scale of the visual scene
so that the target box represents a smaller region of the system’s state.
A related issue concerns the speed at which the ball moved. Under the
optimal strategy, the ball reached the target state in 3.87 simulated days or
0.64 seconds of real time. This may have been too short given that the human sensory-motor loop typically takes something in the order of hundreds of
milliseconds to respond to perceptual stimuli with movement action (Neilson
et al., 1993). Slowing down the time scale of the simulation may have made it
easier for subjects to produce better results.
The best scoring trial for each subject was typically not their last trial
(table 3.6). This was true only for Subject 3. This raises the important
question of whether the solutions provided by the subjects were the result of
systematic refinement in their ability to perform the task or whether the best
solutions were just a matter of luck. The comparison of mean performance
at the start and end of their trials suggests that the subjects’ performance
had improved with practice (table 3.7, fig 3.7). While the performance of
each subject improved, there wasn’t a consistent improvement in variability
of performance. The sample standard deviation in performance decreased for
subjects 1, 3, and 4. It increased for subjects 2 and 5.
Performance improvement in physical tasks with practice leads to an additional potential source of discrepancy between the solutions produced by
subjects and the optimal solution. An optimal solution represents an absolute
performance ceiling. Performance improvement becomes increasingly insensitive to practice as a performance ceiling is approached making it hard to
actually achieve an optimal level of performance (Schmidt and Lee, 2011).
One further observation was that the subjects who produced the best solutions in this study were the two subjects that had the most success in manipulating the system in the discovery study in the previous section. The
small number of subjects (made smaller due to the fact that Subjects 3 and
4 solved a different problem) makes it difficult to draw firm conclusions, however it may be reasonable to expect that ability in strategy discovery problems
may correlate with ability to solve strategy refinement problems. In fact, in
some respects these types of problems may not be that different. Exploring
new ways of manipulating a system will inevitably rely on the refinement of
previously learned skills. The main difference is that refinement problems, as
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they are presented in this thesis, involve an explicit performance measure that
establishes the goal of the task a user is asked to perform.
Finally, interpreting Subject 1’s solution in domain level terms the best
strategy found was to initially apply pesticide for a period of 4 days at a rate
sufficient to kill 15 caterpillars per square metre per day to quickly reduce the
caterpillar population density after which it is stabilised at the desired level
of 20 caterpillars per square metre through the introduction of predatory bugs
alone at a constant rate of 2.32 bugs per square metre per day. As noted
above, this is within a few percent of a known optimal solution, but it was
found by a non-specialist subject using their innate ability to learn and master
new dynamic situations.

3.4

Multiple performance criteria

The user study presented in the previous section concerned refining a control
strategy with respect to the time taken to reach a target state. Minimum
time is just one of many possible criteria that might be used to measure the
performance of a control strategy. For example, in addition to the time required to achieve a goal, a control strategy might be assessed in terms of the
control effort required, the smoothness of the motion of the system, the error
in achieving the goal, and so on. The ability of CIS users to refine control
strategies with respect to a variety of performance measures is an important
area of exploration.
The general form of performance measure typically used in optimal control
applications has the following general form (Kirk, 2004)
Z

tf

J = h(x(tf ), tf ) +

g(x(t), u(t), t)dt

(3.3)

t0

and includes performance measures that are arbitrary functions of the final
and instantaneous state of a system. As with the scope of dynamical systems
that human users might be able to handle in the CIS approach, there is likely
to be a limit to the complexity of performance measure they can handle as
well. The third in the series of pilot studies aimed to explore the issues that
might arise when users are asked to refine control strategies with respect to
different types of performance measure.
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Study goals

Humans have a basic ability to adapt their behaviour to suit the circumstances
that prevail in a given situation. This extends to refining their behaviour,
perhaps over a long period time, with respect to specific behavioural goals.
Burchfiel et al. (1967) likened this capability to a “self adaptive controller”.
Strategy refinement in CIS amounts to users adjusting their interaction with
a system to achieve specific, measurable outcomes.
The simplest way to implement this basic idea is to just ask someone to
refine their behaviour with respect to a particular performance measure. A
simple verbal instruction to achieve a particular performance related goal can
be sufficient for an individual to tailor their movement behaviour to achieve
that goal (Solley, 1952). The goal of this study was to explore the ability
of a CIS user to refine the behaviour of a dynamical system with respect to
multiple performance measures on the basis of verbal instructions alone. The
study focused on the ability of an individual user to adapt their behaviour to
different performance measures at different times allowing them to act as a
more general problem solving resource.
The specific question explored in this study was whether a single subject
could refine the behaviour of the Lotka-Volterra system used in the previous
two studies with respect to the time required to reach a target state, the
control effort required, and a form of discounted control effort. The goal was
for a subject to attempt to refine the system with respect to these criteria
separately. This study did not attempt to refine the system with respect to
multiple performance measures simultaneously.
The minimum time and minimum control effort measures were chosen as
they required different control strategies and provided an opportunity to test
how well a human user could adjust their interaction with the same system to
achieve different goals. The third performance measure used was a variation
on the minimum control effort goal, except that control effort was discounted
so that control actions cost less if they could be deferred until a later time.
The optimal solution in this case was not to simply delay the control until as
late as possible to maximise the discount since delaying the control for too long
then requires additional control effort to achieve the target state. This type
of performance measure is common in applications involving the management
of population systems (e.g., Kaplan and Smith, 2001) and was chosen because
it is somewhat more abstract than the basic minimum control effort criteria,
something to be expected with more complex forms of performance measure.
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Table 3.8: Presentation of the Lotka-Volterra multiple performance criteria
problem
Time scale
State variables
Mapping
Scaling
Control variables
Mapping
Scaling
Task
Duration
Initial state
Target state
Performance measures
Min. time
Min. control effort
Min. disc. control effort

3.4.2

1 second of real time = 6t (t in days)
H ⇒ x, P ⇒ y
0 ≤ H ≤ 100, 0 ≤ P ≤ 100
hP ⇒ R2
−15 ≤ hP ≤ 0
Time to reach target state or 10 secs max
H = 80, P = 20
H = 20, P = 20
R tf
dt
R0tf
hP (t)dt
R0tf −0.03t
e
hP (t)dt
0

Problem presentation

This study used the same presentation as the previous strategy refinement
study with three differences. The first was that the initial condition was
changed to H = 80, P = 20. Secondly, control was limited to hP only, i.e., the
“one handed” control strategy adopted by Subjects 3 and 4 in the previous
study. These changes were made so that there was a longer, slower trajectory
over which to refine the behaviour of the system. The target box remained
in the same location, H = 20.0, P = 20.0. The final difference was that no
explicit feedback on performance was provided during the trials so that subjects would have to rely on only their direct experience of the task in guiding
their performance. The discount rate used in the minimum discounted control
effort measure was set to 3%. The presentation of the problem together with
the three performance criteria is summarized in table 3.8.

3.4.3

Method

The single subject used in this study was the subject that produced the best
performance in the strategy refinement problem reported in the previous section (Subject 1). This subject was chosen as they had already demonstrated
some ability to refine a control strategy with respect to the time taken to reach
the target state.
The subject was given 10 minutes to familiarise themselves with the behaviour of the system under the control of the just left hand joystick. The
subject was then asked to perform three blocks of trials — BT (minimum
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Table 3.9: Subject performance in multiple performance criteria problem
Trial block
Minimum time
Minimum control effort
Minimum discounted control effort

Best trial
10.1
13.23
11.32

DIDO
9.52
15.74
12.11

Optimality
1.06
0.84
0.93

time), BCE (minimum control effort), and BDCE (minimum discounted control
effort). In each block of trials, the subject was asked to perform 50 trials of
getting the ball into the box with respect to the relevant performance measure.
The last 10 of trials from each block were recorded for analysis. Each block
was separated by 10 minute break. The specific instructions to the subject for
each block of trials were:
1. BT — “Put the ball in the box as quickly as possible.”
2. BCE — “Put the ball in the box with as little use of the joystick as possible.”
3. BDCE — “Put the ball in the box with as little use of the joystick as
possible. Furthermore, if you wait one second before using the joystick
the cost of using it reduces to 81% of the cost of using it immediately.
Similarly, if you wait 2 seconds it costs 67% of the cost of using it immediately. If you wait 3 seconds it costs 56% of the cost of using it
immediately”.3
The analysis was performed by calculating all three performance measures
for each of the last 10 trials in each block. The means for each performance
measure were then compared pairwise between each block of trials using a onetailed t-test (α = 0.05) with Bonferroni correction for multiple comparisons.

3.4.4

Results

The subject successfully steered the ball into the box on all of the 30 recorded
trials. Fig 3.8 shows the performance of the subject across all three blocks of
trials with respect to each of the three performance measures. The subject’s
performance with respect to the minimum time measure was better in BT
(M = 10.35, SD = 0.37) compared to BCE (M = 17.69, SD = 0.66), p < 0.001
and BDCE (M = 23.59.0, SD = 2.59), p < 0.001. Similarly, the subject’s
3

These percentages were calculated using the discount rate of 3 percent at t = 6, 12, 18
since the time scale factor of the simulation was T = 6t.
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Figure 3.8: Subject performance in the multiple performance measure problem.
Each of the three blocks of trials — minimum time (BT ), minimum control
effort (BCE ), and minimum discounted control effort (BDCE ) — are shown left
to right. The subject’s performance with respect to each of the performance
measures in each of these trial blocks is shown top to bottom.

performance with respect to the minimum control effort measure was better in
BCE (M = 15.08, SD = 1.07) compared to BT (M = 18.71, SD = 1.51), p <
0.001 and BDCE (M = 21.79, SD = 2.54), p < 0.001. However, the subject’s
performance with respect to the minimum discounted control effort measure
was better in BCE (M = 10.94, SD = 0.67) compared BT (M = 18.188,
SD = 1.53), p < 0.001 and the BDCE (M = 13.14, SD = 0.86), p < 0.001.
The optimality of the subject’s best performance in each trial block with respect to the relevant performance measure was calculated in the same way as in
the previous study, i.e., the subject’s score divided by the optimal performance
measure provided by the DIDO optimal control package, and is summarised
in table 3.9. The trajectories and controls for the subject’s best performances
compared with the DIDO solutions are shown in fig 3.9.
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Figure 3.9: Trajectories and controls for the subject’s best trials in each trial
block. The optimal trajectories and controls are shown in red. The dashed lines
in the bottom plots show the trajectory and control for the best performing
trial from the minimum undiscounted control effort trial block, which also
happened to produce the best result for the discounted control effort measure.
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Discussion

These results are based on a small data set from a single subject, so they
necessarily need to be interpreted with caution. However, they do suggest
a number of potential issues regarding this approach to strategy refinement
that will help direct further work and more rigorous studies. In particular,
the results suggest issues in two key areas. The first concerns the general
optimality of the results and the second concerns the success of the subject in
refining their performance with respect to the relevant criteria.
The fact that the subject was able to successfully steer the ball into the
box on every one of the 30 recorded trials suggests that they had mastered
the basic skill of steering the system with just the left-hand joystick. Their
performance across the three trial blocks also suggests they were refining their
behaviour with respect to different performance measures. The optimality of
the best minimum time trial was within a few percent of the optimal solution
produced by DIDO, which was consistent with the results from the previous
strategy refinement study. However, the best trials from the minimum control
effort and minimum discounted control effort blocks were better than the optimal solutions produced by DIDO. The reason for this is apparent from the
trajectories shown in fig 3.9. In both cases, the final point of the trajectory
fell to the right of the final point of the optimal trajectory. This was an error
introduced by the size of the target box allowing some tolerance in the final
state of the system. The shorter trajectory required less control input, resulting in better performance on minimum control effort measures. It appeared
that the subject may have been taking advantage of the tolerance provided by
the size of the target box in the refinement of their performance. This effect
wasn’t apparent in the minimum time case. It wasn’t clear why this was so,
although the faster trajectory in the minimum time case (top plot in fig 3.8)
may have affected the ability of the subject to aim for the smaller target of the
near half of the target box. When the optimal solutions for the two minimum
control effort cases were recalculated in DIDO using the top right hand corner
of the target box as the target state, H = 22.5 and P = 22.5, the optimality
of the subject’s best efforts in the undiscounted and discounted control effort
cases were 1.02 and 1.12 respectively. That is, performance on the minimum
control effort measure was close to optimal, but performance on the minimum
discounted control effort measure was further from optimal.
The results also showed that the subject’s best performance on the minimum time measure occurred in BT . Furthermore, their best performance on
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the minimum control effort measure occurred in BCE . In other words, the
subject appeared to be able to refine their performance with respect to these
two performance measures when asked to. The situation with the minimum
discounted control effort measure was more complicated. The subject’s best
performance with respect to the minimum discounted control effort occurred
in BCE , rather than in BDCE . That is, they were more effective at minimising discounted control effort when they were trying to minimise undiscounted
control effort. In fact, the same trial produced the best result on both the
undiscounted and discounted control effort measures. The reason for this is
also apparent from fig 3.9. The optimal controls for the two control effort
measures differ principally in their timing. The optimal discounted control
effort control occurs approximately five (simulated) days after the control for
the undiscounted case, reflecting the action of the discount rate. However, the
subject’s control in the discounted case occurs approximately a further four
days later and with a larger magnitude. The subject’s control for the undiscounted case is closer to the optimal control for the discounted case, producing
a better result.
A possible explanation for the lateness of the subject’s control action in
the discounted control effort case might have been the way that the problem
was presented in terms of the complex instruction that included a discount
schedule for control actions. The subject may have found the information in
the instruction too complex to use to time the control correctly. In lieu of that,
they may simply have delayed the control as much as possible to maximise the
discount, but in the process required greater control effort to achieve the target
state.
A key difference between the performance measures was that the subject
had some direct awareness of their performance in the case of the minimum
time and minimum control effort measures. They could judge how long the
ball took to reach the target and they could judge how much they had moved
the joystick, at least approximately. This would have been much more difficult
in the minimum discounted control effort case. The subject may have reverted
to something they could judge more readily, i.e., performing the control as
late as possible. This raises a key question about how to present performance
measures, both in terms of how they are explained to users and how the users
assess their own attempts to improve their performance with respect to those
measures. The lack of explicit feedback on performance of the sort provided
in the previous strategy refinement study did not prevent the subject from
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refining their behaviour with respect to minimum time or minimum control
effort. Would the provision of a numeric score at the end of each trial have
assisted in the case of minimum discounted control effort?
These results point to the importance of how a strategy refinement problem
is presented to users in terms of the physical structure of the problem (such
as the size of target boxes), the use of feedback, and the way in which performance related goals are explained to users. Issues concerning the physical
structure of problems and the use of feedback are explored further in chapter
5. The issue of how best to explain more abstract performance measures to
a user is a challenging one and a key issue to be followed up in further work.
In order to allow other areas of the CIS approach to be developed in this
thesis, all of the following case studies involving strategy refinement problems
used a minimum time performance measure. The importance of developing
approaches for handling more abstract performance measures will be revisited
in chapter 7.

3.5

Summary

The key findings of this chapter were:
1. The pilot implementation of the CIS approach allowed non-specialist
subjects to discover a variety of ways of manipulating the Lotka-Volterra
system.
2. From an analysis of these interactions, the key stability properties of the
system were identified.
3. In domain-level terms, the interactions discovered by subjects represent
potential control strategies for managing the levels of pests in soybean
crops.
4. Subjective response to the discovery task was generally positive, although
the experience may become frustrating if it is too difficult.
5. Subjects were able to refine a particular strategy with respect to the time
required to complete the strategy, although the results varied between
subjects. The best solution discovered was close to optimal.
6. Additional guidance may be required to ensure that subjects solve the
intended problem if alternate control strategies are available.
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7. A single subject was able to refine a control strategy with respect to
both the time required and the control effort required, although errors
introduced by the size of the target box surrounding the target state
confounded the results.
8. The same subject found it difficult to refine the control strategy with
respect to the more abstract discounted control effort performance measure.

A more general observation is that the overall approach followed in these
studies of presenting the system to subjects using the pilot framework, having
subjects discover and refine the dynamic behaviour of the system, and then
interpreting their results in domain-level terms illustrates the general methodology described in section 1.3.3 and the separation of roles that it enables. For
more complex problems it may be useful to further exploit this separation of
roles by engaging a larger number of users to assist in the study of a system.
While these findings are encouraging, it should be acknowledged that the
system used in these studies is a relatively simple dynamical system. This
system was chosen as it is relatively easy to control, being linear in the control
variables, and because it was relatively easy to determine the optimal controls
against which subject solutions were compared. For CIS to be useful, it needs
to extend to dynamical systems with more complex dynamics and features
that make understanding and controlling them more difficult.
The results of the pilot studies presented in this chapter suggested two
key areas for further work in order to develop and refine the approach. The
first was the development of a more sophisticated and more general version
of the software framework that would allow the approach to be easily applied
to a wide range of dynamical systems. The second was the development of
guidelines for the application of the approach to particular systems to minimise
difficulties introduced by the way a problem is presented to a user.
The pilot framework used in these studies was initially written to support
systems of up to three state variables and four control variables, although there
were a number of limitations of this implementation that would make it difficult
to use for more complex systems. The rendering of the three dimensional scene
was rudimentary and it is unclear if it would allow effective visualisation of
a three dimensional trajectory. The input device was limited in precision
with only 255 bit resolution on joystick position. A further limitation was
that the solver used to simulate the system was hard-coded for the LotkaVolterra equations making it difficult to reuse for other dynamical systems.
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The elements of the visual scene (background, ball, and target box) were also
hard-coded into the system making it difficult to vary these details.
Ideally, a CIS framework would make it relatively straightforward to define
the dynamics of a system, the presentation of that system in a display environment, and the details of interaction with the system. The display environment
should make good use of human perceptual capabilities and the input device
should provide accurate input over a number of degrees-of-freedom. The framework should cater for different types of dynamical systems, such as continuous,
discrete and hybrid systems. It should support systems with more than two
state variables and control variables and it should support constraints on both
state and control variables, which are a common feature of many dynamical
systems. Finally, the framework should help to structure the participation
of human users by providing guidance and instruction to help ensure they
understand what is being asked of them. The next chapter describes the development of a more sophisticated CIS framework that attempts to address
the requirements outlined above. This framework was tested in a strategy
discovery problem concerning a nonlinear mechanical system.
The second key area to be developed stems from observations made on
the performance of subjects in the pilot studies presented in this chapter.
The ability of a human user to effectively engage with a dynamical system will
depend on matching the demands of the dynamical system with the capabilities
of the user. The presentation of a system should take the limitations of human
sensory-motor performance into account so that the dynamics of the system are
no more difficult to deal with than necessary. For example, the size of target
boxes and the speed of simulation should take the speed-accuracy tradeoff
inherent in human movement into account by not making targets too small or
the simulation too fast. With more complex systems there will also be more
decisions to make on how to map state variables onto the display environment
and control variables onto input device, such as which variables should be
assigned to which axes. In the Lotka-Volterra example used in this chapter
these decisions were made arbitrarily. The choices made did not stop the
subjects from discovering properties of the system or refining its behaviour,
but they may have had greater success had these decisions been made on a more
principled basis. Chapter 5 develops a set of guidelines for the application of
CIS that takes a range of human psychomotor factors and user interface design
principles into account. The impact of these guidelines is then explored using
a dynamical system model from economics.
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Chapter 4
CIS Framework
The CIS framework used in the pilot studies reported in the previous chapter
utilised a rudimentary visual scene and a simple, but limited input device.
Furthermore, the features of the visual scene and the dynamics of the LotkaVolterra system were hard coded into the implementation making it difficult
to apply the framework to other systems. Data management capabilities were
also limited. However, the results of the pilot studies provide justification for
the development of a more sophisticated and general framework that could be
used to further the exploration and development of the CIS approach.
This chapter describes the construction of a CIS framework that facilitated
the study of a range of more complicated dynamical systems. This framework
has the same basic user interface structure as the pilot framework, but can
accommodate up to six state and six control variables. The framework can
be extended with additional dynamics solvers to handle different types of dynamical systems. The implementation used in this thesis includes continuous,
continuous delayed, and discrete solvers. The framework supports a variety of
constraints on both state and control variables. It also makes it easy to tailor
the details of the visual scene and the input device to suit a particular system.
Section 4.1 describes the key requirements for a CIS framework. Section 4.2
describes the overall architecture that addresses these requirements. Section
4.3 reviews technology options for implementing the framework. Section 4.4
provides details on the software design of the components in the architecture.
Section 4.5 presents a case study in nonlinear mechanics that provided a test
of the framework and an opportunity to further explore the character of CIS.
Finally, section 4.6 reviews the key findings of this chapter and the issues
raised.
89
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4.1

Requirements

The overall goal was to implement the same basic user experience provided by
the pilot framework in which a moving object represented the evolving state
of a system under the influence of its intrinsic dynamics and control variable
inputs from the user. This user interface mechanism was used as it builds on
the well-established phase space representation of dynamical system behaviour
allowing it to represent any dynamical system, as discussed in section 2.1.
However, the pilot framework needed to be extended and enhanced in a variety
of ways so it could be applied to a wider range of systems and problems, was
easier to apply to any given system, and provided a richer user experience to
better engage the users sensory-motor system in the dynamics of a system.
The following sections describe requirements relating to the presentation of
a dynamical system, user task definition and management, and miscellaneous
requirements such as extensibility and portability. The requirements described
are driven by the experience gained with the framework used in the pilot studies and the anticipated needs of the other three case studies presented in this
thesis. There are many additional requirements that could be placed on a
CIS framework. The definition of additional requirements and the implementation of the corresponding features will be the subject of future research and
development.
1. Types of dynamical system — There are many different types of dynamical system models to which the CIS approach might be applied. The
framework should allow the use of different types of dynamical system
models. Ideally, this would be via an extensibility mechanism that allows
support for additional types of model to be added over time. For the case
studies presented in this thesis the framework needed to support continuous, continuous with delayed variables, and discrete dynamical system
models.
2. Dynamical system size — Dynamical systems models become more challenging as the number of state variables, x, and control variables, u,
increase. For example, chaotic behaviour only occurs in continuous nonlinear systems with three or more state variables (Alligood et al., 1997).
Ideally, the CIS framework should support as many state and control
variables as possible. In practice, this will be limited by the techniques
used to represent the evolving state of the system and to capture user
movement actions. Using an animated phase space representation it is
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relatively straightforward to represent systems with up to six state variables (using the position and orientation of an object in space). A variety
of input devices are available that provide up to six degrees-of-freedom.
An implementation that can support up to six state and control variables will accommodate a range of real world applications. Extension to
systems with more variables will be the subject of future work.
3. Target states — A common feature of problems concerning dynamical
systems is one or more target states, x∗i , to which the state of the system
is to be driven. The target box in the strategy refinement pilot study
was one such example. The framework should support multiple target
states to represent both final and intermediate states through which the
state of the system must pass.
4. State and control constraints — Many dynamical systems feature constraints on state variables, control variables, or both. A state constraint
represents a region of state space into which the state of the system must
not enter. It is up to the human user to ensure that this does not happen. A control constraint represents limitations on the controls that can
be used to manipulate the system. Control constraints can be imposed
on the human user preventing them from exceeding the allowable control
limits. The framework should support both state and control constraints.
Both state and control constraints can be simple “box constraints” of the
form xmin ≤ x ≤ xmax (Kirk, 2004) or more complex objects and surfaces
that define inadmissable states and controls.
5. Scaling — A given problem will involve phenomena that play out over a
particular region of a system’s state and at a particular rate. The framework should allow for scaling of state variables, control variables, and
the rate at which the simulation proceeds. Scaling in the pilot framework was hard coded into the framework. The scaling needs to be easily
adjustable to suit particular problems.
6. General usability — A general requirement is that the presentation of a
dynamical system should make good use of human perceptual capabilities. Refresh rates should be appropriate for the sensory modalities used.
Furthermore, perceptual and input elements should make it as easy as
possible for a user to perceive the state of the system and the control
inputs they are providing. This may include the use of appropriate depth
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cues in a three dimensional visual scene and perceptual references such
as a visual ground plane or reference positions on the input device.
7. Dimensions presented to a user — The framework should allow a system to be presented in terms of the actual number of state variables and
control variables needed. The pilot framework display provided a three
dimensional scene even though only two dimensions were required in the
pilot studies. Similarly, the radio control transmitter used provided four
axes of rotation, but only two were required. It was necessary to inform
subjects in the study which of the dimensions in the display and which
axes of the controller were relevant to the studies. Both the redundant
visual dimension and redundant axes on the input device may distract
users from the problem they are being asked to solve. Ideally, the framework should allow the presentation of the system using the actual number
of dimensions needed. For example, a system with two state variables
should use a two dimensional visual scene.
8. Declarative configuration — Applying the CIS framework to a particular
system involves the specification of the system’s dynamics as well as the
details of the presentation of the system. To help simplify this process,
the framework should allow an investigator to specify these details in
a simple declarative form, without the need to write any program code
or recompile the framework, as was the case with the pilot framework.
Furthermore, an investigator should be able to define numerous problems
and variations on problems and quickly switch between them.
9. User management — Initial exploration of the CIS approach and subsequent application involved numerous users that participated in the
problem solving process. The framework needed to provide a means of
managing individual users’ participation so that their contributions to
the problem solving process can be tracked. The pilot framework required the investigator to manually keep track of subject participation
in the pilot studies.

10. Data logging — The framework must be able to keep reliable persistent
records of user participation in the problem solving process. This needs
to include any performance measures associated with a problem and the
detailed history of all state and control variables. This data needs to
be easy to analyse and report. Data logging in the pilot framework
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was limited to a single run of the simulation corresponding to either the
most recent run or the run with the best performance measure. Data
collection the multiple performance measure pilot study, in particular,
was very cumbersome and time consuming.
11. Visual illustration — To help present the results of case studies, it is
useful to be able to illustrate the trajectory of a system over a short
period of time and to illustrate the location of features such as equilibria.
The framework should provide visual elements to help illustrate these
features.
12. Extensibility — The framework should be designed so that it can be
readily extended with new capabilities. This extensibility should apply to
the types of dynamical system models supported and to the details of the
presentation of a system to the user. This extensibility goes beyond what
is possible through the declarative form used to apply the framework to
a problem and may involve developing software extensions.
13. Portability — The remaining case studies presented in this thesis were
conducted in several locations. As a result, the framework needed to
be portable enough to easily transport between locations. This was not
possible with the pilot framework that used a rear projection screen and
specialised projector.
The requirements listed above represent the key requirements for the implementation of a CIS framework that facilitates the continued exploration of
the approach in this thesis. A framework that meets these requirements would
also be suitable for more general application of the approach beyond the case
studies presented in this thesis.

4.2

Architecture

The architecture of the CIS framework developed in this chapter features the
same input-update-display loop as the pilot framework. However, this basic
structure is augmented with several components to help realise a number of
key requirements not met by the pilot framework. The architecture of the
framework is illustrated in fig 4.1. All components execute in a single operating
system process.
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The overarching requirement for the framework to provide continuous, real
time interaction with a dynamical system requires a low latency path from
input to display updated frequently enough to provide a convincing sense of
motion in the display. Since the input-update-display loop effectively defines
the display frame rate, this loop needs to execute frequently enough to provide
the visual illusion of smooth motion. If the frame rate is too low the system
may appear to jump between states making it hard for a user to interact with
the system (Claypool et al., 2006). The frame rate that can be achieved is
a function of the complexity of the visual scene to be rendered and the computational resources available to generate successive frames in the animation.
The minimum frame rate required to provide an illusion of continuous motion
is 20 frames per second (Card et al., 1986), although tracking tasks can be
performed with frame rates as low as 15 fps (Chen and Thropp, 2007). While
acceptable performance may be possible with relatively low frame rates, performance does improve with higher frame rates. For example, Claypool et al.
(2006) found improved performance in a first person shooter computer game
with frame rates up to 60 fps. The design of a CIS display should aim for as
high a frame rate as possible and certainly not less than 15 fps. Running the
input-update-display loop in fig 4.1 at a rate of 60 Hz ensures that the motion
of a system will appear smooth to a user.
This discussion has focused on the visual aspects of the Display component
with frame rates geared to visual perception. Both the Display and Input
Device components may utilise other sensory modalities requiring different
frame rates. Auditory frequencies are in the range 20 Hz to 20 KHz (Rosen
and Howell, 2010), while haptic interaction requires a frame rate in the range of
500 Hz to 2 KHz in order to provide convincing touch sensations (Salisbury and
Srinivasan, 1997). The playing of sound and the rendering of haptic elements
would operate asynchronously with respect to the main input-update-display
loop of the architecture in fig 4.1.
The following describes the key responsibilities of each of the components
in the architecture:
1. Simulation engine — The Simulation Engine provides a numerical simulation of the dynamical system under study. It invokes the relevant
solver in order to calculate the evolution of the system’s state. At each
time step of the simulation, the Simulation Engine samples the control
variable values provided by the Input Device and calculates an updated
state based on the current state and the control variables. The updated
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Figure 4.1: Architecture of the CIS framework. The main data flow is indicated with solid arrows. Coordination and management data flows are indicated with dotted arrows. The input-update-display loop provided by the
Input Device, Simulation Engine, and Display components executes at 60Hz,
the frame rate of the animated display. The Task Manager coordinates the
operation of all components, including initialisation from a Task Definition
File. The Simulation Database provides a persistent store used to record and
manage all data from the Simulation Engine and Task Manager.
state is then passed to the display for presentation to the user.
2. Input device — The Input Device encapsulates the physical input device
and translates a user’s movement actions into corresponding changes in
the control variables, u. This includes mapping each movement degreeof-freedom on the physical device onto the appropriate control variable
and scaling the raw values provided by the physical device onto the
desired range for each control variable.
When supported by the physical device, the Input Device component also
provides control over the movement degrees-of-freedom available to the
user and allows control variable constraints to be represented physically
as constraints on the movements that can be made by a user.
3. Display — The Display encapsulates the physical display device(s) used
to render the visualisation of the evolving state variables, x(t), of the
system under study. This includes mapping each state variable onto the
appropriate dimension of the visualisation and scaling each state variable
onto a desired range for display.
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The Display also provides a representation of other problem-related artifacts such as target states and state constraints.
The Display should also provide control over the dimensions used to
portray the state of the system so that users are not presented with
redundant dimensions in the visualisation of the system.

4. Task Manager — The Task Manager coordinates the activity of the
other components in the architecture. It is responsible for instantiating
and initialising all other components from a Task Definition File. The
Task Manager also drives the input-update-display loop at the required
frequency.
The Task Manager presents a top level user interface that allows the
investigator to manage the participation of users in the study of a system,
including the management of all data collected. The Task Manager also
provides users with access to the framework in order to participate in
the study of a system.

5. Simulation Database — The Simulation Database provides a persistent
store for all data collected by the framework. This includes all data
produced by users, such as performance measures and a detailed history
for all state and control variables. The Simulation Database also records
details of individual users such as user names and passwords used to
access the framework.

6. Task Definition File — The Task Definition File provides a text format
for declaring all details of a task including dynamic equations, initial conditions, performance measures, constraints, input device configuration,
and display configuration.

Before providing a more detailed description of the design and implementation of this architecture, it is worth reviewing the types technology that could
be used for the Display and Input Device components. These components
provide the user with the physical realisation of a dynamical system and have
a large bearing on the quality and effectiveness of the experience provided to
users.
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Technology

As of 2014/2015, there is a large range of human computer interaction technology that might be used to implement a CIS framework (Ghubril and Prentice,
2014). This section provides an overview of the key characteristics of display
and input device technology relevant to implementing a CIS framework. Particular attention is paid to input devices as it is the nature and degree of
interaction in CIS that sets it apart from other approaches to visualizing dynamical systems. The following sections then provide details on how particular
display and input device technology was utilised in the CIS framework used
throughout the rest of this thesis.

4.3.1

Display technology

In considering the selection of technology for a CIS display it is helpful to focus on those issues that relate to providing users with a sensory experience of
sufficient fidelity to allow them to perceive and react to the changing state of
a system. Bowman and McMahan (2007) refer to the level of sensory fidelity
provided by a display as “immersion”. There are a number of factors that
determine the level of immersion provided by a display. These factors combine in various ways to create experiences that range from highly immersive
virtual reality environments, such as the CAVE (Cruz-Neira et al., 1993) or
Occulus Rift (Occulus VR, 2015), to less immersive environments such as desktop computers and smart phones. Some of the key factors in determining the
level of immersion provided by a display include frame rate, display size and
resolution, stereoscopy, field of view, user point of view, and lighting effects.
In general, greater levels of immersion are provided by higher frame rates on
larger, higher resolution displays that provide larger fields of view, with a user
controlled point of view and realistic lighting. Evidence suggests that higher
levels of immersion can enhance user performance as the complexity of the visual scene and the level of interaction increase (Bowman and McMahan, 2007).
This suggests that the sophistication required in a display will depend on the
demands of the dynamical system under study and the specific visualisation
technique being used. At the simpler end of the spectrum are systems whose
state can be conveyed using simpler visualisation techniques on small screens.
Systems with higher dimensional state spaces may require 3D rendering technology on larger screens to convey a more complex visual scene augmented
with auditory and haptic cues to help a user adequately perceive the state of
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(a)

(b)

Figure 4.2: Successful engagement with dynamical systems is possible across a
wide range of display devices. (a) Smart phone interface for a flight simulator
(Infinite Flight, 2015). (b) Immersive flight simulator with large displays and
realistic cockpit (L3 Link Simulation and Training, 2014).

the system as it evolves through time.
The possibility of using a wide range of display technologies in a CIS implementation is illustrated by the analogy with flight and driving simulators
described in section 2.3. Flight simulators that provide a sufficient level of
immersion to perform aerobatic manoeuvres are available on display devices
ranging from highly immersive large screen displays down to smart phone displays (see fig 4.3). This is not to say that performance may not be better,
perhaps considerably better, with a higher level of immersion, but the lower
level of immersion provided by a smart phone is still sufficient to perform a
complex task in the control of a dynamical system to an acceptable level of
performance. As with flight simulators, it may be possible to deploy useful
implementations of CIS on devices as small as smart phones for relatively simple systems or on immersive virtual reality environments for more complicated
systems.
In terms of implementing a CIS display, even complex visual scenes are
relatively easy to implement across a wide range of display devices using standard graphics development environments such as OpenGL (Khronos Group,
2015) and Microsoft DirectX (Microsoft, 2015a). These environments provide
sophisticated rendering pipelines for constructing complex 3D visual scenes
with details such as lighting, shadows, surface textures, and 3D sound effects.
The development of this technology has been driven, in large part, by the computer game industry in which real time rending of realistic visual scenes is a key
requirement. This technology has been making inroads into scientific visuali-
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sation for more than a decade (Rhyne, 2002) and provides a natural platform
for developing an implementation of CIS. The Display Device component of
the framework developed in this thesis used the Microsoft DirectX APIs to
render a stereoscopic visual scene augmented with lighting and shadows.

4.3.2

Input device technology

While the display provides the user with a perceptual representation of the
evolving state of a system, the input device allows a user to manipulate the
control variables of a system in order to influence the course of that evolution. As with display technology there is a wide range of input devices that
might be employed in a CIS implementation such as desktop mice, trackballs,
joysticks, touch screens, haptic pens, gesture tracking systems, and so on. As
of 2015, accelerometer based input has become available in many hand held
devices and motion tracking systems are now included in a range of consumer
products. This section outlines the key requirements for an input device and
then examines a number of input device characteristics and their implications
for CIS.
The requirements for a CIS input device can be summarised as follows:
1. Track one or more movement degrees-of-freedom in real time so that each
degree-of-freedom can be mapped to a separate control variable.
2. Track movement with sufficient accuracy to allow a user to perform unambiguous and repeatable control actions.
3. Ideally, allow movement to be constrained as a way of limiting movement
degrees-of-freedom and enforcing control constraints.
A number of schemes have been suggested for characterising computer input devices. Buxton (1983) constructed a taxonomy of devices based on the
properties sensed (position, motion, force), the number of input degrees-offreedom, and the structure of the physical device. This taxonomy focuses on
the continuous aspects of input (sensing motion and force) and neglects discrete transactions afforded by buttons and switches that may also be available
on an input device. The latter were included in an input device taxonomy
developed by Card et al. (1990). As CIS is concerned primarily with tracking
the motion of the human body, the following uses a characterisation based
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on Buxton’s taxonomy of continuous input devices based on their degrees-offreedom and associated constraints, physical mode, and mode of measurement
(Buxton, 1983).
Degrees-of-freedom and constraints
The most basic requirement for a CIS input device is that it tracks some
aspect of a user’s movement over one or more degrees-of-freedom. The degreesof-freedom required depend on the system under study, with one degree-offreedom required for each control variable. With this basic requirement, there
are a wide range of input devices that might be considered for use in CIS.
There are two broad physical forms of input device. The first are mechanical input devices that provide well defined degrees-of-freedom that can be
manipulated by a user. For example, a joystick provides a fixed number of
axes about which it can be rotated. A simple joystick provides one or two axes
of rotation allowing a user to provide input over two independent degrees-offreedom. More sophisticated joysticks support up to six degrees-of-freedom
over three translational and three rotational axes. Similarly, a desktop mouse,
being constrained to move in the plane of a desk, provides input over two
degrees-of-freedom. A second broad class of device are those that track unconstrained movement of the human body. Motion and gesture tracking devices
allow a user to move more freely, subject only to the constraints of the human
biomechanical system itself. Depending on the sophistication of the motion
tracking system, it may be able track a large number of degrees-of-freedom.
The Microsoft Kinect sensor (Microsoft, 2015b) provides application programming interfaces for skeleton tracking of up to 20 joints, each with one, two
or three degrees-of-freedom (Tamura et al., 2013). The Leap Motion device
(Leap Motion, 2014), illustrated in fig 4.3, is specialized for tracking a user’s
hands and can track more than 20 degrees-of-freedom per hand (Coleca et al.,
2013).
While a mechanical device may limit the number of degrees-of-freedom that
can be tracked it has several advantages over systems that track unconstrained
movement. The first is that a mechanical device makes it easier for a user to
know what movements are being tracked. A joystick makes it clear that it
is movement of the joystick handle about its axes that is relevant. Tracking
hand movements using a motion tracking system requires the user to be told
that it is their hands that matter and not their feet, for example. A further
advantage of a mechanical device is that it may allow additional constraints
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Figure 4.3: (a) Leap Motion gesture tracking device (Leap Motion, 2014).
(b) Six degree-of-freedom Sensable Phantom Omni haptic pen with force feed
back (Sensable Technologies, 2014b).
on movement to be imposed either to further reduce the degrees-of-freedom to
match the number of control variables in a particular system. Using a six axis
joystick for a system with two control variables leads to the same problem as
a motion tracking system where a user needs to be informed of which axes are
being tracked. If they don’t know this, they might waste effort manipulating
axes that have no effect on the system under study. This can be avoided with
an input device such as a haptic pen that allows movement to be physically
constrained to reduce input degrees-of-freedom (fig 4.3b). The removal of
extraneous degrees-of-freedom also simplifies the process of learning how to
control a system, a topic that will be dealt with in chapter 5.
A final advantage of a mechanical input device is that it may also provide
an output channel for the sensory display of the system’s state. For example,
vibration of a haptic pen could be used to indicate proximity of a system’s
state to a state constraint.
Some devices support a mixture of both constrained and unconstrained
movement. For example motion tracking devices such as the Nintendo Wii
(Nintendo Co., Ltd., 2015) allows a user to move their hand freely in three
dimensional space while tracking its motion along three axes. The Wii Remote makes it clearer to the user that it is the motion of their hand that
matters. More complex devices such as haptic exoskeletons may provide a way
of combining the tracking of a large number of movement degrees-of-freedom
combined with the ability to constrain movement over each of these. Such
devices have been anticipated for a many years (e.g. Mizen, 1965) and while
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they are principally intended to track and augment natural human movement
they could also be used to track and constrain movement as well (Roston and
Peurach, 1997; Schmidt et al., 2005).
Physical mode
There are a variety of physical properties that can be detected to provide input to a computer system. The most common properties detected are position,
changes in position, force, and acceleration (Buxton, 1983). Devices such as
joysticks, touch pads, and motion tracking systems detect displacement of a
sensor or body part. A computer mouse or trackball detects changes in position, or “motion” (Buxton, 1983). Some specialised forms of joystick detect
force. Accelerometers embedded in devices such as smart phones, tablets, and
game controllers detect acceleration. While all of these devices provide continuous input over one or more degrees-of-freedom some may be more suitable
for use in CIS than others.
A useful distinction between input devices that arises from the properties
detected is that of isotonic versus isometric devices. Isotonic devices connect
a user to the input device through movement while isometric devices connect
a user through force (Zhai, 1995). Position detecting devices are typically
isotonic in that they track movement without regard to the forces involved.
Isometric devices such as isometric joysticks respond to force and typically provide little or no movement at the interface between the user and the device.
The most common form of isometric joystick is the pointing device embedded in many laptop keyboards. Some devices are neither strictly isotonic nor
isometric. An accelerometer in a smart phone responds to acceleration of the
device produced by the force of the user’s hands holding the device causing it
to move.
The relevance of this distinction between isotonic and isometric devices to
CIS stems from the related issue of position versus rate control. Consider a
joystick being used to (directly) control an object on a screen. With position
control the output from the joystick controls the position of the object on
screen. In rate control the output from the joystick controls the velocity of the
object on the screen. Both position and rate control are common in computer
user interface environments. Position control is typically used to control the
position of a cursor on the screen. Velocity control is often used to control
scroll-bars where the position of the cursor on the scroll-bar controls the speed
with which a document scrolls.
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Zhai and Milgram (1993) found that completion of an on screen object
manipulation task was fastest when position control was used with an isotonic
device and rate control was used with an isometric device. This implies that
if an isometric device is used in CIS then the ability of a user to manipulate
a control variable might be better if rate control is used, i.e., the output from
the device controls the rate of change of the variable. However, this introduces
additional first-order dynamics to the dynamical system a user is trying to
control. While this may not be a problem when interacting with a conventional computer user interface it may have a bigger impact on a user trying to
learn how to control a nonlinear dynamical system. In a worst case scenario,
additional first order dynamics may mean the difference between a user being
able to control a system, or not. More generally, caution should be used with
any device that contributes significant dynamics to a user’s interaction with a
dynamical system. Zhai and Milgram (1993) also found that an isotonic device
with position control made the task easier to learn than the isometric device
with rate control. These considerations suggest that isotonic devices may be
the best choice for CIS input devices.
Mode of measurement
Another important characteristic of input devices is their mode of measurement
– absolute or relative. An absolute input device senses the value of input with
respect to some well defined datum. Relative input devices detect only changes
in input. Joysticks are absolute devices with a bounded range of movement
corresponding to a fixed range of input. Mice and trackballs are relative devices
with no fixed range of movement.
Absolute input devices typically also have “distinguished positions” (Lipscomb and Pique, 1993). A distinguished position is a particular value of input
to which the device can be reliably set. Distinguished positions may be indicated via visual markings on a device or felt through mechanical feedback
from the device. Mechanical feedback is preferable as it allows the user to
determine the value of input without having to look at the device. The limits
of input of a joystick are distinguished positions that are easily felt by a user.
Distinguished positions are important as they allow a user to reliably provide
a known value of input. A user can then provide a range of inputs relative to
those limits.
In addition to the limits of movement, another key distinguished position in
CIS applications is the zero-input position. In many cases a CIS user needs to
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let the intrinsic dynamics of a system evolve with no input from them. For this
they need to be able to reliably provide zero control input to the system. This
is easily achieved with isometric devices by applying no force to the device. A
zero input position is also readily achieved with many isotonic devices using a
centering spring mechanism that returns the device to the zero position.
Input device summary
In summary, input devices can be categorised in terms of their physical structure (mechanical or motion tracking), the number of degrees-of-freedom (fixed
or variable), support for constraints on the range of movement (none, fixed,
configurable), physical mode (isotonic or isometric), measurement mode (absolute or relative), and support for distinguished positions (none, limits of
movement, zero, configurable). Table 4.1 provides a summary of a range of
input devices in terms of these criteria. There are also many variations on
these devices including combinations that may increase the suitability of some
devices. For example, some desktop mice include a scroll wheel or touch pad
on the top surface that add additional degrees-of-freedom to the device.
CIS places importance on both the freedom to move along with appropriate constraints on that movement. The best device for an application depends
on the particular dynamical system under study. An absolute isotonic device
with two degrees-of-freedom, such as a simple joystick, might be suitable for a
system with two control variables and simple box constraints on those control
variables. A more complex device would be needed for more degrees-of-freedom
and more complex forms of constraints. A general purpose CIS implementation would need to use an input device that could cater for a wide variety of
dynamical systems. Based on the input device characteristics described above,
a general purpose CIS framework might be expected to favour a mechanical
isotonic input device with well defined degrees-of-freedom, absolute measurement, configurable distinguished positions, and configurable constraints on the
range of movement. The only device in the comparison in table 4.1 to offer all
of these capabilities is a haptic pen. However, there are other considerations
that might ultimately determine the type of input device used. While a haptic pen is a flexible input device capable of enabling and constraining input
in numerous ways, it is also an expensive and specialized piece of equipment.
Mass deployment of CIS as a problem solving mechanism may limit input to
touch and motion-based input provided by a typical smart phone.
The Input Device component of the framework developed in this thesis

3
> 20

Mechanical

Mechanical

Mechanical

Mechanical

Mechanical

Mechanical

Motion tracking

Motion tracking

Trackball

Touchpad/screen

3D mouse

Pointing stick

Joystick

Isometric joystick

Haptic pen

Handheld accelerometer
Skeleton tracking

6

2

2 to 6

2

3 to 6

2

2

Mechanical

Desktop Mouse

Degrees of
Freedom
2

Physical structure
Mechanical

Device

None

Configurable
None

Fixed

Fixed

Fixed

Fixed

Fixed

None

Constraints
None

Isotonic

Both

Isotonic

Isometric

Isotonic

Isometric

Isometric

Isotonic

Isotonic

Physical
mode
Isotonic

Relative or absolute

Relative

Absolute

Absolute

Absolute

Absolute

Absolute

Absolute

Relative

Measurement
Mode
Relative

Table 4.1: Input device characteristics

Varied

None

Configurable

Limits and
zero

Limits and
zero

Limits and
zero

Limits and
zero

Limits

None

Distinguished
positions
None

4.3. TECHNOLOGY
105

106

CHAPTER 4. CIS FRAMEWORK

Figure 4.4: The physical form of the CIS framework developed in this thesis.
The state of a dynamical system was visualised using a stereoscopically rendered scene in which the evolving state of the system was represented by an
object moving in space. Input was provided by a six degree-of-freedom haptic
pen.

used a Phantom Omni haptic pen from Sensable Technologies (Sensable Technologies, 2014b). The OpenHaptics API (Sensable Technologies, 2014a) was
used to limit degrees-of-freedom on the pen and implement control constraints.
Fig 4.4 shows the physical form of the CIS framework based on the display
and input technology choices described above.

4.3.3

Hardware platform

The hardware platform for the framework was a Dell Precision T3400 workstation with a dual core 3.0 GHz CPU and 2.0 GB of memory running the Microsoft Windows 7 operating system. Graphics were provided by an NVIDIA
GeForce GTX 275 with 1.6 GB of memory. Graphics were displayed on a 22”
LCD monitor with a resolution of 1920 x 1080 pixels. The monitor had a
refresh rate of 120 Hz allowing stereoscopic rendering at a frame rate of 60
Hz. Stereoscopic rendering was provided by the nVidia graphics card using
NVIDIA 3D shutter glasses.
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Figure 4.5: Unified Modeling Language (UML) class diagram showing the
decomposition of architectural components into object oriented classes. Refer
to the text for details.

4.4

Software design

This section provides details on the software design of the CIS framework
developed in this thesis based on the requirements, architecture and technology
choices described in the previous sections.
The framework uses an object oriented design in order to facilitate extensibility in the areas of dynamics solvers, input elements, and display elements.
This design was implemented using the Microsoft C# programming language.
The high level software design is illustrated in fig 4.5. The following sections
describe the key classes in this design.

4.4.1

SimulationEngine and Solver classes

The SimulationEngine class instantiates and manages a Solver class of the
required type. The implementation used in this thesis supports three types of
solver. A Runge-Kutta 4th order solver (Butcher, 1987) is used to simulate
systems of the general form
ẋ = f (x(t), u(t))

(4.1)
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A Runge-Kutta 4th order solver modified for delayed state variables (Wirkus,
2003) is used to simulate systems of the form
ẋ = f (x(t), x(t − τ ), u(t))

(4.2)

where τ is a time delay.
Finally, a solver is also provided for discrete systems of the form
∆x(t) = x(t + 1) − x(t) = f (x(t), t)

(4.3)

A key detail of the SimulationEngine class concerns the time scale of the
simulation. The role of the Simulation Engine component framework architecture is, simply stated, to simulate a system in real time. However, what is
meant by “real time” in the context of CIS is somewhat complicated. The main
issue is the relationship between real time as experienced by a user interacting
with a system and the notion of time in the dynamical system under study.
The units of t in the equations used to define a dynamical system are essentially arbitrary and may represent milliseconds, hours, days, years, or millenia
depending on the phenomena being modeled. However, because a human user
interacts with the simulation in real time, it is usually necessary to adjust the
rate at which the simulation proceeds to either speed it up or slow it down so
that a user can interact with it effectively. Conceptually, this can be achieved
by introducing a time scale factor, α, that relates units of real-time, T , to
units of simulated time, t, where t is assumed to be in seconds regardless of
the units of time in the underlying phenomena.
T = αt

(4.4)

The required value of α depends on the rate at which phenomena of interest
evolve in the system. For example, in the Lotka-Volterra system used in the
pilot studies the units of time were days and the phenomena of interest plays
out over a period of 60 days. With no time scaling, the phenomena of interest
would play out over a period of 60 real time seconds, which may be too slow
for users to effectively interact with. To compress this into a more suitable
time frame the timescale factor was set to α = 6 so that 1 second of real time
represented 6 days of simulated time and the phenomena of interest occurred
over a period of 10 real time seconds.
The implementation of this scheme was complicated by the need to update
the full simulation loop rapidly enough to provide a sense of physical engage-
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Figure 4.6: (a) The display system provides a visual display space with an
origin at the center and a left-handed coordinate system extending from -10 to
10 in all directions. The spatial coordinates of the scene represent the phase
space of the system with a state variable mapped to each coordinate. Objects
appear at locations representing particular system states. (b) Artifacts in a
visual scene representing aspects of the state of a dynamical system. The ball
represents the current state of the system. The yellow box represents a target
state for the system. The inclined plane and two vertical pillars represent
constraints on the state of the system. If the ball is to reach the target box it
must pass between the pillars and remain above the inclined plane. The floor
is provided for visual reference.
ment with a system. With the input-update-display loop executing at 60 Hz,
the time step size required was 6/60 = 0.1 simulated days per update. The
SimulationEngine class reconciles this requirement to provide updates at specified time steps with the internal time steps used by a solver to compute the
state of the system, which are typically driven by numerical accuracy concerns.
The design of the SimulationEngine class hides these details and allows the rate
at which the simulation proceeds to be controlled by the single parameter, α.

4.4.2

Display and DisplayElement classes

The Display class manages a 3D visual scene that can be populated with
a variety of DisplayElements representing the current state of a dynamical
system, target states, and state constraints. Each DisplayElement in the scene
is created as a 3D model consisting of a mesh of vertices that specify the
geometry of the object and one or more textures that provide the surface

110

CHAPTER 4. CIS FRAMEWORK

appearance of the object. The display coordinate system, xD , yD , zD , is left
handed with an origin at the center of the scene extending from -10.0 to 10.0
in all directions, as illustrated in fig 4.6a. The orientation of each object in
the scene is defined by rotations about the xD , yD , zD axes, each in the range
0 ≤ θ ≤ 2π.
The scene can also include background objects such as walls and a floor that
provide a visual reference for the location of other objects in the scene. The
location of DisplayElements in space is further reinforced through stereoscopic
3D rendering and the use of adjustable lighting with specular highlights and
shadows. An example visual scene is shown in fig 4.6b.
The following sections describe the various classes that comprise the Display.
StateObject class
The current state of a system is represented by the location and orientation of a
distinguished object in the visual scene provided by the StateObject class. For
systems of up to three state variables a simple coloured ball is sufficient. The
state of systems with up to six state variables can be represented by an object
with a shape that allows it to convey its orientation in space. In this case
three additional state variables can be mapped on to the angular displacement
of the object about xD , yD , and zD centered on the location of the object as
illustrated in fig 4.7a.
TargetBox class
A target state is represented by a box whose location is centered on the target
state. To help a user determine that they have accurately achieved the target
state, the size of the box is set to be the same size as the object representing
the instantaneous state of the system. When the current state coincides with
the target state it will be wholly contained within the box. Target boxes are
translucent so that penetration of the target box by the current state can be
used to accurately position the current state. The effect is a variation on
the “silk cursor” proposed to improve the accuracy of selecting objects in 3D
scenes (Zhai et al., 1994). Fig 4.7b illustrates the positioning of the current
state within a target box. Translucency also helps prevent complete occlusion
of the current state as it passes behind a target box. More complex target
boxes can also be used when a target state involves more than three state
variables. In that case the target box may be a more complex shape that

4.4. SOFTWARE DESIGN

(a)

111

(b)

Figure 4.7: (a) Objects representing the instantaneous state of a dynamical system. The location of a simple ball in space can represent the state
of systems of up to three state variables. The rotation of a more complex
object about the xD , yD , and zD axes can represent an additional three state
variables. (b) Positioning a ball representing the state of a dynamical system within a box representing a target state. A translucent box assists with
accurate positioning of the ball in the box.
indicates the required orientation of the current state object. Target boxes for
target states with more than three state variables were not included in this
initial implementation.
Target boxes also change colour when the current state enters the box to
help reinforce that the system is in the immediate vicinity of the target state.
A target box can be configured to end the simulation once entered by the
current state, either immediately or after the system has remained inside the
target box for a specified amount of time. This is useful when the acquisition
of the target state signals the end of a task.

Constraint classes
State constraints are represented by objects and surfaces in the visual scene.
Constraint objects behave in a similar fashion to target boxes in that they can
change colour when entered by the current state. The primary difference is
that the goal for the user is to avoid constraint objects rather than enter them.
ConstraintBoxes can be distinguished from target boxes by colour.
Another form of constraint supported in this implementation is a ConstraintPlane. A ConstraintPlane is specified by a location in space and a
normal vector that defines which side of the plane is permissable. Like Con-

112

CHAPTER 4. CIS FRAMEWORK

(a)

(b)

Figure 4.8: (a) If the object representing the current state of a system penetrates a plane representing a state constraint, the plane changes colour to
indicate the constraint violation. (b) Users can drop markers at any point
in the trajectory of a system and reveal a freeze frame reconstruction of the
system’s trajectory to serve as reference points when exploring the behaviour
of a system.

straintBoxes, ConstraintPlanes can change color when penetrated. Fig 4.8a
illustrates the use of a ConstraintPlane.
A constraint object can be configured to end the simulation once entered
by the current state. This is useful when violation of a constraint can not be
tolerated and helps to reinforce the significance of the violation to the user. In
other cases constraint violation may be considered less serious and it may be
more useful to allow the user to continue with the task despite the violation,
especially when learning to control a system.

StateMarker and Trajectory classes
StateMarkers and Trajectories, illustrated in fig 4.8b, allow a user to mark the
location of various features of a system such as equilibria and to reveal a freeze
frame reconstruction of the system’s trajectory. Both are activated using the
buttons on the haptic pen. The StateMarkers were used in the case study
later in this chapter. Trajectories were used to provide illustrations of system
behaviour in this thesis, but were not directly used in any of the case studies.
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Score class
A final element available for constructing the visual scene used to represent a
system to a user is a numeric score that displays the value of the performance
measure used in a strategy refinement problem. This score can be located
anywhere in scene and can display either a running score during a trial or a
final score at the end of a trial.
Light and Camera classes
The visual scene can be lit using one or more lights. The Light class is configured in terms of its location and direction. In the case studies in this thesis
the scene was lit using a single light source shining down on the scene from a
location above and to the right of the scene. Shadows for selected objects in
the scene can be disabled to reduce visual clutter if necessary.
The display uses a fixed camera position representing the user’s point of
view. The Camera class is configured in terms of its location and direction.
OutputMap class
The OutputMap class is used to bind state variables provided by the simulation
engine to the axes of the display. This mapping defines which state variable
is associated with each axis in the display. The mapping also defines the
scaling to be applied to the state variable. For example, in the Lotka-Volterra
example used in the pilot studies the state variable H was scaled so that the
range 0 ≤ H ≤ 100 was mapped to the xD axis of the display.

4.4.3

InputDevice and InputElement classes

The InputDevice class manages the Phantom Omni haptic pen and maintains
a collection of InputElements that constrain a user’s movement actions with
the pen.
The Phantom Omni haptic pen provides six rotational axes of movement,
R1-R6, as shown in fig 4.9. The device converts the primary axes of rotation,
R1-R3, into a translational position within a physical workspace approximately
10cm x 10cm x 10cm in size. A right-handed xI , yI , zI , coordinate system was
centered in this workspace and extended from -50.0 to 50.0 in all directions.
The remaining axes of rotation, R4-R6 determine the orientation of the pen
about it’s Haptic Interface Point (HIP) where the pen is connected to the
arm of the device. Servo motors on the primary axes of rotation are used to
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Figure 4.9: Sensable Technologies Phantom Omni haptic pen with six axes
of rotation, R1 - R6. The three primary axes of rotation, R1 - R3, are converted by the device to a translational position of the Haptic Interface Point
(HIP) in a right-handed co-ordinate system centered in the device’s 10cm x
10cm x 10cm range of movement. The remaining axes of rotation define the
orientation of the pen about the HIP. Force feedback is provided about the
primary axes of rotation in order to constrain the position of the HIP in xI ,
yI , zI space. The two buttons on the pen are used for auxiliary functions.

constrain movement within this workspace. This particular device does not
provide force feedback about axes R4-R6. The pen also has two buttons operated by the user’s index finger. These buttons were used to drop StateMarkers
and toggle a Trajectory reconstruction of the state of the system over a short
period of time.
The OpenHaptics Software Development Kit (SDK) (Sensable Technologies, 2014a) allows 3D haptic scenes to be rendered in the space contained
within the translational range of movement of the pen. This SDK uses a
model similar to 3D graphics environments in which objects, each modeled as
a mesh of vertices, are rendered at specific locations in the scene. The effect
for the user is that they can feel these objects as they move the pen through
its range of movement. The SDK also provides dynamic effects such as virtual
springs and friction.
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Figure 4.10: (a) Objects rendered in the haptic workspace of the Phantom
Omni haptic pen constrain the range of movement of the pen. (b) Parallel
planes rendered in the haptic workspace can be used to constrain movement
of the device to the x - y plane. A virtual spring can be used to self center
the position of the device. An additional set of planes can be used to further
constrain movement to a single axis.
HapticPlane class
The rendering of objects in the haptic workspace can be used to provide control
constraints and to reduce the degrees-of-freedom of the device. Fig 4.10a illustrates the use of a HapticPlane to represent a control constraint. More complex
constraints can be represented by a more complex haptic scene including free
standing objects representing non-convex control constraints. Closely spaced
parallel HapticPlanes can also be used to constrain the movement of the pen
to a plane or even a single line for cases where not all degrees-of-freedom are
required, as shown in fig 4.10b.1

VirtualSpring class
The Phantom Omni haptic pen supports virtual springs that can be used to
make the pen self centering to create a distinguished zero position, as illustrated in fig 4.10b. The VirtualSpring class implements a virtual spring at the
required location in the pen’s haptic workspace.
1

Technically, it is the movement of the Haptic Interface Point that is constrained, rather
than the actual tip of the pen, but this distinction is not readily apparent to users of the
device.
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(a)
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Figure 4.11: (a) Main screen of the CIS framework. (b) Task specific screen
that provides task instructions, leader board, and access to the simulation
environment.

InputMap class
As with the Display class, the InputDevice class uses an InputMap class to
map axes of the haptic pen onto control variables. The input map defines the
correspondence between axes of the haptic pen and particular control variables
as well as the scaling to apply to the mapping.

4.4.4

TaskManager class

The overall operation of the framework is managed by the TaskManager class.
The main responsibility of the TaskManager is the run time management of
the other components in the system. The TaskManager instantiates and initialises all framework components from the task definition file that defines all
aspects of a task. The TaskManager also provides the main user interface for
the framework and provides a keyboard interface for starting and stopping a
simulation.
The TaskManager also manages the logging of data for a task. Data is
logged for all variables in the simulation engine at every update of the engine.
Data logging can produce large amounts of data and may be disabled if data
does not need to be collected (e.g., for initial exploration of a system).
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UserInterface class

The UserInterface class provides users with the entry point to the framework.
The main screen, shown in fig 4.11a allows users to log in to the system and
select the task they want to practice. The main screen lists the available tasks
and the current best performances for each task. Users are taken to a task
specific screen when they select a particular task, as shown in fig 4.11b. This
screen provides any necessary instructions for the task together with a leader
board for the task that shows the best performances. Pressing the Play button
on this screen takes the user to the visualisation of the system where they can
start the simulation and practice the specified task. A task may stop at the end
of a predefined time limit or it may terminate when a target state is reached
or a constraint violated. The task can also be stopped by a user should they
wish to abort an attempt at the task. Once a task has stopped, it can be reset
and restarted without leaving the visualisation of the system.
The display of performance information on these screens in the form of
scores for individual users was only used in the case study described in chapter
6.

4.4.6

TaskDefinition class

Each of the classes described above involve a large amount of configuration.
The Display class requires a definition of the DisplayElements that represent
the state of the system, including their geometry and location, the details
of lights and the camera, and the mapping of state variables onto each axis.
The InputDevice class requires a definition of any haptic objects required and
the mapping of control variables onto each axis. The SimulationEngine class
requires a definition of the system’s state equations, initial conditions, constraints, and performance measures. Finally, the task level details such as
simulation duration and data logging need to be specified.
To make this manageable, the TaskManager uses a single Extensible Markup
Language (World Wide Web Consortium, 2015) definition file encapsulated by
the TaskDefinition class to specify all details for a task. This definition file
includes sections for all components in the system. For example, the state
equations and initial conditions for the SimulationEngine are defined using
the configuration shown in listing 4.1.
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Listing 4.1: Definition of state equations and initial conditions

< SimulationEngine Solver = " RK4 " TimeScaleFactor = " 0.125 " >
< Declaration Variables = " H P " Parameters = " alpha beta
delta gamma hH hP " / >
< StateEquations >
< StateEquation Variable = " H " >
alpha * H - beta * H * P - hH
</ StateEquation >
< StateEquation Variable = " P " >
delta * H * P - gamma * P - hP
</ StateEquation >
</ StateEquations >
< InitialConditions >
< Initialise Variable = " H " >80.0 </ Initialise >
< Initialise Variable = " P " >30.0 </ Initialise >
< Initialise Parameter = " alpha " >0.216 </ Initialise >
< Initialise Parameter = " beta " >0.0108 </ Initialise >
< Initialise Parameter = " delta " >0.0029 </ Initialise >
< Initialise Parameter = " gamma " >0.173 </ Initialise >
</ InitialConditions >
</ SimulationEngine >

The full task definition file for the each of the problems in the case studies
is provided in the appendix. To simplify the presentation of the case studies
in the following chapters the key details of each problem are provided in a
simplified table format. This format is an extension of the format used in the
pilot studies in chapter 3. For example, the key details for presenting a target
state acquisition problem for the following dynamical system
ẋ = f (x(t), u(t))

(4.5)

where x = [x1 , x2 , x3 ] and u = [u1 , u2 ] with a constraint on x1 are shown
in table 4.2. The first section specifies the time scale of the simulation, α.
The state variable section specifies the mapping of state variables x onto the
axes of the display, xD , yD , and zD , the scaling of the state variables onto
the -10.0 to 10.0 range of axes of the display, and any constraints on the
state variables. Similarly, the control variables section specifies the mapping
of control variables and their scaling onto the -50.0 to 50.0 range of the input
device axes, xI , yI , and zI , and any control constraints that apply. The task
section specifies the duration of the task, initial conditions, the termination
criteria for the task, and the performance measure. The corresponding display
for this task would appear something like that shown in fig 4.12.
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Table 4.2: Tabular format for summarising the presentation of a dynamical
system
Time scale
State variables
Mapping
Scaling
Constraints
Control variables
Mapping
Scaling
Constraints
Task
Duration
Initial conditions
Termination criteria
Performance measure

1 second of real time = αt
x1 ⇒ xD , x2 ⇒ yD , x3 ⇒ zD
x1min ≤ x1 ≤ x1max , x2min ≤ x2 ≤
x2max , x3min ≤ x3 ≤ x3max
x1 > x1constraint
u1 ⇒ xI , u2 ⇒ yI
u1min ≤ u1 ≤ u1max , u2min ≤ u2 ≤ u2max

n seconds
x = [x1init , x2init , x3init ]
x = [x1f inal , x2f inal , x3f inal ]
min
J
=
h(x(tf ), tf )
R tf
g(x(t), u(t), t)dt
t0

+

120

CHAPTER 4. CIS FRAMEWORK

x2max	
  
(x1init, x2init, x2init)
x2	
  
x3	
  
x1	
  

x3min	
  
x1min	
  

x3max	
  

(x1final, x2final, x2final)
x2min	
  

x1constraint - x1min	
  
	
  
x1max	
  

Figure 4.12: Display for an example dynamical system. The state variables
x1 , x2 , and x3 are mapped to the xD , yD , and zD axes of the visualisation
respectively. The axes are scaled so that the visual scene displays the region x1min ≤ x1 ≤ x1max , x2min ≤ x2 ≤ x2max , x3min ≤ x3 ≤ x3max . The
ball representing the current state of the system starts at the initial condition x = [x1init , x2init , x3init ]. A target box is place at the target state
x = [x1f inal , x2f inal , x3f inal ]. A vertical plane represents the state constraint
x1 > x1constraint .
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Nonlinear mechanics

This section describes a case study that served as a test of the operation of
the framework described in the previous section and provided an opportunity
to further explore the character of CIS and the issues to be addressed in the
development of the approach.
The inverted pendulum, or cart-pole system, is a well-known benchmark
problem for nonlinear control systems (Boubaker, 2013) and has been used to
test a wide variety of control schemes (e.g., Bhushan et al., 2014; Hanafy and
Metwally, 2014; Li and Shieh, 2000). This system comprises a cart that moves
only in the horizontal direction. Attached to the cart by a pivot is a pole that
is free to rotate (see fig 4.13a). There is friction in the pivot and in the wheels
of the cart. The dynamics of this system can be expressed in terms of three
state variables – the angular displacement of the pole, the angular velocity of
the pole, and the linear velocity of the cart. There is one control variable, the
force applied to the cart to move it either left or right. The system has both
unstable (pole balanced upright) and stable (pole hanging down) equilibria
(see figs 4.13b and 4.13c). These equilibria exist for any constant horizontal
velocity of the cart. The equations for this system are as follows (Florian,
2007):
Nc = (mc + mp )g − mp l(θ̈sinθ + θ̇2 cosθ)

(
gsinθ + cosθ
θ̈ =

2

(4.6)

)

−F − mp lθ̇ [sinθ + µc sgn(Nc cosθ))]
+ µc gsgn(Nc ẋ)
mc + mp
)
(
mp cosθ
4
−
[cosθ − µc sgn(Nc ẋ)]
l
3 mc + mp

−

µp θ̇
mp

(4.7)
ẍ =

F + mp l(θ̇2 sinθ − θ̈cosθ) − µcNc sgn(Nc ẋ)
mc + mp

(4.8)

where θ is the angular displacement of the pole, θ̇ is the angular velocity of
the pole, and ẋ is the linear velocity of the cart. The parameters mc and mp
are the mass of the cart and the pole respectively, l is the length of the pole,
F is the force applied to the cart, µc and µp the coefficients of friction for the
cart and the pole, and g is acceleration due to gravity. Nc is the vertical force
on the cart from the pole.
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Figure 4.13: The cart-pole system. (a) The state of the system consists of the
linear velocity of the cart, the angular velocity of the pole, and the angular
displacement of the pole. The system is controlled by applying a force to the
cart. (b) The system has an unstable equilibrium with the pole balanced in
the vertical position. (c) There is a stable equilibrium with the pole hanging
down.
This system was chosen for this case study as it represented a nontrivial nonlinear dynamical system that was, however, known to be within the
capabilities of humans to understand and control. This system was more challenging than the Lotka-Volterra system used in the pilot studies in chapter 3
as it had an additional state variable, featured second order dynamics, and was
nonlinear in the control variable. A more general form of this system would be
familiar to anyone who has learned to balance a stick on their hand. Despite
the familiarity of the situation, the abstract representation of the cart-pole
system in the CIS framework robbed it of its physical arrangement from which
its behaviour could be deduced. Instead, subjects were confronted with a ball
that gave no clues as to how it might behave. Any difficulties encountered by
subjects in exploring the dynamics of the system would point to deficiencies in
the CIS presentation of the system rather than outright limitations of human
capabilities.

4.5.1

Study goals

This case study was a more complex example of the strategy discovery study
described in section 3.2. The task for subjects was to find both the stable and
unstable equilibria in the cart-pole system.
The study had three main goals. The first was to demonstrate the use
of the CIS framework described in the previous sections through application
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to the cart-pole system. The second aim was to observe the way subjects
approached their discovery task. Given the unfamiliar presentation of this nonlinear system, what strategies would subjects use in exploring the behaviour
of the system? The final goal was to try and identify usability issues with the
interface itself and highlight key areas that would guide further development
of the general approach.

4.5.2

Problem presentation

The mapping of state and control variables was arbitrary. The state variables θ,
θ̇, and ẋ were mapped onto the xD , yD , and zD axes of the display respectively
(the order in which they are introduced in Florian, 2007.). The current state of
the system was represented by a yellow ball. The force, F , applied to the cart
was mapped to the xI axis of the Phantom Omni haptic pen. The movement
of the pen was constrained so it could move only in the ±xI direction and a
virtual spring self-centered the pen at xI = 0.0. The system was simulated
using the framework’s 4th order Runge-Kutta solver. The parameters of the
system were set to mp = 1.0, mc = 1.0, l = 1.0, g = 9.8, µp = 0.05, and
µc = 0.25. The system was simulated in real time, i.e, T = t.
The scaling of state variables was chosen so that a range of equilibria would
fall within the field of view of the subject. This included six evenly spaced
lines of stable equilibria at (±π, 0, z), (±3π, 0, z), and (±5π, 0, z), and five
equally spaced lines of unstable equilibria at (0, 0, z), (±2π, 0, z), and (±4π,
0, z). These equilibria are separated by rotations of the pole about its pivot
and appear to a subject as locations in space where the ball can be brought to
rest.
The initial condition was set to (θ, θ̇, ẋ) = (π, 0, 0), i.e. the system was
initially at rest at a stable equilibrium. The presentation is summarised in
table 4.3 and illustrated in fig 4.14.

4.5.3

Method

This study was a usability study with the aim of assessing the ease with which
subjects were able to explore the properties of the cart-pole dynamical system.
A standard usability test method was adopted using 10 subjects, as is typical
for such studies (Hwang and Salvendy, 2010). The 10 subjects, 7 male and
3 female, were recruited from staff and students at Charles Sturt University.
Subjects were in the age range 23-39. All subjects had normal stereoscopic vi-
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Table 4.3: Presentation of the cart-pole strategy discovery problem
Time scale
State variables
Mapping
Scaling
Control variables
Mapping
Scaling
Task
Duration
Initial conditions

1 second of real time = 1t
θ ⇒ xD , θ̇ ⇒ yD , ẋ ⇒ zD
−6π ≤ θ ≤ 6π, −4π ≤ θ̇ ≤ 4π, −12 ≤ x ≤ 12
F ⇒ xI
−10 ≤ F ≤ 10
2 x 60 minute sessions
θ = π, θ̇ = 0, ẋ = 0

sion. All were right handed. None of the subjects had any experience with the
analysis of dynamical systems. Each subject was invited to spend 60 minutes
exploring the behaviour of the system. If the subjects had not discovered all
of the equilibria in the 60 minute session they were invited back the following
day for a further 60 minute session. The longer session time and the option of
a second session were provided as it was anticipated that it might take longer
for subjects to discover the equilibria in this more challenging system than in
the earlier Lotka-Volterra system. At the beginning of the first session subjects were familiarised with the operation of the CIS framework and given the
task of exploring the behaviour of the system looking for stable and unstable
equilibria. This was explained to the subjects as:
1. Try and work out how the ball moves and to what extent you can control
it with the pen
2. Try and find places where the ball comes to rest either of its own accord
(stable equilibria) or with you holding it in place (unstable equilibria)
Subjects were asked to record the location of equilibria by pressing a button
on the haptic pen that left a marker at the current location of ball. The time
taken by each subject to first find each type of equilibrium was recorded.
Subjects were given the following suggestions on what they might do to
help them get started:
1. Do nothing
2. Try small and large movements of the pen
3. Try slow and fast movements of the pen
4. Try these things at different points in the path of the ball
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Figure 4.14: The presentation of the cart-pole system in the CIS framework.
(a) The angular displacement of the pole, θ, the angular velocity of the pole, θ̇,
and the linear velocity of the cart, ẋ were mapped to the xD , yD , and zD axes
of the display respectively. The current state of the system was represented by
the location of a yellow ball. Stable equilibria exist along the white dotted lines.
The lines are located at θ = ±π, ±3π, ±5π. Unstable equilibria exist midway
between the stable equilibria. The trajectory shows the intrinsic behaviour
of the system from the initial condition (θ, θ̇, ẋ) = (3π/2, 0, 10), i.e., the pole
swinging down from a horizontal position while the cart slows to a stop from
10ms−1 . Axes and equilibria are only shown here for illustration. (b) The
force applied to the cart was mapped to the xI translation axis of the haptic
pen.
This guidance was repeated at the beginning of the second session and at
other times if subjects expressed frustration with their interaction with the
system. The sessions were conducted in the presence of the researcher who
observed subjects and took notes. Subjects were encouraged to comment on
their experience during the sessions. Sessions were video recorded.
At the conclusion of the final session, subjects were asked the following
questions:
1. What was your overall impression of the experience?
2. What particular difficulties, if any, did you have in performing the task
given to you?
3. The motion of the ball represents the behaviour of a real world physical
object. Do you have any idea what that object might be?
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Table 4.4: Time to find equilibria in the cart-pole strategy discovery problem
(in total elapsed minutes)
Subject
1
2
3
4
5
6
7
8
9
10
Average

4.5.4

Zero velocity
2
4
3
6
4
1
1
2
3
2
3.6

Stable
Constant velocity
11
1
7
18
21
6
17
8
24
1
10.2

Unstable
Zero velocity Constant velocity
65
70
84
79

81
75
82
89
68
76.1

87

85.5

Results

All subjects were able to discover the equally spaced, zero cart velocity stable
equilibria at (±π, 0, 0), (±3π, 0, 0), and (±5π, 0, 0). All subjects also
discovered the constant cart velocity stable equilibria extending from these
equilibria. Eight of the ten subjects were also able to identify the existence
of equally spaced, zero cart velocity unstable equilibria that lie between the
stable equilibria at (0, 0, 0), (±2π, 0, 0), and (±4π, 0, 0). The subjects
that correctly identified the existence of unstable equilibria were only able to
identify their locations approximately as none of the subjects were able to
stabilise the system at an unstable equilibrium. Two subjects also correctly
identified the constant cart velocity unstable equilibria extending from the zero
cart velocity unstable equilibria.
The time taken for subjects to discover the various types of equilibria varied
considerably. All subjects identified both types of stable equilibria in the first
60 minute session. All subjects were invited back for the second session and
the eight subjects who identified the unstable equilibria did so in this second
session. Table 4.4 lists the total elapsed time taken for each subject to first
find a zero cart velocity stable equilibrium other than the initial condition, the
time to first discover constant velocity equilibria extending from a zero velocity
stable equilibrium, the time taken to first identify an unstable equilibrium in
the region of zero cart velocity, and the time taken to first identify constant
velocity unstable equilibria.
Five of the subjects reported a positive reaction to the experience describing it as “fun”, “challenging”, and “absorbing”. Three subjects expressed a
somewhat neutral reaction using terms such “I didn’t mind it”, “it was OK”.
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Two subjects reported strong negative reactions with “I didn’t like it much”
and “I found it frustrating”.
Difficulties reported included not knowing what to do at the start of the
first session, the ball reacting unpredictably to movements of the pen, and the
ball being too small or moving too fast to stabilise it at an unstable equilibrium.
The subjective responses to the experience and particular difficulties found by
each subject are provided in table 4.5.
At the end of the study all subjects were asked to speculate on the nature
of the physical system represented by the behaviour of the ball. No subjects
were able to provide any suggestions as to what the actual physical system
might have been.

4.5.5

Discussion

These results show that the abstract representation of the cart-pole system
provided by the CIS framework allowed the majority of subjects to correctly
identify the existence of both stable and unstable equilibria.2 However, while
subjects discovered the stable equilibria fairly quickly, it took considerably
longer for them to discover the unstable equilibria. Only two subjects were
able to discover the constant cart velocity unstable equilibria and it took these
subjects nearly 90 minutes to do so.
Despite the difficulties faced by the subjects and the variation in results
there was some consistency in the pattern of engagement with the system.
Analysis of the results and observations from the sessions indicated that subjects appeared to progress through similar phases of discovery corresponding to
initial interaction with the system, discovery of stable equilibria, and discovery
of unstable equilibria. Progression through these stages was characterised by
an improvement in each subject’s ability to control the ball. Fig 4.15a illustrates the typical behaviour of the system when a subject first interacted with
it. Fig 4.15b illustrates the behaviour of the system as a subject explored the
region around an unstable equilibrium. Initially, subjects had little ability to
control the ball, but with time they were able to steer the ball with varying
degrees of reliability into the region of a stable or unstable equilibrium. The
following sections detail observations made during the sessions in each of these
phases of discovery. To help illustrate these phases, fig 4.16 shows typical
subject behaviour at various times in the exploration of the system.
2

A video demonstration of the types of behaviours observed in this case study is available
at https://youtu.be/AVWwQDgXFL4.
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Table 4.5: Subjective impressions of subjects in the cart-pole strategy discovery problem
Subject Subject impression
1
Hard at first. It just seemed random.
It took a while to work out what was
going on. I didn’t mind it. It was a
bit like one of the mindless computer
games you spend too long playing.
2
This was a lot of fun. You get in the
swing of it and it’s fun to learn how to
play with the ball. A sort of 3D yo-yo.

3

It was OK, but it took a bit long. I
didn’t get any better after a while.

4

I’m not very good at these sort of things
so it was a bit hard. Coming back again
didn’t help. I didn’t like it much.
I found it frustrating. The ball just
seems to have a mind of its own. It
drove me nuts.
I liked it.

5

6

7

8
9

10

It was hard. To be honest I thought
it was a bit tedious until I started to
figure it out. Then I wanted to know
what more I could with this? In the
end I owned that ball!
Challenging. But I think I got pretty
good at it.
Really, really hard. I sort of got the
hang of it. I could move the ball to
where I wanted, but don’t ask me how.
I got a bit mesmerised by it. It was
quite absorbing.

Difficulties reported
I had no idea what to do to start
with. The ball just seemed to go
crazy at first. The ball does not
move in the same direction as the
pen which is confusing.
There were places where I could
get the ball to stop for a moment,
but I couldn’t keep it there. I
couldn’t really see what the ball
was doing there very well.
It seemed strange that the ball
could move all over the place, but
the pen only moved left or right.
It was a bit tiring. 2 hours was
too long.
Everything. It was too hard for
me.
The button on the pen was a bit
fiddly. Need more practice to
get the ball to stay still in some
places.
I got stuck to start with so it took
a while. I couldn’t quite get the
ball to stop still in some places.
It was going a bit fast to react to
it.
No real problems. Just need to
work on it.
I lost the ball out to the sides a
lot and couldn’t get it back. I
had to keep resetting it.
Nothing really. It was supposed
to be hard wasn’t it?
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(b)

Figure 4.15: Exploration of the cart-pole system. (a) A subject’s first encounter with the system. The reconstructed trajectory shows the response of
the system to a large, fast movement of the pen. (b) A subjects progress toward identifying stable and unstable equilibria. The subject marked six equally
spaced zero cart velocity stable equilibria in the ±xD -direction. The subject
also marked the constant cart velocity equilibria extending from the two left
most zero velocity equilibria in the ±zD -direction. The subject was exploring
an unstable equilibrium between two stable equilibrium. The reconstructed
trajectory of the ball slows to a near stop at in the region of the unstable
equilibrium.
Initial interaction
A subject’s initial attempt at interacting with the system was universally met
with surprise. All subjects commented on two features of the system’s behaviour. Firstly, the ball moved in three dimensions while the pen only moved
in one dimension. Secondly, the ball behaved very erratically in response to
movements of the pen, often bouncing rapidly out of view if the subject made
a large, rapid movement of the pen.
After this initial surprise subjects set about making exploratory movements
of the pen to try and work out the relationship between movement of the pen
and movement of the ball. In most cases subjects made continuous and often
large movements of the pen rather than letting the intrinsic dynamics of the
system play out without their intervention. As a result, early interaction was
characterised by large excursions of the ball through space, as illustrated in fig
4.16b. Subjects 1, 3, 7, and 9 then adopted a strategy of perturbing the ball
then letting the intrinsic dynamics settle the ball into a stable equilibrium,
which was often different to the initial condition (i.e., applying a large enough
force quickly enough to the cart to rotate the pole through one or more full
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Figure 4.16: Plots of angular displacement versus angular velocity illustrating
a subject’s increasing familiarity with the cart-pole system. Crosses indicated
stable equilibria. Circles indicate unstable equilibria. (a) Intrinsic behaviour
of the system with no user input in which the system settles into a stable
equilibrium (b) Initial interaction characterised by large excursions of the system in response to large movements of the pen (c) Deliberately perturbing the
system toward another stable equilibrium (d) Circulating around two adjacent
stable equilibria in order to approach the intervening unstable equilibrium.
rotations). This approach allowed subjects to discover a number of the stable
equilibria, although the particular equilibria discovered was largely a matter
of chance. Subjects 4 and 5 persisted with large and continuous movements of
the pen for longer, which delayed their discovery of the stable equilibria.
Subjects 2 and 10 adopted a different initial strategy making small slow
movements of the pen, which caused the ball to move in the ±z direction
of the display (i.e., gently pushing the cart to the left or right). Both of
these subjects immediately discovered the constant velocity stable equilibria
extending from the stable initial condition by simply holding the pen still at
a fixed displacement from the zero position (i.e. applying a constant force to
the cart). These subjects took longer to discover the other stable equilibria
as they seemed to persist with slow small movements of the pen, while larger

4.5. NONLINEAR MECHANICS

131

faster movements were required to drive the system to another equilibrium.
Discovering stable equilibria
The essentially random discovery of stable equilibria during a subject’s initial
interaction with a system was enough to alert subjects to the overall topological
structure of the systems equilibria. Several subjects hypothesised the existence
of additional stable equilibria that they had not yet located, guessing that the
stable equilibria might be equally spaced.
Verifying that an equilibrium existed at a particular position required that
the subject manoeuvre the ball into region surrounding that position. This
required subjects to learn how to control the ball in order to put it where they
wanted. All subjects were able to work out the pen movements required to
move the ball either to the left or the right, from one stable equilibrium to
another.
However, when moving between equilibria, subjects initially had difficulty
controlling whether they reached the equilibrium immediately adjacent to the
starting equilibrium or one further away. Reliably manoeuvring the ball into
an adjacent equilibrium required more precise control over the magnitude and
timing of the pen’s movement. Eventually all subjects were able to do this
semi-reliably (i.e, they could move the ball into an adjacent equilibrium, but it
may take more than one attempt). Subjects 2, 7, and 10 were able to reliably
move the ball from one stable equilibrium to another of their choosing, as
illustrated in fig 4.16c.
The subjects other than Subjects 2 and 10 discovered the constant cart
velocity stable equilibria after they had discovered at least one of the zero cart
velocity stable equilibria. This took between 7 and 24 minutes. This length of
time may have been due to subjects needing to change their strategy from fast
large movements of the pen to the slow small movements need to find these
equilibria.
All but one subject managed to discover all of the stable equilibria in the
first one-hour session. The remaining subject completed their discovery of all
of the stable equilibria early in the second session.
Discovering unstable equilibria
Eight of the ten subjects were able to correctly identify that an unstable equilibrium existed between each pair of stable equilibria. Discovery of these appeared to be more difficult for subjects and only occurred in the second one

132

CHAPTER 4. CIS FRAMEWORK

hour session and after subjects had discovered the stable equilibria.
Identifying an unstable equilibrium seemed to occur when the ball came
close enough for the ball to slow almost to a complete stop before moving away
again. Typically this would have to happen on a number of occasions before a
subject noticed the ball slowing to a near stop and deduce that there might be
another equilibrium present. Once a subject noticed an unstable equilibrium
they would then attempt to more deliberately steer the ball into the region of
the equilibrium.
In order to more precisely locate the position of an unstable equilibrium,
several subjects adopted a strategy in which they would repeatedly launch the
ball from a stable equilibrium toward the region containing the unstable equilibrium. One subject in particular seemed to become quite skilled at probing
the region between two stable equilibria by circulating the ball around both
stable equilibria approaching the unstable equilibria during the ball’s passage
between the stable equilibria, as illustrated in fig 4.16d. This allowed the subject to deduce that the location of the unstable equilibrium was at the point
midway between the stable equilibria.3
Of the eight subjects who did identify the zero cart velocity unstable equilibria, only two subjects went on to correctly identify the constant cart velocity
unstable equilibria extending in the ±zD direction from each of these. These
subjects were two of the three subjects who were able to reliably pass the ball
between adjacent stable equilibria, suggesting that this skill may have been a
prerequisite for discovering more subtle aspects of the system’s behaviour.
An important observation during this phase of discovery was that while
eight out of ten subjects correctly identified the existence of the unstable equilibria, no subject developed sufficient skill to maintain the ball at an unstable
equilibrium for any length of time.

Subjective responses
Subjects’ views on the experience were mixed. Half the subjects described it
in positive terms, three in somewhat neutral terms, and two in negative terms.
The results suggest that a sense of progress and achievement seemed to be
3

In domain level terms this behaviour corresponds to the pole being swung upright so
that it passes through the vertical position and falls over. The pole is then swung up again
in the reverse direction back through the vertical position, and so on. As the subject gets
closer to the unstable equilibrium position, the pole slows more at the vertical position. At
the equilibrium position the pole stops at the vertical position. Of course, without active
control the pole will fall over again.
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important to a subject’s view of the experience. Subject 7 reported that it
was “quite tedious” until they discovered a new aspect of system’s behaviour
that made them want to know what more they could do with the system. This
same subject described the experience as becoming more engaging as they got
better to the point where they felt that they “owned the ball” suggesting, in
their own mind at least, that they had in some way mastered the problem
given to them. Subjects 4 and 5 expressed a strong negative response to the
experience. Both of these subjects took a long time to find the stable equilibria
and were unable to find any unstable equilibria.
This correlation of subjective response to the experience with the degree
of success is consistent with the findings of the pilot study in section 3.2.
Usability issues
While the net results of the study indicate that 8 out of the 10 subjects correctly identified both stable and unstable equilibria, it took a long time for
subjects to progress from finding stable equilibria to finding unstable equilibria. Furthermore, only two of the subjects were able to identify the constant
cart velocity unstable equilibria in the time available. The results of the study
and observations of subjects during the study point to a number of issues
that may have affected their ability to complete the task more quickly and
effectively.
All subjects noted some surprise during their initial session at the unexpected behaviour of the ball in response to movements of the pen. This was
also raised explicitly by three of the subjects in their post study responses.
There are two aspects to this. The first is that the ball moves in three dimensions, while the pen only moves in one. This was raised by Subject 3 as
the main difficulty they encountered. The other aspect is that the direction
of movement of the pen and the ball did not correspond. From the initial
condition of (θ, θ̇, ẋ) = (π, 0, 0) a slow, small movement of the pen to the right
caused the ball to move slowly toward the front of the display, and vice versa.
From the same initial condition a faster, larger movement of the pen to the
right would send the ball initially to the left, and vice versa. The direction
of the ball’s response to movements of the pen further varied when applied
at different points in the ball’s trajectory. These responses were unexpected
and likely violated the subjects’ natural expectation that, given no indication
to the contrary, the ball would move in the direction of the pen. This is an
example of a lack of stimulus-response compatibility, which is an important
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factor in the ease with which an interface of any sort can be learned and used
(Proctor and Vu, 2010).
A key difference between the task of finding a stable equilibrium and the
task of finding an unstable equilibrium was the level of skill in observing and
manipulating the dynamics required to find an unstable equilibrium. The zero
cart velocity stable equilibria could be found simply by perturbing the system
sufficiently and letting the intrinsic dynamics take over. The system would,
by itself, settle into a stable equilibrium and stay there. This was simple to
do and simple to observe. A similar approach would only briefly reveal an
unstable equilibrium as the ball slowed to a near stop and moved away again.
Subjects appeared to have some difficulty noticing when this occurred. Once
they did notice this they could take a more purposeful approach to exploring
the region of the unstable equilibrium. However, to do this they needed to be
able to steer the ball into the region of the unstable equilibrium with some
reliability. The ability to reliably pass the ball between stable equilibria (figs
4.16c and 4.16d) appeared to facilitate the exploration of unstable equilibria,
but this skill was not acquired by all subjects.
A further usability issue may have hampered the subjects ability to find
the constant cart velocity unstable equilibria. This required similar pen movements to those used to steer the ball toward the zero cart velocity unstable
equilibrium, but with an offset from the zero position of the pen. Subjects
could not use the spring-loaded zero position of the pen as a reference about
which to make the necessary movements.
The subjects that did discover the unstable equilibria indicated that the
size or speed of the ball may have made it hard for them to keep the ball still
at an unstable equilibrium. As noted previously, there is an inherent trade-off
between speed and accuracy when performing a physical task (Fitts, 1954).
If the ball had moved more slowly or if the region containing the unstable
equilibrium appeared larger, subjects may have had more success in stabilising
the system.
Of course, the most glaring usability issue that affected subjects’ ability
to locate unstable equilibria was the abstract presentation of the system in
the CIS framework. This robbed it of its physical arrangement from which its
behaviour, including equilibria, might readily be deduced. This obfuscation of
the nature of the system was demonstrated in the response of subjects to the
question of what physical object they thought the behaviour of the ball might
represent. Subjects were unable to offer any suggestions at all. The abstract
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representation of the system might be a significant barrier to developing an
understanding of this particular system, but the benefit of this representation
is that it accommodates any dynamical system regardless of its domain origins,
many of which have no independent physical representation anyway.

4.6

Chapter summary

Key findings of this chapter were
1. There were a number key requirements that needed to be met in order to
extend the pilot framework described in chapter 3 into a general purpose
framework that could be readily applied to a wide range of dynamical
systems.
2. The simple architecture used in the pilot framework could be extended to
include additional components that helped to generalise the framework
and add additional capabilities such as improved data management.
3. There are a range of display and input device technologies that could be
used to implement a general purpose CIS framework. A 3D display built
using Microsoft DirectX and input via a Phantom Omni haptic pen were
chosen for the framework implementation used in this thesis.
4. An object oriented design allows the framework to be extended to support a wider range of dynamical systems and presentations of those systems.
5. The framework implementation developed in this thesis provided a range
of solvers, display elements, and input elements that support problems
concerning continuous, continuous delayed, and discrete dynamical systems with up to six state and six control variables with constraints on
both.
6. The framework was applied to the well-known cart-pole system with
three state variables and one control variable.
7. Subjects in a study on the discovery of equilibria in the cart-pole system
were able to find both stable and unstable equilibria
8. Stable equilibria were found quickly, but unstable equilibria took significantly longer to discover.
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9. Subjective responses to the task appeared to correlate with the degree
of success a subject had in discovering equilibria
10. A number of potential usability issues were identified which could impact
on the ability of a CIS user to perform a problem solving task.
The case study in this chapter demonstrated the application of the CIS
framework developed earlier in the chapter to a nontrivial nonlinear dynamical
system. Presenting the cart-pole system in the CIS framework was relatively
straightforward, although some of the key decisions regarding the mapping and
scaling of variables and the time scale of the simulation were made somewhat
arbitrarily. These decisions had also been made arbitrarily in the presentation
of the Lotka-Volterra system in the pilot studies presented in the previous chapter. In that case, the subjects in the studies were able to discover properties
of the system and refine its behaviour with the presentation used. However,
the cart-pole study revealed a significant opportunity for improving the time
taken to discover unstable equilibria. Altering the details of the presentation
of the system may have an important role to play in achieving this by addressing some of the usability issues identified in the study. For example, it may
be possible to make the response of the ball to movements of the pen more
predictable for subjects by changing the mapping of control variables onto the
pen and state variables onto the display. If the linear velocity, ẋ, had been
mapped onto the xD axis of the display the ball would have moved to the right
with a slow movement of the pen to the right. The speed of the ball could be
slowed by changing the time scale of the simulation and the apparent size of
the region containing an unstable equilibrium enlarged by changing the scaling
of state variables onto the axes of the display. Changes such as these may have
made the exploration of unstable equilibria easier for subjects and results may
have been obtained more quickly and with less effort.
The usability issues identified in this study point to an opportunity for
establishing guidance on the application of CIS to help make the decisions
needed to present a particular problem in a more principled way. The development of a set of guidelines for the application of CIS is the subject of the
next chapter, together with a study to explore the impact of these guidelines
on the solutions produced to a problem from economic dynamics.
There is also a short coda to the cart-pole study presented section 5.4 that
demonstrates a user’s ability to stabilise the system at an unstable equilibrium
after the application of several key guidelines developed in the next chapter.

Chapter 5
CIS Guidelines
The cart-pole case study presented in the previous chapter demonstrated the
application of the CIS framework developed earlier in that chapter and revealed
a number of usability issues that may have hampered the efforts of subjects
to find the unstable equilibria in that system. These usability issues may have
resulted from the details of how the system was presented to subjects in two
main areas. The first concerned the details of the CIS framework itself, such
as the use of an animated three dimensional phase space representation of the
system’s state and the use of a haptic pen for input. The second concerned
the details of how the framework was applied to that particular system, such
as the way in which state and control variables were mapped and scaled onto
the axes of the display and the haptic pen, respectively, and the choice of time
scale for the simulation. This chapter focuses on the second of these areas
— the details of applying the CIS framework developed in this thesis to a
particular system. Exploration of alternative forms of CIS framework using
different representations of the state of a system and different forms of input
device will be the subject of future research.
This chapter proposes a set of guidelines for applying the CIS framework
to a particular dynamical system. These guidelines cover the presentation of
the system and the ways in which users are engaged in studying the system.
The starting point for these guidelines is the assumption that problem solving
in CIS is a motor learning phenomenon. The significance of this assumption is
that it allows the development of guidelines drawing on literature from both
user interface design and the more general field of human motor learning.
While the behaviour of subjects in the case studies presented in chapters 3
and 4 was suggestive of motor learning with a tendency toward improved
performance with practice, the assumption that problem solving in CIS is a
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motor learning phenomenon is not taken for granted. Accordingly, this chapter
includes a more rigorous study into the behaviour of subjects solving a strategy
refinement problem in order to gain more confidence that, firstly, problem
solving in CIS is consistent with motor learning behaviour and, secondly, that
the guidelines proposed on that basis are likely to be effective.
This chapter begins in section 5.1 with an examination of CIS in light of
a well-known model of user interaction in order to highlight the areas where
guidelines might be used to best effect. Section 5.2 then describes the main
decisions to be made when applying the CIS framework to a particular dynamical system and proposes a series of guidelines to help make these decisions.
Section 5.3 then presents a case study in which subjects attempted to solve
a problem in nonlinear economic dynamics using one of two presentations of
the problem — a default presentation of the system and a modification of the
default presentation based on the guidelines developed in this chapter. Finally,
section 5.4 briefly revisits the cart-pole system studied in chapter 4 in light of
the guidelines developed in this chapter.

5.1

Gulf country

An important concept in the design of many task oriented user interfaces is the
notion of a direct manipulation interface, a term originally coined by Shneiderman (1983). A key feature of a direct manipulation interface is a sense of
direct engagement with the task the user is performing with the interface — an
important element of Sutherland’s original vision for the “Ultimate Display”
(Sutherland, 1965). Laurel (1986) describes the sensation of direct engagement as “first-personness” in which the user stands in direct relation to the
tasks they are performing without the sense that the interface is acting as an
intermediary between them and the task. Applying the CIS framework to a
particular dynamical system can be viewed as an attempt to construct a direct manipulation interface for that system. As a result, the concept of direct
engagement provides a useful framework for examining some of the key characteristics of the CIS framework and to highlight key areas in which application
guidelines should focus.
Hutchins et al. (1985) noted the following minimum requirements for a
sense of direct engagement in an interface:
1. The input and output languages should be inter-referential
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2. The interface should be responsive
3. The interface should be unobtrusive
4. The Gulf of Execution should be minimal
5. The Gulf of Evaluation should be minimal
For an input and output language to be inter-referential an input expression
should be able to incorporate or make use of previous output. This is crucial for
creating the illusion that a user is directly manipulating objects in the interface.
CIS provides an interface with an input language based on movement action
and an output language based on sensory change. This sensory change is
used as input by the human sensory-motor loop to shape movement actions as
they unfold. A CIS interface, operating at this basic level of movement action
and sensory change is inherently inter-referential. A responsive interface is
one in which there are no delays between the execution of an action and the
availability of the results of that action. Again, the real-time nature of the
CIS interface ensures that it is responsive. The effect of a user action on the
evolving state of a system is presented to the user within one update period of
the underlying numerical simulation, usually within a few tens of milliseconds
(subject to any delays inherent in the dynamics of the system under study).
For an interface to be unobtrusive it should not appear as an intermediary
between the user and the objects of interest in the interface. The intent of CIS
is for the interface itself to realise a physical analogue of a dynamical system
under study rather than act as an intermediary to an internal representation
of the system within the computer.
The basic structure of a CIS interface ensures that it meets the first three
criteria for a direct manipulation interface. The effectiveness of CIS in providing a sense of engagement with a dynamical system then depends primarily
on the so-called Gulfs of Execution and Evaluation (Hutchins et al., 1985;
Norman, 1986). In contrast to the first three criteria for a direct engagement
interface, minimising the Gulfs of Execution and Evaluation does not necessarily follow from the basic structure of the CIS framework. There is much that
can be done in the presentation of a dynamical system to a user to minimize
these gulfs and, in the process, make the system easier for a user to deal with.
User interfaces can be examined in terms of the ways in which they allow
users to act to perform a task and the ways in which they allow a user to
evaluate the results of their actions. A well designed interface will provide input
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actions that reflect the intentions of the user and will provide feedback on those
actions in terms that are directly related to those intentions. Users should not
have to unnecessarily translate their intentions from the task domain into the
specific actions afforded by the interface. Nor should they have to unnecessarily
translate the output in order to make sense of it in terms of their intentions. In
short, the user interface should appear to the user as directly applicable to the
task at hand. Hutchins et al. (1985) termed the extent to which a user interface
fails to provide appropriate input actions the Gulf of Execution and the extent
to which an interface makes it hard for a user to interpret the results of their
actions the Gulf of Evaluation. Minimizing these gulfs can make an interface
easier to learn and use since users can spend less effort on the problem of how
to perform a task and interpret the results and more on actually performing
the task (Norman, 1986).
The Gulf of Execution and the Gulf of Evaluation are defined in terms
of the semantic distance and articulatory distance between the user and the
interface provided to accomplish a task. The semantic distance refers to the
correspondence between the concepts on which the user interface is based and
the concepts on which the user’s intentions are based. A short semantic distance implies that the user interface is based on the same or similar concepts
to those that define what it is that the user is trying to achieve. Articulatory
distance on the input or execution side refers to the correspondence between
an intended operation in the task domain and the form of input in the user
interface. A short articulatory distance implies that the intended operation
has a natural expression in the user interface. For example, moving a cursor
on the screen is typically achieved by a making a similar movement with a
mouse. On the output or evaluation side, articulatory distance refers to the
correspondence between the form of output provided by the interface and an
interpretation of that output in terms of the task domain. The Gulfs of Execution and Evaluation and the related concepts of semantic and articulatory
distances are illustrated in fig 5.1.
The CIS framework presents the study of dynamical systems in terms of
physical objects to be manipulated through physical action.1 The actions a
user can make to solve a problem (manipulate the system in an intended way)
1

This discussion ignores the obvious and large semantic distance between the mathematical expression of an arbitrary dynamical system and its physical realisation in a CIS
interface. This semantic distance is of particular significance to the investigator who has
the task of mapping a system between these domains. Here, the focus is on the user whose
experience of a system is entirely within the CIS framework.
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Figure 5.1: Gulfs of Execution and Evaluation comprise the semantic and
articulatory distances that separate a user’s goals from the interface that
provide the means of achieving those goals. The semantic distance in the
Gulf of Execution represents the formation of an intended input expression
whose meaning will satisfy the goal, while the articulatory distance represents
the realisation of the intended input expression in a form recognised by the
interface. The articulatory distance in the Gulf of Evaluation represents the
interpretation of the meaning of an output expression from the interface, while
the semantic distance represents the evaluation of the output in terms of the
original goal. Adapted from Hutchins et al. (1985).
are the movement actions afforded by the input device. Any Gulf of Execution
will concern the user’s ability to map their intention to solve a problem into
the actions needed to solve it. Feedback on the subject’s actions is provided by
the display. Any Gulf of Evaluation will concern the user’s ability to evaluate
their problem solving efforts from the information provided by the display.
Starting with the evaluation, or output side, a CIS user is presented with
a display that aims to directly represent the physical situation of a problem.
Problems are expressed in terms of manipulating this physical situation, “put
the ball in the box”, and the user is provided with a ball and a box to put it
in. In this case the semantic distance is very short since the representation of
the task in the interface directly reflects the intentions of the user. Achieving this semantic directness relies on constructing suitable physical correlates
for various features of a problem. Where a problem feature has no suitable
physical correlate we can expect the semantic distance to increase, perhaps
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significantly. Current and target states are explicitly represented so any problem involving maintenance of a current state or transition to a new state will
have semantic directness. Other problem features such as constraints on the
state of the system can be represented as objects or surfaces rendered in the
visual representation of the state space. Semantic directness will be more difficult to achieve in cases where the performance measure for a task is not easily
captured in the physical structure of the problem such as in the case of the
discounted control action in the pilot study in section 3.4.
Explicit physical representation of problem features helps to minimise semantic distance in the Gulf of Evaluation. Articulatory distance then depends
on how easily a user can interpret this physical representation with respect to
the goal of a problem. If a problem requires a user to act when the system
reaches a particular state then the user needs to be able to tell when the system has reached that state. If the goal is to “put the ball in the box” then the
user needs to be able to clearly perceive whether the ball is in or near the box.
Similarly, proximity to or violation of constraints should be easily perceived.
Many of these issues depend on how big or small features are and how quickly
things move and are the subject of psychophysical considerations explored in
detail in the next section. If suitable representations of problem features can
be found and if the user can clearly perceive the evolution of those features
with respect to the goals of the problem, then the Gulf of Evaluation can be
minimized giving the user a greater sense of engagement with the problem
they are being asked to solve.
The execution, or input side of a CIS interface is somewhat more interesting. At one level, the semantic distance in the Gulf of Execution is relatively
short. CIS is designed to present the user with a movement task to perform
and a movement-based input device for performing the task. However, on
closer examination CIS involves a semantic distance that is both significant
and essential to the operation of CIS as a problem solving mechanism. The
solution of a problem in CIS requires a user to make certain patterns of movement. However, the input device does not directly guide or support the user in
making the required patterns of movement. Instead, the user has to discover
and impose these patterns of movement on the input device through experimentation and practice. As a result, the interface fails to provide the input
structures that would allow the user to easily and directly solve a problem
leading to a significant semantic distance in the Gulf of Execution. However,
in CIS the semantic distance created by the need to discover the required
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patterns of movement is, in essence, the very problem the CIS approach is
attempting to solve. The means by which a user overcomes this semantic distance is the process of motor learning. It would be possible to construct an
input device that explicitly guided the user through the movements required
to solve a problem. However, this would mean that the patterns of movement required to solve a problem would have to be known a priori. In effect,
the user would be guided through a known solution to a problem rather than
discovering their own solutions and CIS would be rendered unnecessary.
While the particular patterns of movement required to solve a problem need
to be discovered by users through experimentation and practice, they can be
expressed directly in the input device. Indeed, the haptic pen used in the CIS
framework supports a very wide range of movement patterns from which the
required patterns can be discovered and refined. In a sense, the input device
is something of a “blank canvas” on which the user drafts and refines solutions
to a problem. The input device provides a medium for the direct expression
of movement patterns. As a result, the articulatory distance in the Gulf of
Execution is very short.
While there is an essential semantic distance in the Gulf of Execution that
represents the problem to be solved, it is important that this semantic distance
is no greater than it need be. There are a number of ways in which the semantic
distance can be minimised so that the challenge faced by the user represents
the problem to be solved alone and is not unnecessarily complicated by the
details of how the problem is presented to the user in the CIS framework.
One such example concerns input constraints. A problem may include certain
constraints on the range of movement that can be made (constraints on control
variables). These are known a priori and can be rendered as physical objects
and surfaces directly on the haptic pen. These provide a significant aid to a
user attempting to limit their movements to those allowed by the problem,
thus producing a higher degree of semantic directness than would be achieved
without explicit representation of input constraints in the interface.
In summary, the nature of a CIS interface entails an essential Gulf of Execution that represents the problem to be solved by a subject using the interface.
Nonetheless, the presentation of a dynamical system for a particular problem
should aim to minimise both the Gulf of Execution and the Gulf of Evaluation
as far as possible in order to ensure that a problem is no more difficult for a
user to solve than is necessary.
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Guidelines for applying CIS

There are a number of decisions to make when presenting a problem concerning
a dynamical system to users in the CIS framework described in this thesis,
many of which bear on the Gulf of Execution, the Gulf of Evaluation, or both.
The following is a summary of these decisions.
1. Selection of variables – Which of the state and control variables should
be included in the representation of the system? All of them or a subset?
2. Mapping of variables – To which axes in the visual representation and the
input device should the selected state and control variables be assigned?
3. Spatio-temporal scaling – What region of the system’s state space should
be included in the visual representation? What ranges of the control variables should be assigned to the range of movement of the input device?
At what rate should the simulation proceed?
4. Problem definition – How should a particular problem be presented to
a user? What instruction should be given to users? How should that
instruction be presented?
5. Practice – How much practice should users be given? How should the
practice time be organised?
6. Feedback on performance – What feedback should be given to users on
their performance? How should the feedback be presented? When should
the feedback be provided?
This section proposes a set of guidelines to help make these decisions. The
guidelines have been proposed on the basis of experience gained in the case
studies described in the previous chapters in conjunction with a consideration
of key principles from the study of human motor learning and user interface
design.
The guidelines described in this chapter are not expected to be an exhaustive or definitive set of guidelines for the successful application of CIS to any
given problem. Rather, these guidelines provide a sampling of the considerations that are likely to be relevant to the successful application of CIS. While
these guidelines are based on research findings from interface design and human
motor learning, the validation and refinement of the guidelines in the context of
CIS is an important topic for further work. The guidelines are also somewhat
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specific to the particular CIS framework described in this thesis. However,
since the basic decisions to be made are likely to apply to alternate types of
framework, the guidelines will likely generalise to other implementations with
some modification.
It should also be noted that some guidelines may contradict other guidelines
for some problems. Where this occurs a trade-off between guidelines will need
to be made driven by the details of the problem being solved.
The application of these guidelines will typically involve some experimentation with the system. In some cases, mathematical analysis may also be used
to inform the application of the guidelines. However, since CIS is suggested as
an alternative to mathematical analysis most guidelines do not require analysis
of the equations defining a system.
The guidelines detailed in the following sections are summarised in table
5.1.

5.2.1

Selection of variables

The more complex an interface becomes, the more scope there is for the interface being harder to use in terms of both the Gulf of Execution and the Gulf of
Evaluation. In the CIS framework, the selection of state and control variables
is a key determinant of the complexity of the task presented to users in terms
of the amount of information presented and the opportunities for controlling
the system. In the case studies presented so far, all state and control variables
were presented to the subjects in those studies. The guidelines in this section
help decide which state and control variables should be included in the presentation of a particular dynamical system so that the task presented to users
is no more complex than it need be.
Guideline 1.1 Choose a minimum set of variables based on the goals
of the investigation
The complexity of a visual scene has an impact on both the mental effort
required to process the scene (Wickens, 2002) and the ability of a subject to
attend to the specific features in the scene that are relevant to solving the
problem at hand (Yantis, 1993). In general, the presentation of a dynamical
system should not include more features than are necessary to allow a user
to solve the problem. Selecting the particular state and control variables to
present in the CIS framework is a key opportunity to consider the simplicity
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Table 5.1: Guidelines for the application of CIS.
Selection of variables

1.1 Choose a minimum set of variables based on the goals
of the investigation
1.2 Consider using additional variables to represent state
variable derivatives for higher order systems
1.3 Add more variables as user skill increases

Mapping of variables

2.1 Favour xD , yD , then zD axes of the display for important variables
2.2 Map variables
compatibility

Spatio-temporal scaling

to

maximise

stimulus-response

3.1 Establish an initial spatio-temporal scaling that encompasses the phenomena of interest
3.2 Decrease state or control variable scaling and/or decrease temporal scaling to improve spatial accuracy
3.3 Increase temporal scaling to improve temporal accuracy
3.4 Decrease temporal scaling and/or decrease control variable scaling to improve control stability

Problem definition

4.1 Use verbal instructions to orient users to the goal of the
problem
4.2 Use display and input device elements to represent the
details of the problem

Practice

5.1 Limit practice
improvement

based

on

rate

of

performance

5.2 Distribute practice over a number of separate sessions
5.3 Vary task details during practice
Feedback on performance

6.1 Provide inherent feedback on performance where
possible
6.2 Provide post-performance feedback to augment inherent
feedback
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of the sensory-motor experience presented to a user.
The CIS framework developed in this thesis can support systems with up
to six state variables and six control variables. For systems with more state
and control variables it would be necessary to select a subset for presentation
in the CIS framework. Even in cases where it is possible to map all variables
into the CIS framework it is still desirable to select the smallest subset that
allows a user to successfully solve a problem. Presenting more state variables
to a user provides more information on the state of the system, but at the
expense of a more complex display that takes more effort to apprehend.
At a minimum, any state variables that are the subject of the goal of a
problem need to be included, such as the state variables that define a target
state for a system. Other state variables might be excluded if they remain
constant over the region and time period of interest. Even if a state variable
not explicitly involved in the goal of the problem does vary, it may still be
possible to exclude it on one of two grounds. Firstly, variation in the state
variable may not correlated with changes in the state variables of interest.
This, however, may be difficult to ascertain without some mathematical analysis of the system. The other possibility is to exclude a state variable from
explicit representation in the CIS framework and let the human sensory-motor
system infer the existence of the missing state variables (Neilson, 2012).
This guideline can be illustrated using the Lotka-Volterra pest control problem described in section 3.3. The two state variables in that system were the
population density of the caterpillar pest, H, and the population density of the
predatory bug, P . Since the goal of the problem was specified only in terms
of controlling H (H ≤ 20.0), it may not have been necessary to include P in
the presentation of the system. The result would have been a ball that moves
left and right, but not up and down. The effect of P would be apparent only
indirectly via the left and right motion of the ball.
Selection of control variables should be limited to those of specific interest to the problem being solved in order to minimize the movement degreesof-freedom available to the user. Minimizing the degrees-of-freedom makes
it easier to learn the movement actions required to solve a problem (Bernstein, 1996) and reduces the likelihood that users will adopt unintended control
strategies. Referring again to the Lotka-Volterra pest control problem, if the
specific problem had been to control the pest level through purely biological
means (introduction of predatory bugs, hP ), the control variable corresponding to the application of pesticide, hH , could have been excluded from the
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input device reducing the movement degrees-of-freedom from two to one. This
simplification combined with the previous simplification of including only the
H state variable in the display would have resulted in a presentation of the
problem with just one state variable and one control variable.2

Guideline 1.2 Use derivatives of state variables for problems concerning rates of change
Some problems may involve controlling the rates of change of state variables
rather than just their actual values. For example, an alternate problem concerning the Lotka-Volterra pest control system described in section 3.3 might
be to stabilise the system at a constant rate of population growth.
Human visual perception of velocity is good at judging relative changes in
velocity, but not good at judging absolute velocity (Sekuler et al., 2002), or
even perceiving constant velocity correctly (Runeson, 1974). While the perception of position and velocity are supported by dedicated neural structures, this
does not appear to be the case with acceleration (Perrone and Thiele, 2001),
making it more difficult for a user to judge the acceleration of an object.
If the rates of change of state variables are of interest, then the actual
state variables could be replaced in the presentation with their derivatives. A
presentation in which derivatives are mapped to the position of the ball in the
CIS framework will make it easier for a user to perceive constant and changing
derivatives. It will also make it easier to perceive second derivatives of state
variables, which will then be represented by the velocity of the ball.
Derivatives for state variables are readily available for continuous formulations of dynamical system models since they are typically defined as a system of
first order differential equations. Higher derivatives are also explicitly available
for higher order systems defined in terms of the second or higher derivatives of
state variables. These systems are routinely redefined as a first order system
to facilitate numerical simulation. For example, the second order system
ẍ(t) = f (x(t), ẋ(t), u(t))

(5.1)

can be rewritten as
2

The effectiveness of these guidelines on the previous case studies is, in general, a topic
for further work. The effectiveness of the guidelines on a new case study is examined in
section 5.3. The impact of key guidelines on the presentation of the cart-pole system is
briefly described in section 5.4.
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(5.2)

v̇ = f (x(t), v(t), u(t))
In this case the state variable x as well as it’s first and second derivatives are
explicitly available for presentation in the CIS framework. Including the second
derivative of x, i.e. v̇ in equation 5.2, as a state variable in the presentation
allows the user to perceive the second derivative of x as a fixed position of the
ball in space.
Where derivatives are not provided by the formulation of a system or the
computation of the simulation of the system, they can be estimated numerically.
The inclusion of state variable derivatives may also help make higher order
systems easier for users to control. Higher order systems typically appear as
sluggish to a user taking time to respond to control inputs (Jagacinksi and
Flach, 2003). Humans are able to learn to manipulate higher-order systems
quite successfully, but it comes at the cost of increased information processing
load on the user with a concomitant reduction in performance and increased
time to learn (Roscoe et al., 1980). As a result, users will generally find it
easier to learn to control the derivatives of a dynamical system than the state
variables themselves.
It is possible to include both a state variable and its derivative in the same
presentation, at the risk of adding more variables to the presentation. This
was the case in the presentation of the cart-pole system described in section
4.5. In that case the three state variables included in the presentation were
the angular position of the pole, θ, the angular velocity of the pole, θ̇, and
the linear velocity of the cart, ẋ. This guideline suggests that the inclusion
of θ̇ in addition to θ may have made it easier for the subjects to stabilise the
system than if the display included only ẋ and θ, although subjects in the case
study were unable to do so. In that particular example, issues relating to the
scaling of state variables and the time scale of the simulation may have had a
greater effect on the ability of subjects to stabilise the system. This possibility
is briefly explored in section 5.4.
Another possibility is to combine a state variable with its derivatives into a
single weighted sum using a technique known as quickening (Birmingham and
Taylor, 1954). In essence, quickening a state variable produces an estimate of
the future value of the state variable based on its derivatives. This helps remove
both the sluggishness of the higher-order system and reduces the processing
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load on the user and can make higher-order systems easier to control (Bennett
and Zimmerman, 2001; Jagacinksi and Flach, 2003; Rouse, 1981). However,
the use of quickening would need to be balanced against the goals of the
investigation, since the composite value presented to the user would obscure
the actual state of the system. Quickening may be particularly useful in the
exploration of the stability properties of a system.
Guideline 1.3 Add more variables as user skill develops
Another approach to selecting variables is to start with a small subset of variables and add more variables as user skill develops. In the case of state variables, this approach may help to avoid overwhelming a user with information
on the state of the system as they begin to learn to control it. As they become more proficient they may be able to make more use of the additional
information provided by including more state variables.
This guideline should be seen as a way of expanding the scope of the problems that can be solved by users starting from an initial selection of state
variables chosen according to guideline 1.1. This guideline should be seen as a
way of building up the complexity of a presentation from an initial set of variables that allows a user to understand the basic behaviour of a system rather
than stripping away variables that might be essential to a user’s understanding. For example, this guideline could have been applied to the presentation of
the cart-pole system by limiting the initial set of state variables to the angular
displacement, θ, and angular velocity, θ̇ of the pole. Even without including
the linear velocity of the cart, ẋ, in the presentation users might still be able to
explore the basic stability properties of the system, albeit without being able
to discover the relationship between equilibria and cart velocity. Adding, cart
velocity at a later stage might allow a user to make use of the additional information to further refine their skill using the additional information regarding
the velocity of the cart.
When applied to control variables, this guideline mimics the natural behaviour of humans when learning a skill that involves multiple degrees-offreedom. When learning a new skill people appear to “freeze” some movement
degrees-of-freedom in order to reduce the complexity of a movement task in the
early stages of learning (Bernstein, 1967; Vereijken et al., 1992). For example,
when learning a new sport people initially tend to limit the range of motion of
joints, perhaps using whole arm or whole leg movements (Hodges et al., 2005).
As skill improves, more degrees-of-freedom are “unfrozen” and more complex
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movements can be used to further improve performance. Explicitly, restricting
the control variables available to user in the early stages of exploring a system
and adding more as their skill develops may provide a systematic analogue of
this natural strategy. This guideline could have been applied in the LotkaVolterra pest control system by having subjects first explore the behaviour of
the system under the influence of either hH or hP alone and then adding the
remaining variable after they had learned to control the system to the extent
allowed by the first control variable.

5.2.2

Mapping of variables

Once state and control variables have been selected it is necessary to decide to
which axes of the visual scene the state variables will be mapped and to which
axes of the input device the control variables will be mapped. This mapping
of variables has a significant impact on the user’s experience of a system by
defining the direction of motion of the ball in the visual scene and the direction
of its response to control input. There are also a number of perceptual biases
concerning the orientation of objects in space that may affect a user’s ability
to properly apprehend the evolving state of the system. As a result, this
mapping has a large bearing on both the Gulf of Execution and the Gulf of
Evaluation. If poorly designed, the mapping of variables onto the axes of the
CIS framework could make a system significantly more difficult to deal with
than is necessary.
Guideline 2.1 Favour xD , yD , then zD axes of the display for important
variables
Human visual perception is a complex phenomenon and there are a number of
biases that affect perception of position and motion in computer-based displays
(Wickens, 2002). The potential of these biases to compromise the performance
of a CIS user should be mitigated as much as possible by paying attention to
how each axis in the display of the CIS framework is used. Of particular concern when deciding the mapping of variables in a CIS framework are biases in
perceiving the motion of objects at various orientations to the user. Specifically, there are biases in perception along the three orthogonal xD , yD ,and zD
axes of a display.
The distance between two points along the zD -axis will appear as a line
segment projected onto the xD -yD plane. In order to estimate the true distance
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along the zD the user may need to “mentally rotate” the zD -axis into the xD yD plane (Boeckman and Wickens, 2001). Since this operation is cognitively
demanding, it may not be performed and the apparent distance in the xD -yD
plane may be used as a proxy for the true length, leading to underestimation
of distances along the zD -axis.
There is also a consistent bias in the perception of vector orientation along
the zD -axis whereby a vector will appear to be rotated more toward the xD -yD
plane than is the true orientation (McGreevy and Ellis, 1986). The effect of
this is that a user may tend to steer a system in a direction that is above or
below the actual direction the system needs to move. A further bias concerns
motion along zD -axis. In cases where it is difficult to discern whether motion
is toward or away from the user, the user will tend to perceive the motion as
being towards them (Lewis and McBeath, 2004).
A perhaps more subtle bias may influence a user’s perception of motion
long the yD -axis. In the natural world, vertical motion is most often associated
with objects falling under the influence of gravity. We tend to perceive vertical
motion of an object as if it were accelerating due to gravity (Senot et al., 2005;
Zago et al., 2004). This bias appears to be the product of an internal neural
circuit tuned to the visual perception of an object moving downwards with
an acceleration of 1g and affects motor actions timed to intercept the object
(Indovina et al., 2005).
Taking these biases into account, it might be prudent to favour assigning
state variables for which users need to make accurate judgments to the xD and
yD axes of the display rather than the zD -axis. A slight preference could be
given to the xD -axis over the yD -axis.
Guideline 2.2 Map variables to maximise stimulus-response compatibility
Stimulus-Response (S-R) compatibility refers to the extent to which the response of a device or user interface matches the expectations of a user (Proctor
and Vu, 2010). It is generally more difficult for someone to learn how to use
a device or interface if it behaves contrary to their expectations. In the case
of a device or interface the user has not encountered before, the user will fall
back on expectations informed by experience in similar situations. CIS has the
potential to introduce significant S-R incompatibility. While a user is unlikely
to have encountered the dynamics of an arbitrary dynamical system before,
the physical arrangement of the CIS framework interface is not unfamiliar —
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an object on a computer screen and an input device with which to manipulate
it. In such situations there is a “population stereotype” that leads users to
expect that on-screen objects will move in the same direction as the input
device (Wickens, 2012). Users will very likely approach any system presented
in the CIS framework with this same expectation. However, in most cases,
the response of a nonlinear dynamical system to user input, reflected in the
motion of the ball, is unlikely to be that straightforward, as was immediately
apparent to the subjects in the cart-pole study. To avoid these sorts of difficulties the presentation of a dynamical system should be structured to maximise
S-R compatibility as much as possible.
Of course, the exact relationship between user actions and system response
is the puzzle to be solved by the user, but the mapping of variables in the
CIS framework can serve to reinforce or weaken any S-R compatibility that
might be present. In particular, variable mapping can have a significant effect
on S-R compatibility when it changes the direction of movement of the ball
in response to user actions. In such cases variables should be mapped so that
the ball moves in the same direction as user actions (Rothrock et al., 2006;
Wickens, 2000).
The case studies in chapters 3 and 4 can be used to illustrate this guideline.
The control variables hH and hP in the Lotka-Volterra pest control system act
linearly on the derivatives of the state variables H and P respectively as shown
in equations 3.1 and 3.2. Positive changes in hH will increase the velocity of
H and positive changes in hP will decrease the velocity of P . The mapping of
state and control variables in that study was such that when a user moved the
right hand joystick to the right, the ball’s velocity increased to the right and
when the user moved the left hand joystick up, the ball’s velocity increased
upwards, ensuring there was a greater degree of S-R compatibility than if the
variables were mapped differently. However, the presentation of the cart-pole
system included significant S-R incompatibility. Firstly, the pen only moved
in one dimension, yet the ball moved in three dimensions. Secondly, there
was a direct correlation between the movement of the haptic pen and the
linear velocity of the cart. However, the linear velocity of the cart, ẋ, was
mapped to the zD -axis of the display so that moving the pen left and right
caused the ball to move forwards and backwards. Mapping ẋ to the xD -axis
of the display would have increased S-R compatibility and may have assisted
subjects in learning how to control the system. It should also be noted that
some of the S-R incompatibility in the presentation of the cart-pole system
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would have been avoided by omitting ẋ from the presentation as suggested
above in Guideline 1.3.
A further subtlety concerning spatial S-R compatibility is that compatibility effects appear to differ in strength along different axes (Nicoletti and
Umiltà, 1984). Results from three dimensional stimulus-response tasks suggest that compatibility is strongest along the yD -axis, followed by the xD -axis,
and then the zD -axis (Chan and Chan, 2010), although the relative strength of
these effects is likely to depend on a range of factors (Vu and Proctor, 2002).
If opportunities to provide S-R compatibility are limited, it might be wise to
favour compatibility along the yD -axis over the xD -axis and, finally, the zD -axis
to exploit these relative difference in S-R compatibility effects.
In simple cases, such as the Lotka-Volterra pest control system, the general effect of control variables on state variables can be ascertained through
inspection of the equations. In many cases, it is much more difficult to determine the effect of control variables due to the complexity of the equations.
In these cases it may be necessary to experiment with variable mapping in
the CIS framework to determine if there are opportunities for increased S-R
compatibility.
S-R incompatibility does not mean that a user cannot learn to perform a
task, but it may make the task more difficult to learn in the first instance (Chan
and Chan, 2010). There are many examples where practice can overcome even
significant S-R incompatibility. People learning to fly radio controlled vehicles
are faced with a significant S-R incompatibility in lateral control when the
vehicle is travelling toward them (steering the vehicle to the left causes the
vehicle to move to the right in the user’s field of view). Backing a trailer is
another example where a movement of a steering wheel leads to non-linear
movement of the trailer in the opposite direction. With a little practice it is
relatively easy to overcome this S-R incompatibility.

5.2.3

Spatio-temporal scaling

A further important issue in presenting a dynamical system in the CIS framework concerns the scaling of state and control variables. The scaling of state
and control variables determines the spatial extent of the system in the CIS
framework. Another issue concerns the rate at which the simulation of the
system proceeds in real time. As these issues are linked in a number of ways
they are considered together under the heading of spatio-temporal scaling.
Spatio-temporal scaling primarily impacts the Gulf of Evaluation in the
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interface provided by the CIS framework. The apparent size of regions in a
system’s state space and the speed at which the ball representing the state
of the system moves both affect how easy it is for a user to perceive how the
system is responding to their control inputs and how well they are achieving
their goal.
Spatial scaling of state and control variables is defined in the CIS framework
in terms of a range of values that are mapped onto the corresponding axis of the
visual scene. For example, in the cart-pole system the values for the angular
displacement of the pole, θ, −6π ≤ θ ≤ 6π were mapped onto the values of
the xD -axis of the visual scene that spans −10 ≤ xD ≤ 10. The magnitude of
this scaling can also be described in terms of a scale factor, xD = δθ, where
δ = 1.66 in this example. As δ increases a larger range of the state variable will
be included in the visual scene. The overall effect is that as this scale factor
increases, distances in the system’s state space will appear to get shorter and
features will get smaller and closer together.3 This scaling can be applied to
each state variable independently.
A similar scaling exists for each control variable included in the presentation that defines the ranges of control variables assigned to the axes of the
input device. In the cart-pole system the values for the force applied to the
cart, 0 ≤ F ≤ 10, were mapped onto the values of the xI -axis of the haptic
pen corresponding to −50 ≤ x ≤ 50. The magnitude of this scaling can be
described using a scale factor, xI = γF , with γ = 10 in this case. With increasing γ a given movement of the pen results in a larger change in the control
variable.
As previously described, the temporal scaling of the simulation is defined
by a time scale factor, T = αt, where α determines how many simulated time
units correspond to each real time second. Increasing α speeds the simulation
up so that the state of the system evolves more rapidly in real time.
The guidelines in this section deal with choosing the scaling for state and
control variables and the time scale of the simulation. The first guideline
provides “rules of thumb” for establishing an initial spatio-temporal scaling.
The following three guidelines then offer further guidance on scaling the spatial
and temporal aspects of a system based on the goals of an investigation.
3

There is an interaction here with the position of the camera relative to the scene. Moving
the camera closer to the scene has a similar effect to decreasing the spatial scaling factor, δ.
The discussion here assumes a fixed camera position so any changes in apparent scale are
due to changes in δ.
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Guideline 3.1 Establish an initial spatio-temporal scaling that encompasses the phenomena of interest
An overriding factor that governs the scaling of variables in CIS concerns the
scale of the phenomena of interest. In the first instance, variables of a system
should be scaled so that the relevant portions of the system state and control
variable spaces are visible to the user. If it is the global stability properties of
a system that are of interest, then the state variables might be scaled so that
the reachable portion of state space fills the display. If the behaviour of the
system about an unstable equilibrium is of interest then the state variables
might be scaled so that the local region about the equilibrium state fills the
display. Similarly, control variables might initially be scaled so that the full
range of movement provided by the input device corresponds to the permitted
range of values of the control variables.
Establishing the time scale for the simulation is a little more complex. An
initial time scale can be established by setting the time scale factor so that the
task to be performed by a user plays out over a reasonable amount of time to
make repeated trials for skill development practical. In this context, “a reasonable amount of time” might be in the order of seconds rather than minutes.
For the Lotka-Volterra pest control system the time scale, T = 6t, was chosen so the system completed a boom and bust cycle from the initial condition
H = 30, P = 80 in approximately 5 seconds. For the strategy discovery study
in section 3.2 this time scale seemed adequate. In the case of strategy refinement study in section 3.3 this time scale resulted in the phenomenon of interest
— approach to the target state — occurring in only 640 ms of real time. The
control action required in this case was a timed movement of the pen, which,
with suitable cuing such as a count down to the commencement of the task can
be timed very accurately by a user (Quesada and Schmidt, 1970). However,
had the subjects been required to respond to irregularly timed events during
the trajectory of the ball toward the target they would have been limited by
their response times, which are in the order of 200 ms to initially react to the
event and longer to initiate and complete the required movement (Schmidt and
Lee, 2011). In such a case, a smaller time scale factor that caused the ball to
move more slowly would give subjects more opportunity to respond to events
as they unfold.
Another consideration in setting an initial time scale factor is the human
ability to perceive differences in motion. Our ability to perceive differences
in the velocity and direction of motion varies with velocity. For example,
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De Bruyn and Orban (1988) found that discrimination of differences in velocities is most acute for velocities across the visual field in the range of 4 to 64
, that
degrees per second. “Most acute” refers to lowest Weber fractions, ∆ω
ω
express the just noticeable differences between stimuli (De Bruyn and Orban,
1988). Discrimination of differences in direction is most acute for velocities in
the range of 4 to 128 degrees per second.
While these considerations are contingent on many factors they suggest the,
perhaps obvious, general guideline that the time scale of a simulation should
not be too fast or too slow. In the first instance, it will typically require some
experimentation with a system in order to establish an initial time scale for
the simulation.
It should also be noted that the temporal scaling achieved by adjusting the
time scale of the simulation is not independent of the spatial scaling achieved
by scaling state variables as they are linked through the velocity of the ball
in the CIS framework. If the scaling of state variables is increased then the
apparent velocity of the ball will decrease as the distance it needs to travel
in the same amount of time is now smaller in the display. Conversely, if the
scaling of state variables is decreased, the ball will appear to speed up. If
the goal is to decrease the spatial scaling without speeding the ball up, the
temporal scaling will also need to be reduced.
The following guidelines provide more specific guidance on scaling variables
and setting the time scale of the simulation depending on the specific goals of
a problem.
Guideline 3.2 Decrease state or control variable scaling and/or decrease temporal scaling to improve spatial accuracy
CIS is all about manipulating moving objects. Users are asked to steer objects,
follow trajectories, hit targets, avoid constraints, and so on. There is a fundamental limitation to human motor performance that broadly means that we
can do things quickly or we can do things accurately. It is difficult to be simultaneously quick and accurate. The relation between speed and accuracy was
famously formulated by Paul Fitts in the context of aimed movements (Fitts,
1954). Fitts’ law relates the speed of movement to the degree of accuracy
required
M T = a + bID

(5.3)

where M T is the time taken to complete a movement, a and b are empirical

158

CHAPTER 5. CIS GUIDELINES

constants, and ID is the so called index of difficulty. In Fitts’ original formulation ID = log2 (2A/W ) where A/W is the ratio between the distance to a
target and the width of the target. In general, the more difficult the task (the
greater degree of accuracy required), the longer the movement time required
to complete the task. Conversely, for a fixed movement time, there is a definite
limit to the degree of accuracy that can be achieved.
Fitts’ law is remarkably robust and holds across a wide range of aimed
movement behaviours in a wide variety of environments and variations on Fitts’
law have been developed for other types of movement behaviours. Of particular
relevance here is the extension of Fitts’ law to two dimensional movements
(MacKenzie and Buxton, 1992) and to trajectory following tasks (Accot and
Zhai, 1997). In all cases, the same basic trade-off between speed and accuracy
is apparent. As a result, this trade-off can be expected to apply to situations
in CIS in which a user is attempting to achieve a specified arrangement of
spatial features in a display, such as moving the ball into a target box.
Fitts’ law and its variants require that the relevant index of difficulty be
derived and empirical constants be experimentally determined. Once this is
done, it can be used to predict human performance, providing a valuable tool
in the design of user interfaces (e.g. McGuffin and Balakrishnan, 2005). While
it would be useful to be able to apply these ideas to CIS to provide a quantitative basis for spatio-temporal scaling there are some practical difficulties. The
main difficulty being the control-display relationship imposed by each dynamical system studied, which is more complex than the simple control-display
relationships typically found in applications of Fitts’ law. The variant of Fitts’
law required and any constants associated with it depend on the structure of
the task and the dynamics of the control-display relationship (Jagacinski et al.,
1978).
Without going as far as quantitative modeling for each system, the notion
of a trade-off between speed and spatial accuracy can still be used as the basis
for general guidelines. If a problem involves manipulating the state of the
system with increased accuracy then the scaling of state variables should be
decreased rather than increased so that features such as target regions of state
space appear bigger. Conversely, the temporal scaling of the simulation could
be reduced so that the evolution of the state of the system, represented by the
motion of the ball, plays out more slowly.
This general guideline can also apply to the scaling of control variables
as well as state variables. If a required control action requires the user to
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accurately move the input device to a particular position then increasing the
scaling factor for a control variable so that the user does not need to move the
device as far (or fast) may make it easier for the user to perform the action.
The application of Fitts’ law in this case would be more straightforward.
Guideline 3.3 Increase temporal scaling to improve temporal accuracy
Some problems may involve manipulating a system with increased temporal
accuracy, such as timing a movement so the outcome of the movement coincides
with some event in the evolving state of the system. These problems require
movements to be timed accurately. Research into tasks in which a movement
needs to be timed to coincide with some event in the environment, such as
swinging a bat to hit an approaching ball, has found that timing accuracy
and consistency is related to the speed of movement. In contrast to accuracy
decreasing with increased movement speed in spatial tasks, accuracy in timed
movement improves with movement speed (Newell et al., 1979). This suggests
that if a problem involves the accurate timing of an action, then accuracy
might be improved by increasing temporal scaling so that the state of the
system evolves more rapidly in real time so that movement actions also need
to be performed more rapidly.
Guideline 3.4 Decrease temporal scaling and/or decrease control
variable scaling to improve control stability
Stabilising unstable dynamical systems is generally a difficult problem, yet
there are many examples where humans are able to stabilize inherently unstable systems. For example, a helicopter on its own is inherently unstable and
will not right itself if disturbed from level flight. However, the combination of
a helicopter and a pilot is generally stable (Jagacinksi and Flach, 2003).
The ability to control unstable systems is one of the features of human
sensory-motor behaviour that adds significantly to the potential usefulness of
CIS as a problem solving mechanism. There are however, limits to this ability,
some of which stem from the dynamic characteristics of the human motor
system itself, such as delays in the transmission of information throughout
the nervous system. Indeed, in certain circumstances these characteristics can
actually work to destabilize an otherwise stable system unless they are taken
into account (McRuer, 1997). As with other characteristics of human motor
behavior described in this section the choice of spatio-temporal scaling factors
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can influence how easy it is for a user to successfully interact with a system,
in this case to stabilize and control an unstable system or to control a stable
system without introducing instability.
A key characteristic of a system that has a large bearing on control stability
is how sensitive it is to control inputs. This sensitivity has two main components. The first is the magnitude of the system’s response to control inputs
and the second is the time it takes for the system to respond to those inputs.
The magnitude of the response of the system to control inputs is referred to
as the gain of the system (Nise, 2007). In simple control-display relationships,
such as moving an onscreen cursor with a mouse, increasing the gain (making
the cursor more sensitive to mouse movements), can make it hard for a user to
move the mouse to a desired position without over or undershooting the target, requiring a series of corrective movements (Casiez et al., 2008). In more
complex systems, a high gain can lead to complete instability of the system
(Nise, 2007). The time it takes a system to respond to a control input is referred to generally as a time delay. A primary form of time delay is known as
“lag” and reflects the sluggishness in the response of the system due to higher
order dynamics, such as the time taken for a mass to accelerate when a force is
applied. Interaction between the gain and time delays for a system can have a
large bearing on the stability of control for a dynamical system. Small delays
and high gain can allow fast accurate control of a system. With larger time
delays, a high gain may result in instability as control actions may under or
over correct (Jagacinksi and Flach, 2003).
The gain and delay characteristics of a dynamical system are inherent in
the definition of the system. However, the CIS framework provides two opportunities for changing how these characteristics appear to a user – changing the
scaling of control variables and changing the time scale of the simulation of
the system. The control variable scale factor acts as an additional gain on the
dynamics of the dynamical system under study and can be used to partially
compensate for the inherent gain of the system. Reducing the scale factor, γ,
for a control variable makes the control variable less sensitive to user input.
Adjusting the time scale factor, α, alters the length of time delays in the system. Increasing α to speed up the simulation can shorten the apparent length
of these delays for the user.
As noted in Guideline 1.2 replacing or augmenting state variables with their
derivatives can sometimes be used to reduce the lag experienced by a user.
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Problem presentation

Since CIS relies on the participation of human users to solve a problem, it
is critical that those users understand what the problem is so that they can
direct their efforts at solving that problem. If the task is presented in an
ambiguous way, it is possible that they will end up solving some variant of
the intended problem, as occurred in the Lotka-Volterra problem described in
section 3.3. Ambiguity in a user’s understanding of the problem to solve may
create difficulties both in the Gulf of Execution and the Gulf of Evaluation.
User’s will be unsure of what actions to perform to solve the problem and
unsure of what they are looking for in the display in order to evaluate the
effects of those actions.
The problem to be solved can be conveyed to users using a combination of
verbal instructions and display and input device elements in the CIS framework
that help give the task a physical structure making the goal of the problem
explicit to the user.
Guideline 4.1 Use verbal instructions to orient users to the goal of
the problem
Verbal or written instructions can have a powerful effect on the development
of physical skills and have an important role in CIS. An instruction to perform
a task accurately or quickly can produce behaviour that is consistent with
the given instruction (Solley, 1952). However, verbal instructions can rapidly
become cumbersome for more complex tasks and may bias performance in
undesirable ways (Hodges and Franks, 2001). The instruction given to the
subject in the minimum discounted control effort problem in the Lotka-Volterra
pilot study in section 3.4 was a good example of how cumbersome verbal
instructions can get. For this reason, verbal instructions are best used as a
way of generally orienting a user to the goal of a task with the details of the
task being presented to the user via elements in the CIS framework.
Guideline 4.2 Use display and input device elements to represent
the details of the problem
Many physical tasks have a structure that makes the goal of the task essentially
self-evident. For example, the design of the target in archery makes the goal
of the task, trying to hit the centre of the target with an arrow, very easy
for someone to understand with very little explanation. This doesn’t mean
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that archery is easy, but it is easy to understand what the goal is. A general
guideline for presenting tasks to CIS users is, where possible, to make the goal
of a task presented to users self-evident from the physical structure of the task
and limit the use of verbal instructions to generally orienting the user to the
task. In practice this means using elements in the display and input device
to give the task as explicit a physical representation as possible. The CIS
framework described in this thesis includes a range of elements that can be
used to structure the task to be performed by users including target boxes for
terminal states and “waypoints” through which the state of the system must
pass on the way to the terminal state, state constraints, control constraints,
and time limits.
The cart-pole system provides an example of where the use of additional
display elements may help define a problem more explicitly for a user. A
specific problem that arose in the exploration of the cart-pole system was how
to stabilise the system at an unstable equilibrium, something that no subject
was able to do. The particular problem of stabilising the system could be
made more explicit by putting a target box at the location of the unstable
equilibrium. A user’s efforts could then be directed at steering the system to
and maintaining it at that particular state without the added complication of
having to guess the exact location of the equilibrium.
The development of a wider range of display and input device elements
to help structure tasks corresponding to more complex problems will be the
subject of further research.

5.2.5

Practice

The ability of humans to learn to manipulate novel physical situations is the
basis for the problem solving mechanism in CIS. One inescapable feature of
human skill acquisition is that it comes about through practice, i.e., repeated
attempts at a task. The assumption that problem solving in CIS is a motor
learning phenomenon means that in order to effectively solve problems in CIS,
users need to be given opportunities to practice the skills required to solve a
problem. If all goes well, a user, with practice, will be able to perform the
required task and their movement actions can be interpreted as a solution to
the problem. Many of the guidelines in this chapter aim to make the process of
learning and performing the skills needed to solve a problem in CIS as efficient
and effective as possible. This section deals with guidelines associated with
some of the factors that have the largest influence on motor learning and skill
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acquisition – the amount and distribution of practice.
Guideline 5.1 Limit practice based on rate of performance improvement
The single largest influence on the degree to which someone can improve their
performance in a physical task is the amount of practice they have. In general,
performance improvement with practice starts off rapidly and decreases over
time with a power law of the general form
Performance Improvement =

a
Pb

(5.4)

where P is the amount of practice and a, b are constants. This relationship
between performance and practice holds for tasks with a wide variety of performance measures (Newell and Rosenbloom, 1981). While it is possible for
performance to continue over very long periods of time (e.g.Crossman, 1959),
performance improvements will become progressively smaller.
The actual number of practice attempts required to achieve a satisfactory
level of performance is likely to vary dramatically from problem to problem,
so it is difficult to provide guidance on the specific amount of practice to
allow for. What can be guarded against is wasting time on practice that
may not yield significant performance improvement. This can be done by
monitoring performance improvement and limiting practice once the rate of
performance improvement becomes too low. What constitutes “too low” will
be task specific and will need to balance the time and effort provided by
users against the benefit of small improvements in the solution. Problems
with high value solutions may justify increased effort even for only marginal
improvements in the solution.
A related issue concerns tasks for which there is an absolute performance
limit that may give rise to a performance ceiling in which user performance
may approach, but never actually reach the performance benchmark (Schmidt
and Lee, 2011). In such cases it may be very difficult for a user to improve
once they approach a performance ceiling and further practice is unlikely to
be of benefit.
Guideline 5.2 Distribute practice over a number of separate sessions
Another key factor related to the amount of practice is the distribution of that
practice over time. Organising practice into a number of separate sessions with
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rest periods between can significantly improve skill acquisition and retention
across a wide range of task types, but particularly for motor skills (Donovan
and Radosevich, 1999). The degree and manner in which practice for CIS users
can be distributed across multiple practice sessions depends on the arrangements made with individual users and their availability. A general guideline
is that longer rest periods are better than shorter rest periods (Donovan and
Radosevich, 1999). Quite apart from the benefit to skill acquisition, a regime
of distributed practice would help mitigate the effects of fatigue on a user’s
attempts to solve a problem. Fatigue was a problem reported by some subjects
in the cart-pole study in chapter 4. For some problems it may be necessary
for users to practice over a much longer period of time. In such cases, shorter
practice sessions distributed over days, weeks, or even months may be the most
effective regime rather than a single concentrated block of practice (Baddeley
and Longman, 1978).
Guideline 5.3 Vary task details during practice
A final consideration concerning the organisation of practice is varying the
details of the task during practice in order to improve skill acquisition. The
retention of performance on a particular task can be enhanced if practice includes variations of the task to be performed (Shea and Kohl, 1991). Practice
on the required task and variants of that task seems to produce better results
than practice on the required task alone. Both effects may be the result of
a greater generalization of the skill during acquisition due to exposure to the
task variants (Lee et al., 1985). From a problem solving perspective, a skill
that generalises to variations of a problem allows the user to solve those variations of the problem, making their skill more useful. Variations in a problem
might comprise modified initial conditions, modified target states, or modified
constraints. A limitation on these variations would be that the basic inputoutput relationships should remain largely the same. Too much variation, such
as a parameter change that results in a target state changing from a stable
equilibrium to a unstable equilibrium might effectively result in a different task
across which a skill may not generalise.

5.2.6

Feedback on performance

Feedback on performance can have a powerful influence on skill development
and performance and can help reduce the Gulf of Evaluation by making it easier
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for users to assess the results of their actions in solving the specified problem.
There is a broad distinction between two types of feedback — inherent feedback
and augmented feedback (Dijk et al., 2005). Inherent feedback is information
derived from the task itself. Simply performing a task provides a user with
some information on how well they performed the task. Augmented feedback
refers to additional information provided to a user on their performance that
is not apparent from the performance itself. Both are important sources of
information for a CIS user attempting to learn how to solve a problem and
both have a role to play in minimising the Gulf of Evaluation.

Guideline 6.1 Provide inherent feedback on performance where possible
The advantages of inherent feedback is that it is processed by the user as they
perform the task and can guide the performance of the task as it unfolds. This
also means that it is easy for a user to correlate the information provided in the
feedback with those elements of the performance to which it relates. This is
more difficult if the information is provided separately. Because it is processed
during the performance of the task, no time is taken to present and process
the feedback after the task has been completed, making the process of multiple
task trials more efficient. This leads to a general guideline that feedback on
user performance be provided to a user using inherent feedback where possible.
Some feedback is inherent in the user’s interaction with the system such as
the time taken or the control effort required to complete the task. Other forms
of inherent feedback are provided by display and input artifacts in the CIS
framework such as translucent target boxes that aid in the accurate positioning
of the state of the system and constraints that change colour when violated to
clearly indicate whether the user is meeting the requirements of the problem.
A particular difficulty concerns performance measures that are difficult
for users to assess via their subjective experience of the system or difficult to
express in the CIS framework. The discounted control effort performance measure described in section 3.4 is one such example. The subject may have been
better able to optimise the system with respect to this performance measure
had there been a suitable form of inherent feedback, although it is not clear
what this might be. This is a key area for future work in developing CIS.
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Guideline 6.2 Provide post-performance feedback to augment inherent feedback
While inherent feedback has the obvious advantage of providing information
to a user directly through their experience of a task there is still an important
role for augmented feedback being provided separate from the the experience
of the task itself. A widely studied form of augmented feedback is Knowledge
of Results (KR), which focuses on providing feedback on movement outcomes
rather than the details of the movement itself (Salmoni et al., 1984). Feedback
on a movement outcome appears to be more effective than feedback on how
to achieve it, possibly because it facilitates movement “automaticity” (Wulf
et al., 2009). This aligns well with CIS in which the outcome is the performance
measure and the movement actions required to achieve the outcome are not
known a priori. KR can have a powerful effect on skill development and in some
cases is essential if a skill is to be learned at all (Magill, 1994). In some cases,
KR can fill in for a complete lack of inherent feedback on the performance of
a movement task (e.g., Bilodeau et al., 1959).
Given the importance of KR in facilitating effective motor learning, a general guideline is to provide users with explicit information on their performance. This is especially important in cases where users may have difficulty
evaluating their performance purely from their experience of a problem-solving
task.
In the CIS framework described in this thesis, the primary means of providing KR to a user is a numeric score that reflects the performance measure
for the problem they are solving. These scores can be made available to individual users in the simulation environment of the CIS framework. They can
also be shared between users via a “leader board” that provides a summary of
the best scores achieved for a problem. This latter option opens the door to
competition between users to produce the best scores. These KR-related features in the CIS framework are put to limited use in the case study presented
in chapter 6.
As with mechanisms for providing inherent feedback, the best forms of
KR for use in the CIS approach is a key area for future research, particularly
as overuse or misuse of KR can have detrimental effects on motor learning
(Anderson et al., 2005; Salmoni et al., 1984; Winstein and Schmidt, 1990).
Regardless of the outcome of that work there will be important guidelines
on the use of feedback on performance in CIS to help maximise the problem
solving potential of the approach.
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Table 5.2: Parameters of the dynamic IS-LM system
Policy A

A
0.03

a
1.03

b
0.60

γ
0.05

λ
1

r̂
0.001

α
1

s
0.08

β
1

g
0.5


0.9

θ
5

τ
0.06

This concludes the description of a proposed set of guidelines for the application of the CIS framework developed in this thesis. These guidelines are
preliminary and will be a focus for ongoing to work to make them more comprehensive and easier to apply. The following section presents a case study
that examined the impact of several of the key guidelines proposed in this
section on the problem solving performance of users of the CIS framework.

5.3

Economic policy setting

This section presents a case study that examined the learning process in CIS
problem solving in more detail and tested the overall effectiveness of several
key guidelines described in the previous section. The system chosen for this
case study was a three dimensional nonlinear dynamical system from economic
dynamics — a dynamic Investment Saving and Liquidity preference Money
supply model (IS-LM) with delayed collection of tax revenues (De Cesare and
Sportelli, 2005). This system was chosen as it exhibits interesting nonlinear
behaviour such as qualitative behaviour changes with small changes in parameter values and the added technical difficulty of delayed state variables. The
following system of delay differential equations define the dynamical system



|Y (t)|a


+g
Ẏ
(t)
=α
A


|r(t)|b







− s[(1 − (1 − )τ )Y (t) − τ Y (t − θ)] − τ [(1 − )Y (t) + Y (t − θ)] ,




λ


ṙ(t) = β γY (t) + r(t)−r̂ − M (t) ,





Ṁ (t) = g − τ (1 − )Y (t) + Y (t − θ).
(5.5)
The state of the system is defined by the state variables Y , r, M representing investment, interest rates, and money supply respectively. The parameters
A, α, a, b, g, s, β, γ, λ, and r̂ represent various economic features. The parameters τ , , and θ represent tax policy – tax rate, the proportion of tax revenues
affected by delayed collection, and the delay in collection respectively. Under
the economic settings shown in table 5.2 (Policy A) the system settles into a
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stable equilibrium at Y ∗ = 8.3351, r∗ = 0.2403, M ∗ = 4.5954 from an initial
condition of Y = 5.0, r = 5.0, M = 2.0.
If, under a new policy (Policy B), the time delay in collecting tax revenues,
θ, is increased from 5 to 20 time periods the behaviour of the system changes
and the previously stable equilibrium becomes an unstable equilibrium (De Cesare and Sportelli, 2005). The problem under investigation here was, under
this new policy, achieve the same economic outcome that would have been
achieved under Policy A, i.e., the system stabilised at Y ∗ , r∗ , M ∗ . Since the
system is unstable under Policy B this would only be possible through active
control of, in this case, the tax rate. In other words, the aim is to stabilize
the system at Y ∗ , r∗ , M ∗ through manipulation of the parameter τ , where
0.03 ≤ τ ≤ 0.09. An additional requirement was added that the system be
stabilised as quickly as possible. This problem can be stated mathematically
as finding a tax policy, τ ∗ (t), that minimizes the error of the system from the
desired state, i.e., minimize
Z

T

|x∗ − x(t)|dt

(5.6)

0

over the time period T , where x = (Y, r, M ).

5.3.1

Study goals

This case study had two primary goals. The first was to examine the behaviour
of subjects over the course of their attempts to solve a strategy refinement
problem to see if it was consistent with motor learning behaviour. Verifying
this lends weight to claims that problem solving in CIS is a motor learning
phenomenon and any guidelines developed on that basis.
The second goal of the study was to examine the impact of the key guidelines described in the previous section. Specifically, does the application of the
guidelines result in better problem solving performance?

5.3.2

Problem presentation

There were two different presentations of the IS-LM stabilisation problem used
in this case study. The first was a presentation in which key decisions regarding
how to present the problem were made on a “default” basis. This was similar to
the approach used in the presentation of problems in the case studies in chapter
3 and chapter 4. The second presentation was a modification of the default

5.3. ECONOMIC POLICY SETTING

169

presentation based on the application of guidelines related to the selection of
variables, the mapping of variables, and the time scale used for the simulation
of the system.
Default presentation
In the default presentation of the problem decisions on variable selection, ordering and scaling, and the time scale of the simulation were made as simply
as possible. All state and control variables were included. State variables were
mapped to the xD , yD , and zD axes of the display in the order in which they
appear in the system of equations 5.5. The state variables were scaled so that
the immediate region surrounding the initial condition and the equilibrium
state filled the visual scene. The range of control variable, 0.03 ≤ τ ≤ 0.09,
was mapped to the full range of movement of the xI axis of the haptic pen
and the pen was constrained with force feedback to move only in the xI direction. The time scale of the simulation was set so that 20 time periods were
simulated in 1 second of real time (T = 20t), which allowed the stable version
of the system (Policy A) to settle into equilibrium in 10 seconds of real time
– a reasonable period for a task users would need to repeatedly practice. The
ball was placed initially at Y = 5.0, r = 5.0, M = 2.0 and the target box
was placed at Y ∗ = 8.3351, r∗ = 0.2403, M ∗ = 4.5954. The instruction to
the subjects was to “put the ball in the box as quickly as possible and keep
it there”.4 The task ended if a subject managed to stabilize the system (kept
the center of the ball inside the box) for 40 consecutive simulated time periods
or terminated automatically if the subject failed to stabilize the system after
200 simulated time periods (2 seconds and 10 seconds of real time, respectively). This default presentation of the system is summarised in table 5.3 and
illustrated in fig 5.2.
The only guidelines explicitly followed in this presentation were Guideline
3.1 on establishing an initial spatio-temporal scaling and Guidelines 4.1 and 4.2
on the use of verbal instructions and display elements to define the problem.
Modified presentation
The default presentation was modified according to guidelines on variable selection, variable mapping, and spatio-temporal scaling after some experimen4

This instruction to the user expresses a minimum time criterion, which is technically
different to the minimum error criterion in equation 5.6. The likely impact of this discrepancy
on the results of this study is discussed in section 5.3.6.
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Table 5.3: Default presentation of the IS-LM strategy refinement problem
Time scale
State variables
Ordering
Scaling
Control variables
Mapping
Scaling
Task
Duration
Initial conditions
Termination criteria
Performance measure

1 second of real time = 20t
Y ⇒ xD , r ⇒ yD , M ⇒ zD
0 ≤ Y ≤ 10, 0 ≤ r ≤ 10, 0 ≤ M ≤ 10
τ ⇒ xI
0.03 ≤ τ ≤ 0.09
10 seconds of real time (200t)
Y = 5.0, r = 5.0, M = 2.0
System stabilized for 2 seconds of real time
(40t) at Y = 8.3351, r = 0.2403, M = 4.5954
R 200
min 0 |x∗ − x(t)|dt

tation with the default presentation of the system.
In the region of the unstable equilibrium the system maintained an approximately constant value of r, regardless of changes in the tax rate, τ . For this
reason, the variable r was dropped from the presentation of the system, which
then became two-dimensional in the variables Y and M , with Y mapped to
the xD -axis of the display and M mapped to the yD -axis. This simplification
was useful for three reasons. Firstly, it reduced the complexity of the visual
scene making it easier for subjects to attend to the information relevant to
solving the problem at hand (Guideline 1.1). Secondly, the motion of the ball
was now entirely in the xD -yD plane avoiding any perceptual biases associated
with the zD -axis (Guideline 2.1). Finally, it helped reduce a significant degree
of S-R incompatibility in the response of the ball to movement of the pen.
Subjects could be expected to approach the IS-LM system with the basic
expectation that moving the pen would cause the ball to respond in the same
direction. The default presentation of the system violated this basic expectation in two ways. Firstly, the pen only moved in one dimension (left-right), but
the ball that it controlled moved in three dimensions. This was similar to the
situation faced by subjects in the cart-pole study. Reducing the presentation
from three to two dimensions lessened this issue. Secondly, moving the pen
to the right caused the ball to accelerate toward the left, and vice versa, the
opposite of what subjects might expect. Reversing the sign of the mapping
of the input variable, τ , to the xI -axis input device addressed this concern
(Guideline 2.2). A similar result could also have been achieved by changing
the signs of the state variable mapping.
Finally, under the default presentation it was difficult to stabilise the system
without under and overshooting the target state in a series of oscillations that
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Figure 5.2: Subject’s view of the default IS-LM problem presentation. Labels
and freeze frame reconstruction of system trajectory under the stable Policy
A shown for illustration.
were difficult to eliminate. Under the modified presentation the time scale of
the simulation was reduced so that 1 second of real time corresponded to 10
periods of simulated time (T = 10t) in order to slow the response of the system
to control input and reduce control instability (Guideline 3.4).
Again, the instruction to the subjects was to “put the ball in the box
as quickly as possible and keep it there”. If they managed to stabilise the
system for a period of four seconds the task terminated. The task terminated
automatically after 20 seconds. These longer time periods were used to ensure
the same number of simulated time periods under the modified time scale. This
modified presentation of the system is summarised in table 5.4 and illustrated
in fig 5.3.

5.3.3

Method

The study employed a standard motor learning retention test methodology in
which subject performance was recorded over an initial series of skill acquisition
trials and then again 24 hours later in a series of retention trials (Schmidt and
Lee, 2011). 28 subjects were recruited from a population of office workers aged
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Table 5.4: Modified presentation of the IS-LM strategy refinement problem
Time scale
State variables
Ordering
Scaling
Control variables
Mapping
Scaling
Task
Duration
Initial conditions
Termination criteria
Performance measure

1 second of real time = 10t
Y ⇒ xD , M ⇒ yD
0 ≤ Y ≤ 10, 0 ≤ M ≤ 10
τ ⇒ −xI
0.03 ≤ τ ≤ 0.09
20 seconds of real time (200t)
Y = 5.0, r = 5.0, M = 2.0
System stabilized for 4 seconds of real time
(40t) at Y = 8.3351, r = 0.2403, M = 4.5954
R 200
min 0 |x∗ − x(t)|dt

between 25 and 50. 25 subjects were male and 3 female. All but two subjects
were right handed. All subjects had normal stereoscopic vision. The subjects
were randomly assigned to either the default or the modified presentation with
14 subjects in each group.
Each subject was asked to perform the task of “putting the ball in the
box as quickly as possible” 80 times in the initial acquisition session. The 80
acquisition trials were performed in four blocks of 20 trials with a 60 second
break between blocks. Subjects were then asked to return 24 hours later to
perform an additional 20 retention trials. There were no pre-practice trials
and subjects were exposed to their assigned presentation from the very first
trial. Subject performance on each trial was calculated using equation 5.6.
Subjects were not given any information about the nature of the underlying
system. None of the subjects had any background in economics or nonlinear
systems analysis.

5.3.4

Statistical analysis

Individual subject performance was recorded on every trial and averaged over
each block of trials (Fraser et al., 2009). Motor learning was assessed within
each presentation using a repeated measures analysis of variance (ANOVA
with Greenhouse Geisser correction) with trial block as the repeated measure.
Additional pair-wise t-test comparisons of block means were made with Bonferroni adjustment for multiple comparisons. The alpha level for all statistical
tests was 0.05.
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Figure 5.3: Subject’s view of the modified IS-LM problem presentation. Labels
and freeze frame reconstruction of system trajectory under the stable Policy
A shown for illustration.

5.3.5

Results

Of the 14 subjects assigned to the default presentation, 11 could be said to have
learned to solve the problem in that they were able to steer the ball toward
the target box and keep it either in the box or in its general vicinity without
the ball escaping from the region of the unstable equilibrium. Fig 5.4a shows
the median performance on the 80th trial for the default presentation. Three
subjects were unable to effectively control the ball at all, even after 80 trials of
practice. The data from these three subjects were excluded from the analysis.
The performance of the remaining 11 subjects over the 5 blocks of trials is
summarized in fig 5.4b. Mean performance improved over the 5 blocks of trials,
F (2.7, 27.0) = 34.7, p < 0.001. This improvement in performance persisted
into the retention trials. Indeed, performance continued to improve in the
retention trials with the mean error in Block 5 (M = 240.59, SD = 106.87)
less than Block 4 (M = 303.42, SD = 136.99), p = 0.036.
Of the 14 subjects assigned to the modified presentation, 11 were able to
readily solve the problem after a relatively short number of practice trials with
a high degree of reliability. Fig 5.5a shows the median performance on the
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Figure 5.4: Results for the default presentation (a) Median subject performance on the 80th acquisition trial. The system state trajectory shown in the
top plot. Dotted lines show target values. The control input generated by the
subject is shown in the bottom plot. (b) Box plot of subject performance over
time.

80th trial for the default presentation. One subject was unable to learn how to
control the ball at all. One subject withdrew from the trial due to ill health and
one subject failed to return for the retention trials. The data from these three
subjects were excluded from the analysis. The performance of the remaining
11 subjects over the 5 blocks of trials is summarized in fig 5.5b. In this case
there was a marked and rapid improvement in performance over Blocks 1 to
3 both in terms of average performance and variance. Analysis over blocks
3 to 5 showed no further improvement during the acquisition trials nor any
deterioration into the retention trials, F (1.368, 13.68) = 3.3, p = 0.0816.
Comparison of performance at the end of the acquisition trials (Block 4)
between the default presentation (M = 303.42, SD = 136.99) and modified
presentation (M = 95.07, SD = 9.32) revealed a significantly better final performance with the modified presentation (Welch t = 16.73, p < 0.001). A
Welch-t test was performed due to the large difference in variance between the
blocks (Welch, 1938).
A post-hoc calculation of the statistical power of the comparison between
Block 4 trials was 0.9993 with an effect size of Cohens d = 2.146 (Howell,
2013), indicating that there was a negligible probability of not detecting the
observed experimental effect with the number of subjects used in the study.
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Figure 5.5: Results for the modified presentation (a) Median subject performance on the 80th acquisition trial. The system state trajectory shown in the
top plot. Dotted lines show target values. The control input generated by
the subject is shown in the bottom plot. Note that the trial terminated at
about t=95 once the subject had stabilised the system for 40 consecutive time
periods. (b) Box plot of subject performance over time.

5.3.6

Discussion

In terms of the problem that the subjects were asked to solve, the results of the
experiment show that it was indeed possible to stabilise this unstable economic
system by manipulating the taxation rate.5 The movement actions made by
the subjects in solving this problem can be interpreted as a tax policy, τ (t),
that achieved this goal. The optimality of the solutions produced has not been
examined in detail as a known optimal solution to this problem was not available to the author. Nonetheless, the best solution produced in the case study
was a “good” solution in that it met the basic requirements of the problem
to stabilise the system and was demonstrably better than a range of other
solutions produced. There are two reasons why the best solution produced
in the study was likely to sub-optimal. The first concerns the variability in
human performance and the difficulty in achieving optimal performance in the
presence of a performance ceiling, as previously discussed in section 3.3.5. The
second concerns the discrepancy between the performance measure calculated
using the error of the system from the target state (equation 5.6) and the instruction given to subjects to “put the ball in the box as quickly as possible
and keep it there”. Strictly speaking, subjects were attempting to solve a minimum time problem rather than a minimum error problem. Had they actually
achieved an optimal minimum time solution, this solution may not necessarily
5

A video demonstration of typical subject behaviour under the default and modified
presentations is available at https://youtu.be/WnU6nJzXM A.
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correspond to the minimum error solution. However, the results show that
subjects were improving their solutions with respect to the minimum error
criteria under the instructions they were given. It’s not clear from this case
study whether an instruction to “minimise the error between the position of
the ball and the box” would have yielded different solutions.
The results illustrate the importance of practice in improving the solutions
produced by subjects. Subjects progressed from having basically no ability
to solve the problem to being able to solve the problem with some reliability. The rate of improvement and ultimate quality of solution varied between
presentations, but in both cases solutions improved systematically with more
practice. This improvement was consistent with the characteristics of human
motor learning for continuous tracking tasks – power law-like improvement in
performance with practice, and strong retention of skill over time as evidenced
by the comparison of means across trial blocks 4 and 5 for both presentations
(Fleishman and Parker, 1962).
The results of the experiment also clearly demonstrated the importance of
key CIS application guidelines concerning variable selection, variable mapping,
and the time scale of the simulation. The subjects who used the modified
presentation produced better solutions with less practice than the subjects who
used the default presentation. The most striking difference in the performance
of subjects under the modified presentation was their ability to quickly acquire
the target state and stabilise the system without the over and undershooting
evident with the default presentation (compare figs 5.4a and 5.5a). Since the
modified presentation included a number of changes to the presentation of the
problem the results of the study do not allow a discrimination of the individual
effects of these changes.
The results suggest that the skill required to solve the problem using the
modified presentation was easier to learn than the skill required to solve the
problem using the default presentation. However, the results also showed that
while the modified presentation clearly produced better solutions more quickly,
the solutions produced by subjects using the default presentation did improve
over time and continued to improve into the retention trials. Indeed, the best
performance on the final acquisition trial using the default presentation (87.2)
compares favourably with the median performance on the final acquisition trial
using the modified presentation (88.3). This shows that good performance is
possible with the default presentation. This is an important result as more
complex problems will result in more complex tasks for subjects to perform,
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even with the most careful attention to the presentation of the problem. With
more practice the solutions produced by subjects using the default presentation
may have continued to improve, although it is not clear whether they would
have reached the same level of performance as subjects using the modified presentation. On the other hand, the performance of subjects using the modified
presentation plateaued in Block 3, with no further improvement through to
Block 5, suggesting that further practice would be unlikely to produce better
solutions (Guideline 5.1). It should also be acknowledged that a small number of subjects never “got the hang” of controlling the ball and were unable
to produce any useful solutions, even with the modified presentation. The
risk of this preventing a solution to the problem being found was mitigated in
this study by the use of a total of 14 subjects (per presentation), suggesting
that using groups of users to solve a problem may be an important aspect of
improving the effectiveness of the approach.

5.4

Cart-pole revisited

In light of the impact of the guidelines on the ability of subjects to stabilise
the IS-LM economic system in the case study presented in this chapter the
presentation of the cart-pole system used in the case study in chapter 4 was
modified to see if it would be any easier to stabilise.
The original presentation of the system was modified to put a target box at
the unstable equilibrium at θ = 0, θ̇ = 0, ẋ = 0 (Guideline 4.2), the simulation
ran at half its real time speed, T = 0.5t (Guideline 3.4), and the scaling
factor for the state variables was also halved so that the region surrounding
the unstable equilibrium appeared approximately twice as big (Guideline 3.1).
A single subject was asked to attempt to stabilise the system using both
presentations. As in the case study in chapter 4, the subject was unable to
stabilise the system using the original presentation, even with the added target
box. However, the subject was able to stabilise the system at the unstable equilibrium with the new presentation after only a small amount of practice. Figs
5.6a and 5.6b illustrate the trajectory of the system on attempts to stabilise
the system using the two presentations.6
While this was only a quick and informal trial, it suggests that, as with
the economic system studied in this chapter, attention to the spatio-temporal
6

A video demonstration of the stabilisation of the cart-pole system under this modified
presentation is available at https://youtu.be/pFMF7nllZnA.
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(a)

(b)

Figure 5.6: Example trajectories for a subject attempting to stabilise the cartpole system. (a) A typical trajectory with the original presentation in which
the ball slows down, but passes through the target box without completely
stopping. (b) Trajectory with the modified presentation in which the ball is
steered into the target box and kept there for several seconds of real time.
scaling of a particular problem in the CIS framework can have a large impact
on the ability of users to solve a problem.

5.5

Chapter summary

Key findings in this chapter were
1. The well-known model of interaction based on the concepts of the Gulf
of Execution and the Gulf of Evaluation (Hutchins et al., 1985) provides
a useful framework for understanding where efforts at improving the
application of CIS should be directed.
2. CIS entails an essential Gulf of Execution that represents the problem
to be solved. Nonetheless, the presentation of a dynamical system for a
particular problem should aim to minimise both the Gulf of Execution
and the Gulf of Evaluation as far as possible in order to ensure that a
problem is no more difficult for a user to solve than is necessary.
3. A series of guidelines were proposed to help address usability issues identified in previous case studies by reducing the Gulfs of Execution and
Evaluation in the application of the CIS framework to a particular problem.
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4. A case study was presented that examined the impact of several key
guidelines on the ability of subjects to stabilise a nonlinear model from
the study of economic dynamics.
5. Subjects using a presentation modified according to several key guidelines
were able to produce better solutions more quickly than subjects using
a “default” presentation.
6. The behaviour of subjects using both presentations of the problem over
the course of the study was consistent with motor learning behaviour.
This chapter has proposed a number of guidelines aimed at making the
application of the CIS framework developed in this thesis more effective by
considering decisions that need to be made in a number of key areas. The
behaviour of subjects over the course of the case study and the impact of
several key guidelines on their performance suggest that the development of
guidelines based on the premise that problem solving in CIS is a motor learning phenomenon is a fruitful avenue for further work. While the guidelines
presented are indicative of the sort of considerations that bear on the application of CIS, there is much more work that can be done to further clarify and
quantify the guidelines. Importantly, there is work to do on trying to operationalise the guidelines within the CIS framework as much as possible, so that
the application of the framework guides the investigator through the necessary
decisions, making the approach easier to use. One such example might be to
automatically estimate an initial time scale factor for the simulation so that
the ball moves at a “reasonable” speed, as per the discussion in Guideline 3.1.
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Chapter 6
Navigating Wonderland
This chapter draws together the work presented in preceding chapters in a more
complex case study involving a discrete four dimensional nonlinear model of
economic growth and environmental sustainability. This case study was an
opportunity to exercise more features of the CIS framework developed in this
thesis and to provide an additional example of the application of the guidelines
proposed in chapter 5. The case study included both strategy discovery and
strategy refinement problems.
The case study explored the practical application of the CIS approach
with an emphasis on getting results quickly and cheaply. This was achieved by
using a small number of subjects with minimal instruction and supervision. In
essence, the problems were mapped into the CIS framework and then handed
over to the subjects to solve on their own. This approach to problem solving
opens the door to engaging a wider audience of users in the problem solving
process. The case study also took a first step in exploring interaction between
subjects as they attempted to solve a problem.
Section 6.1 introduces the Wonderland model used in the case study. Section 6.2 describes the strategy discovery phase of the study and section 6.3
describes the strategy refinement phase. Finally, section 6.4 discusses the implications of this case study for future development of the CIS approach.
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Wonderland

The study of the interplay between economic, demographic, and environmental systems is an important area of research in a world in which the compatibility of continued economic growth and environmental sustainability is
increasingly under question (e.g., Higgs, 2014). One model that relates economic, demographic, and environmental systems, known as Wonderland, was
first formulated by Sanderson (1994). This model consists of four nonlinear
difference equations with 17 parameters and captures interesting phenomena
including sudden and catastrophic environmental collapse under certain conditions. This system has been used to investigate sustainability of economic
growth (Herbert and Leeves, 1998; Kohring, 2006; Lempert et al., 2003) and
as a benchmark problem for visualization techniques for higher dimensional
dynamical systems (Gröller et al., 1996; Wegenkittl et al., 1997a). The model
is defined as follows (Kohring, 2006)
h



i
x(t + 1) = x(t) 1 + b y(t), z(t) − d y(t), z(t) ,


h
iλ
τ
y(t + 1) = y(t) 1 + γ − (γ + η) 1 − z(t) − γ0
1−τ


g x(t), y(t), z(t), p(t)

,
z(t + 1) =
1 + g x(t), y(t), z(t), p(t)


τ
p(t + 1) = p(t) 1 − χ − χ0
,
1+τ
where


eβy
b(y, z) = β0 β1 −
,
1 + eβy

 αy 


e
θ
1
+
α
(1
−
z)
,
d(y, z) = α0 α1 −
2
1 + eαy
z
ρ
g(x, y, z, p) =
e δz −ωf (x,y,p) ,
1−z


(6.1)
(6.2)

(6.3)

(6.4)



(6.5)
(6.6)
(6.7)

and
f (x, y, p) = xyp.

(6.8)

The state variables x(t), y(t), z(t), and p(t) represent the population, per
capita output, stock of natural capital (the environment), and pollution flow
per unit of output respectively. The following parameter values represent the
so-called “Dream Scenario” in which economic growth continues with little or
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Figure 6.1: Wonderland Horror Scenario with and without constant tax policy
plotted in the x, p, y subspace. The x, p, y sub-space was chosen rather than
the more usual x, y, z subspace to match the presentation of the system used
in the case study that follows.
no impact on the environment.
• Population: α = 0.09, α0 = 10.0, α1 = 2.5, α2 = 2.0, β = 0.8, β0 = 40.0,
β1 = 1.375, θ = 15.0
• Environment: χ = 0.03, δ = 1.0, ρ = 0.2, ω = 0.1, τ = 0.0, χ0 = 0.0
• Economy: γ = 0.04, η = 0.04, λ = 2.0
Changing the value of the parameter χ, the decoupling rate, from 0.03 to
0.01 causes a phase transition to the “Horror Scenario” in which the environment collapses irrevocably after a period of economic growth. An important
question concerns what can be done to save a system from environmental
collapse if it happens to be in the Horror Scenario. One approach is to tax
pollution at its source. Kohring (2006) determined that a modest tax on emissions can avoid environmental collapse in a Horror Scenario. The key pollution
tax policy parameters are τ , the tax rate on emissions and χ0 , the incremental
improvement in the rate at which technological innovations reduce the pollution flow per unit of output. The trajectory of the system under the Horror
Scenario with and without a constant tax on emissions is shown in fig 6.1.
Previous work has assumed constant values of τ and χ0 over the course of
the scenario and has left open the question of how they might be varied over
time to provide more policy options (Kohring, 2006; Herbert and Leeves, 1998).
For example, does a tax need to be permanent or could it be introduced for only
a short period of time and still lead to the same overall outcome? If it’s a short
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period of time, when should it be applied? How should the tax parameters τ
and χ0 be varied together? One approach to answering these questions is to
ask the more general question — given control of the parameters τ and χ0 ,
what are the ways in which the system can be manipulated in order to avoid
environmental collapse? What is the repertoire of control strategies from which
we might choose policy approaches to implement? Once a repertoire of control
strategies have been identified the question arises of how to refine particular
strategies to produce the best possible outcome.
This particular system was chosen for this case study as it is more complicated than systems used in previous case studies with four state variables
and two control variables. This provided an opportunity to exercise the CIS
framework’s ability to support dynamical systems with more than three state
variables. The system also provided an opportunity to explore the use of CIS
for studying discrete dynamical systems.

6.2

Strategy discovery

The first phase of the Wonderland case study was intended to identify alternate
policy options that could be used to achieve sustainable economic growth in a
situation that would otherwise lead to environmental collapse.

6.2.1

Study goals

The primary goal of the strategy discovery phase was to explore alternatives
to the constant tax policy strategy for achieving environmentally sustainable
economic growth described above through active control of the tax policy parameters, τ and χ0 . A secondary goal was to do this quickly and simply.

6.2.2

Problem presentation

In order to present the four state variables of the system an “orb” was used
rather than the simple ball used in previous studies. The orb featured a small
“bauble” on its top. The orb was free to rotate about the zD -axis of the
display so that the bauble could move from its position on top to a position
at the bottom of the orb. All state and control variables were included in
the presentation. State and control variables were mapped as follows after
experimentation with the system in the CIS framework. The system’s x, p, and
y variables were mapped to the xD , yD , and zD axes of the display respectively
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Table 6.1: Presentation of the Wonderland strategy discovery problem
Time scale
State variables
Mapping
Scaling
Control variables
Mapping
Scaling
Task
Duration
Initial conditions
Terminal state

1 second of real time = 100t
x ⇒ xD , p ⇒ yD , y ⇒ zD , z ⇒ θzD
0 ≤ x ≤ 5, 0 ≤ p ≤ 1, 0 ≤ y ≤ 100, 1 ≤ z ≤ −1
τ ⇒ zI , χ0 ⇒ yI
0 ≤ τ ≤ 0.1, 0 ≤ χ0 ≤ 0.5
30 minutes of exploration
x = 1, p = 1, y = 1, z = 1
x = 4, p = 0.1, y = 100, z = 1

with the sign of each reversed (0 ≤ x ≤ 5, 0 ≤ p ≤ 1, 0 ≤ y ≤ 100). The
system’s z variable was mapped to the angular displacement of the orb about
the zD -axis, θzD . The bauble at the top indicated an undamaged environment
(z = 1). The bauble at the bottom indicated environmental collapse (z = 0).
The control parameters τ and χ0 were mapped to the zI and yI axes of the
haptic pen respectively (0 ≤ τ ≤ 0.1, 0 ≤ χ0 ≤ 0.5). The movement of the pen
was constrained to move only in the yI - zI plane. The pen was spring loaded
to return to the τ = χ0 = 0 position when released. The simulation of the
system proceeded at a rate of 100 simulated time steps per real time second
(T = 100t).
This particular mapping was chosen so that the state variables x and p,
over which the control variables had the most influence, were mapped to the
xD and yD axes of the display (Guideline 2.1). Similarly, the stock of natural
capital, z, was mapped to the angular displacement of the orb θzD so that the
position of the bauble on the orb moved in the xD -yD plane of the display. The
mapping of the control variables was chosen to maximise stimulus-response
compatibility (Guideline 2.2). When the pen was raised, the natural rise of
orb accelerated. When the pen was pulled back the natural motion of the orb
toward the back was retarded.
The choices for spatio-temporal scaling followed Guideline 3.1. The scaling
of state variables was chosen so that the region around the constant tax policy
trajectory of the system filled the visual scene. The permissable ranges for
the control variables were mapped to the full range of movement of the pen.
The time scale of the simulation was chosen so that the constant tax policy
trajectory in fig 6.1 lasted for approximately 2.5 seconds of real time. This
was approximately four times longer than the time the Lotka-Volterra system
in the strategy refinement pilot study in section 3.3 took to travel between its

186

CHAPTER 6. NAVIGATING WONDERLAND

(4, 0.1, 100)
z
χ0	
  

y

τ

x
p

(1,1,1)
(a)

(b)

Figure 6.2: Subject’s view of the presentation of the Wonderland system in the
CIS framework. (a) The x, p, and y variables of the system are represented by
the location of an “orb” in xD , yD , zD display coordinates respectively. The z
variable is represented by the angular displacement of the orb about the zD -axis
of the display. The orb starts at the initial condition x = 1, p = 1, y = 1, z = 1.
A target state x = 4, p = 0.1, y = 100, z = 1 is represented as an air vent on
the back wall of the scene. (b) The χ0 and τ control variables were mapped
to the yI and zI axes of the haptic pen respectively.

initial and final states.

Under this mapping and the parameter settings for the conventional Horror
Scenario with τ = 0, χ0 = 0 the orb rises from its initial position (x = 1, p = 1,
y = 1, z = 1) and drifts toward the back wall. After 90 simulated time periods
the bauble drops to the bottom of the orb (environmental collapse) and the
orb drifts to the front upper right corner of the display following the trajectory
shown in fig 6.1. With a constant tax policy of τ = 0.025 and χ0 = 0.1 the
orb rises and moves to the left while proceeding to the back wall of the display
avoiding environmental collapse. As the goal of this study was to investigate
alternatives to this constant tax policy, a target box (presented as an air vent)
on the back wall at the position reached by the orb under this policy, i.e.,
(x = 4, p = 0.1, y = 100, z = 1). This presentation of the Wonderland system
is summarised in table 6.1 and illustrated in fig 6.2.
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Figure 6.3: Results of the Wonderland strategy discovery problem. (a) System
trajectories for discovered control strategies A (grey), B (blue), and C (green).
The uncontrolled collapse trajectory is shown in red. (b) Corresponding control
actions. τ shown with a solid line and χ0 with a dashed line.

6.2.3

Method

In keeping with the goal of trying to apply the CIS approach quickly and
cheaply, a single subject was invited to explore the behaviour of the system
and its response to control actions for a period of 30 minutes. The subject,
recruited from the same office environment as the subjects for the IS-LM case
study was aged 49, right handed, and with normal stereoscopic vision. The
subject had no expertise in economics or the analysis of dynamical systems and
had not participated in any previous case studies. The subject was instructed
in the operation of the CIS framework and shown the intrinsic behaviour of
the system under the normal Horror Scenario. In particular, the behaviour
of the orb on the occurrence of environmental collapse was highlighted to the
subject. The subject was then asked to see if they could find ways of steering
the orb into the air vent on the back wall of the visual scene. At the end of the
30 minutes, the subject was asked to demonstrate what they had discovered.

6.2.4

Results

At the end of the 30 minute period the subject demonstrated three different
strategies for steering the ball into the air vent on the back wall. These three
strategies are illustrated in fig 6.3a.
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Strategies A and B involved manipulation of τ alone (moving the pen only
in the zI -direction). Strategy A featured an impulse of τ (pulling back on
the pen) early in the scenario while strategy B featured an impulse later in
the scenario. The resulting trajectory in both cases reached the back wall at
a point below the target air vent. A further impulse as the orb approached
the wall slowed the motion of the ball toward the wall upon which it began
to rise. Reducing τ to zero (releasing the pen) as the orb reached the correct
level allowed the orb to continue its rearward motion to the target. The time
course of these controls is shown in fig 6.3b.
Strategy C involved a short impulse of both τ and χ0 . If the timing and
magnitude were correct the impulse set the orb on a trajectory that reached
the target with no further intervention. It also reached the target significantly
faster than strategies A and B taking 151 time periods to reach the target
compared with approximately 220 time periods for strategies A and B. It was
also faster than the constant tax policy that took 173 time periods to reach
the target.

6.2.5

Discussion

The outcome of the scenario was largely the same under each of the control
strategies discovered — the application of a tax on emission resulted in sustainable economic growth.1 The difference between the strategies was in the
detail of the trajectory and the controls used. While strategy C may seem attractive because of the relatively short period of intervention required and the
speed at which it reached the target, the system is vulnerable to disturbance
on its way to the target and required the use of multiple policy instruments.
While slower to the target, strategies A and B involved only the tax rate, τ ,
and might be considered more robust in that the magnitude and timing of the
final period of taxation could be adjusted to account for disturbances that may
have occurred earlier in the scenario.
These strategies represent different policy options that provide some latitude in achieving the desired outcome while taking other considerations into
account such as the political implications of the timing of tax imposts or the
ability to influence the impact of technological innovation on emission rates.
Of course, there may be other strategies that were not discovered in the
1

A video demonstration of the behaviour of the Wonderland system in both the strategy discovery and strategy refinement problems described in this chapter is available at
https://youtu.be/zlhfAJPuzI8.
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short time given to the single subject. Nonetheless, the subject was able to
discover alternatives to the constant tax policy identified in previous work on
the Wonderland model.

6.3

Strategy refinement

The policy strategies described in the previous section provided a sampling
of what might be done with the system to achieve the policy objective of
sustainable economic growth without environmental collapse. This section
examines the refinement of a particular control strategy.

6.3.1

Study goals

The primary goal of the strategy refinement phase of this study was to refine
a variation of the strategy C discovered by the subject in the discovery phase
that involved manipulation of both τ and χ0 . The objective was to steer the
system to the target (x = 4, p = 0.1, y = 100) as quickly as possible. An
additional constraint was added that required the system to pass through an
intermediate state (x = 3.4, p = 0.2, y = 50.0) on the way to the target.
Such a constraint may represent a mid-term policy objective. This additional
constraint was added to complicate the problem with a feature common to
many dynamical systems. The task for subjects in this study was to refine this
strategy with respect to the time taken to reach the final state.
The case study also had as a secondary goal an initial exploration of two
aspects of deploying problems to a wider audience of problem solvers. The
first of these was unsupervised problem solving and the second was interaction
between subjects as they solve a problem.

6.3.2

Problem presentation

The presentation of the system for this phase of the study was essentially the
same as that for the strategy discovery phase with the following modifications.
Subjects were alerted to the performance-based nature of the task by describing it to them as a “game” in which lower scores were better. Written
instructions to orient subjects to the goal of the task were provided on the task
page for the problem in the CIS framework, as illustrated in fig 6.4 (Guideline
4.1).
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Figure 6.4: The task page for the Wonderland strategy refinement problem
showing both the instructions for the task and a leader board with best scores
for the task.
Two additional display elements were added to help define the problem the
subjects were being asked to solve within the physical structure of the problem
solving experience (Guideline 4.2). The first was a target box representing the
mid-term policy objective located at (x = 3.4, p = 0.2, y = 50.0). The
second was a constraint in the form of a rectangular box occupying the region
2.2 ≤ x ≤ 2.8, 0 ≤ p ≤ 0.062, 22.5 ≤ y ≤ 27.5. This box occupied a
region in the state of the system where environmental collapse was likely. This
region was determined from the trajectories demonstrated by the subject in the
discovery phase of the study. Representing this region explicitly as a constraint
to be avoided meant the subjects didn’t need to spend time working out what
region of space to avoid.
Feedback on performance was provided to subjects using both inherent and
augmented approaches. The intermediate and final target boxes both turned
green as they were entered by the ball, confirming that the subject had satisfied
the policy objectives. The box representing the state constraint turned red
when entered by the orb, indicating violation of the constraint. These elements
provided inherent feedback on a subject’s performance (Guideline 6.1). A final
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Table 6.2: Presentation of the Wonderland strategy refinement problem
Time scale
State variables
Mapping
Scaling
Constraint (exclusion)
Control variables
Mapping
Scaling
Task
Initial conditions
Intermediate state
Terminal state
Performance measure

1 second of real time = 100t
x ⇒ xD , p ⇒ yD , y ⇒ zD , z ⇒ θzD
0 ≤ x ≤ 5, 0 ≤ p ≤ 1, 0 ≤ y ≤ 100, 1 ≤ z ≤ −1
2.2 ≤ x ≤ 2.8, 0 ≤ p ≤ 0.062, 22.5 ≤ y ≤ 27.5
τ ⇒ zI , χ0 ⇒ yI
0 ≤ τ ≤ 0.1, 0 ≤ χ0 ≤ 0.5
x = 1, p = 1, y = 1, z = 1
x = 3.4, p = 0.2, y = 50.0
x = 4, p = 0.1, y = 100, z = 1
Rt
min 0 dt

element added to the presentation was a counter that measured the passage
of time and provided the subjects with post performance knowledge of results
(Guideline 6.2). This counter appeared discretely at the end of a line of text on
the back wall of the visual scene. Subjects could read this text if they wanted
confirmation of their performance on a given trial, i.e., the time taken to reach
the target on the back wall. The best performances were also displayed on the
task page for the problem. This allowed the sharing of the best performances
among the subjects in the study.
Rather than explicitly invoking Guideline 5.2 on organising the subject’s
time, the subjects were left to organise the way they spent time attempting
to solve the problem amongst themselves. This was done to allow a greater
degree of freedom in the interaction between subjects.
The subject’s view of this problem is summarised in table 6.2 and illustrated
in fig 6.5.

6.3.3

Method

Two subjects were recruited from the same office environment as the subject
in the discovery phase of this study. The subjects were male, aged 27 and 28,
were both right handed, and had normal stereoscopic vision. Neither subject
had any expertise in economics or the analysis of dynamical systems, nor had
they participated in any previous case studies.
The CIS framework was set up in a dedicated room. Subjects were instructed in the use of the CIS framework including how to log in and out so
that scores were correctly recorded for each subject. They were given no further instruction other than that provided by the written instructions on the
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Figure 6.5: Subject’s view of the Wonderland strategy refinement problem.
(a) The dark rectangle was an obstacle to be avoided. The suspended box
centered at (x = 3.4, p = 0.2, y = 50.0) was an intermediate target through
which the orb must pass on the way to the final target represented by the
air vent on the back wall centered at (x = 4, p = 0.1, y = 100). The small
text on the back wall to the right of the obstacle indicated elapsed simulation
time. (b) The configuration of the haptic pen was unchanged from the strategy
discovery problem.
task page for the problem and the description of the task as a “game” in which
lower scores were better. They were then left on their own for 2 hours to attempt to solve the problem. They were free to organise their time attempting
to solve the problem amongst themselves.
A trial automatically stopped if the orb reached the terminal state after
having passed through the intermediate state. Otherwise, a trial would end
after a time limit of 15 seconds of real time or if the subject aborted the trial.
Scores were only recorded for trials that satisfied the requirement of passing
through both the intermediate and terminal states.

6.3.4

Results

Both subjects were able to produce solutions that satisfied the constraints
of the problem. During the two hours available to the subjects they took
alternating “turns” at attempting to solve the problem. In total they made 225
successful attempts at the task.2 Subject 1 made 154 successful attempts over
2

The number of unsuccessful attempts was not recorded.
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Figure 6.6: (a) Top 10 solution trajectories (fastest time to target). (b)
Control actions for the best solution found by participant 1. τ shown as a
solid line. χ0 shown as a dotted line.
three turns (41, 16, and 103 attempts in each turn, respectively) alternating
with Subject 2 who made 71 successful attempts, also over three turns (10,
48, and 7 attempts in each turn). Fig 6.6a illustrates the top 10, i.e. fastest,
trajectories. Of these top 10 solutions five were achieved by Subject 1 and 5
by Subject 2. The fastest time of 172 time periods was achieved by Subject 1.
Fig 6.6b illustrates the control actions for this best solution.
The improvement in performance of both subjects over their respective
turns at playing the game is shown in fig 6.7. Pairwise comparison of means was
performed using a one-tailed t-test (α = 0.05) with Bonferroni correction for
multiple comparisons. Subject 1’s performance did not improve significantly
from their first turn (M = 229.3, SD = 17.4) to second turn on (M = 222.2,
SD = 16.5), p = 0.0805. However, Subject 1’s performance did improve from
their second to third turn (M = 205.7, SD = 15.4), p < 0.001. The results for
Subject 2 were similar. Subject 2’s performance did not significantly improve
from their first turn (M = 223.4, SD = 15.6) to their second turn (M = 214.0,
SD = 14.7), p = 0.0525, but did improve from their second to third turn
(M = 186.9, SD = 10.8), p < 0.001.

6.3.5

Discussion

The subjects in this case study were, in effect, asked to solve a discrete nonlinear minimum time optimal control problem with non-convex state constraints.
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Figure 6.7: Improvement in subject performance over three turns at solving
the problem. Subject 1 had three turns at solving the problem with 41, 16, and
103 attempts in each. Subject 2 also had three turns at solving the problem
with 10, 48, and 7 attempts in each.

While using such a small number of subjects may have reduced the likelihood
that good solutions would be found, the two subjects were able to produce
solutions that met the basic criteria for the problem. Presenting the task as a
“game”, together with the written instructions and presentation of the problem in the CIS framework was sufficient to allow the subjects to solve the
problem with no supervision from the investigator.
As with the IS-LM case study in chapter 5, a known optimal solution was
not available to the author for comparison with the solutions produced by the
subjects, but the solutions were likely to be somewhat sub-optimal for the
reasons discussed in previous case studies. One aspect of this is apparent in fig
6.6. The best trajectories produced by the subjects glance the left hand edge
of the intermediate target box and land toward the right hand edge of the final
target box. Satisfying the requirement to steer the state of the system through
the target states required the centre of the orb to pass through the target box
introducing an error around the target state of up to half the size of the target
box. This was the same effect that was seen in the Lotka-Volterra multiple
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performance measure study in section 3.4. The consistency with which the
top 10 trajectories passed through the upper left portion of the target box
suggests that this error might have been reduced by making the target box
smaller without affecting the subject’s ability to perform the task.
Another reason to suspect the solutions were sub-optimal was the performance improvement over the course of the two hour session. The subjects were
able to refine the control strategy with respect to the time taken to reach the
target state of the system and improve mean performance by approximately
10% for Subject 1 and approximately 17% for Subject 2 over the course of
the study. In both cases, this improvement occurred later in the session across
their second and third turns at attempting to solve the problem. This suggests
that further practice may have yielded better results (Guideline 5.1).
While the optimality of the solutions produced was questionable, the variation in the trajectories of the top 10 solutions illustrated in fig 6.6 indicated
a degree of robustness in these solutions. Good, robust solutions for problems
such as these that require a significant degree of mathematical expertise to
produce are valuable, either in their own right or as the starting point for
further analysis and refinement (Lempert et al., 2003).
Presenting the task as a “game” and allowing the subjects to interact as
they attempted to solve the problem introduced a dynamic to the problem
solving process not present in previous case studies. The design of this study
did not provide enough information for a detailed analysis of the interaction
between subjects, although the results indicated that some interaction between
subjects occurred and raised a number of questions to be addressed in further
work. The two subjects organised themselves into taking turns at playing the
game. A consequence of this turn taking was that the subjects had effectively
applied Guideline 5.2 and broken their practice up into a number of separate
sessions, albeit distributed over a relatively short amount of time. An informal discussion with the two subjects after the study indicated that they had
approached the problem solving as a competitive game, which they said they
enjoyed. It was noted from subsequent analysis of the data from the problem
solving session that the subjects appeared to spend a relatively short amount
of time actively engaged with the CIS framework — approximately 40 minutes
out of the two hours they spent in the room. This 40 minutes of engagement
was distributed fairly evenly over the two hour period. As the study did not
include continuous observation of the subjects during the session, it is not clear
exactly how they spent the time they were not actively engaged with the CIS
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framework.
The performance of Subject 2 appeared to be generally better than Subject 1, but the absolute best performance on a single trial was produced by
Subject 1. Even though the subjects took the same number of turns at the
task, Subject 1 completed more than twice as many attempts at the task than
Subject 2. It’s not clear why this occurred or what effect it might have had on
the solutions produced. This is especially interesting as the better performing subject appeared to spend significantly less time attempting to solve the
problem. While the results are short on answers they do raise a number of
interesting additional questions. Does presenting a problem as a game increase
a user’s motivation to participate in problem solving of this sort? Does it improve their performance? Does interaction between users as they attempt to
solve a problem improve their motivation or performance? What is the effect
of cooperation or competition between users on the solutions produced? To
what extent do users learn from one another? If cooperation or competition
between users improves the solutions produced, how many users should be involved? How might cooperation or competition between subjects differ when
subjects are co-located or remote from one another? These questions will require further investigation to determine the extent to which factors such as
these might enhance the problem solving process.

6.4

Chapter summary

The key findings of this chapter were:
1. A subject using a CIS presentation of the Wonderland dynamical system
was able to discover alternatives to a constant tax policy that achieved
the same economic objective.
2. Two subjects using a CIS presentation of the Wonderland dynamical
system were able to refine a strategy that involved achieving a mid-term
policy objective as well as a final policy objective.
3. In effect, the subjects in the study provided approximate solutions to a
discrete nonlinear minimum time optimal control problem with nonconvex constraints.
4. Subjects were able to solve the strategy refinement problem with no
direct instruction or supervision apart from instruction on the basic operation of the CIS framework.
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5. The strategy refinement problem was described to subjects as a “game”
in which lower scores were better and the subjects appeared to approach
the problem as a competition.
6. While the subjects took alternating turns at “playing the game”, one of
the subjects had many more attempts at solving the problem in each of
their turns.
7. Interaction between subjects during the problem solving process raised
numerous questions that will require further research to answer.
The results of this case study demonstrated, once again, that non-specialist
users can solve nontrivial problems in the control of a nonlinear dynamical
system through engagement of the sort afforded by the CIS framework.
The results of this case study also suggested that it is possible to map
a problem into a CIS framework and deploy it to users for solution without
supervision. This may open the door to modes of deployment where problems
are distributed to users who solve the problems on their own with results
being analysed by the investigator later. The potential implications of this are
canvassed in the next chapter.
The study did not provide a clear indication of the effect on the solutions
produced by presenting the strategy refinement problem as a “game” with
interaction between subjects as they attempted to solve the problem. However, the study did help to focus attention on questions relating to interaction
between subjects to be followed up in future work.
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Chapter 7
Taking Stock
This thesis presents an approach to exploring and understanding dynamical
systems through physical interaction known as Continuous Interactive Simulation (CIS). The work documented in the thesis has taken the approach from
initial conception to systematic application via pilot studies, the construction
of a framework for applying the idea to a range of dynamical systems, and the
proposal of guidelines for applying the approach to particular problems. This
work has been facilitated by a series of case studies that demonstrated the application of CIS to a range of dynamical systems and guided the development
of the approach.
The thesis has demonstrated the basic feasibility of engaging the human
ability to interact with novel physical situations to understand aspects of dynamical system behaviour and to solve specific problems concerning their control. However, it would also be fair to say that the development of CIS is very
much in its infancy and there is much work that can be carried out to continue
the development of the approach to make it more widely applicable and more
useful.
This chapter takes stock of the progress reported in this thesis both in
terms of what has been achieved and what remains to be investigated. Section
7.1 reviews the development of CIS as conceived in this thesis including the
areas in which further work is required to make the approach more generally
applicable. Section 7.1.1 reviews the key findings in terms of the original
research questions. Sections 7.1.4 to 7.1.7 discuss progress to date and future
work in the areas of applicability, user engagement, strategy discovery, strategy
refinement, framework development, and guideline development.
Section 7.2 takes a longer view of the ongoing development of CIS by considering CIS in light of the general characteristics of the emerging field of
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human computation, first introduced in section 2.5. This approach is used for
two reasons. The first is that CIS, as it has emerged in this thesis, shares a
number of characteristics with the general notion of human computation. Secondly, within the field of human computation, the use of human motor learning
and control appears to have been neglected as a problem solving mechanism.
Section 7.2.1 examines CIS in terms of a taxonomy of human computation systems to identify areas of commonality and difference with other applications
of human capabilities in computational problem solving.
Finally, section 7.3 concludes the thesis with some final reflections on the
work presented so far.

7.1

Progress and further work

The work presented in this thesis has developed the idea of using human motor
learning capabilities as a means of exploring and understanding dynamical
systems. This has been achieved with a particular realization of that core idea
in the form of the CIS framework developed in this thesis. The framework
has been applied to a series of case studies that have allowed the investigation
of various aspects of applying CIS to a variety of dynamical system models.
These case studies provide both a demonstration of the basic feasibility of
the approach and an indication of areas where further work is required to
improve its generality and applicability. This section focuses on the progress
achieved to date and potential future work that can be carried out with the
CIS framework developed in this thesis. The following section looks beyond
the current realisation of the idea to future frameworks and applications of the
approach.

7.1.1

Research questions

The research questions set out in section 1.4 and the answers provided in this
thesis can be summarised as follows:
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1. Does the basic idea of CIS work? Can it be used to gain insight
into the behaviour and control of dynamical systems that have nothing to do with the physical environment in which human movement
normally occurs?
The answer to this question is yes, engaging human motor learning capabilities
through physical interaction with a simulation of a dynamical system can be
used to gain insight into the behaviour and control of dynamical systems that
have nothing to do with the physical environment in which human movement
normally occurs. The case studies described throughout this thesis illustrate
that human users with no technical background in the domains from which
the case studies were drawn or in the analysis of dynamical systems were able
to solve problems that would otherwise require a high degree of mathematical
expertise.
Two broad application areas have been described in this thesis — strategy discovery and strategy refinement. Strategy discovery is an exploration
of the behaviour of a system under the influence of both its intrinsic dynamics and the manipulation of its control variables. Strategy refinement is the
more specific problem of refining the execution of a control strategy with respect to specified performance criteria. These are not entirely independent
types of problem since exploring the behaviour of a system inevitably involves
the refinement of certain control strategies in order to explore more subtle or
advanced behaviours built on simpler behaviours.
2. What would a general purpose framework for implementing CIS
look like?
The CIS framework developed in chapter 4 is one answer to the question of
what a general purpose CIS framework might look like. This framework allows
the application of CIS to a set of dynamical system models including continuous, continuous-delayed, and discrete systems in up to six state and six control
variables with a variety of constraints. Some aspects of this framework can be
easily extended (e.g., solvers for additional types of system), while others are
more difficult to change (e.g., increasing the number of variables). There are
other forms of framework that could be built using different visualisation techniques and different input devices. The need for alternative frameworks might
be driven by particular types of dynamical systems that cannot be supported
in the current framework or by the environment in which the framework is
used. This latter possibility will be discussed in section 7.2.
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3. What considerations should be taken into account when applying
CIS to the study of a specific dynamical system in order to maximise
the chances of producing useful results?
The guidelines proposed in chapter 5 are a preliminary answer to the question
what sort of considerations should be taken into account when applying CIS.
These guidelines, based on considerations of human perceptual and motor
behaviour, help to navigate a range of decisions to be made when presenting
a dynamical system in the CIS framework developed in this thesis. In their
current form the guidelines are somewhat qualitative in nature and further
work is required to clarify and quantify them to make them more useful in
determining how best to present a particular dynamical system.
The following sections provide additional detail on the answers to these
research questions, but first a note on the applicability of the approach.

7.1.2

Applicability

A central element of this thesis has been the application of the CIS approach
to nonlinear dynamical systems drawn from a variety of domains. Three of
the four systems used in the case studies were from domains unrelated to the
physical environment in which movement normally occurs. This was a deliberate choice to illustrate the basic feasibility of using human motor capabilities
to study arbitrary dynamical systems. The exception to this was the cart-pole
system that was chosen precisely because it was a physical system within human control capabilities in order to test the CIS framework. These dynamical
systems varied in a number of ways including the number of state variables
and control variables, the type of system (continuous, continuous delayed, discrete), the order of dynamics, and the stability of the system.
While the results regarding these systems are promising, there are a great
many other types of dynamical systems that vary along all of the dimensions
mentioned above. An important area for future work is to continue the application of CIS to a wider range of systems to see what additional opportunities
and issues arise. For example, the largest system dealt with in this thesis was
the Wonderland system with four state and two control variables. Is it possible for a user to deal effectively with a system with six state and six control
variables, the maximum supported by the current framework? What about
systems with stochastic disturbances in the state of the system, target states,
constraints, or all three? Can users deal with hybrid systems that mix both
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continuous and discrete dynamics? What about nonholonomic or impulsive
systems? And so on. Work to explore the wider applicability of the approach
would likely be a mixture of exploratory application together with further
examination of literature on the character of human movement behaviour in
order to build up a clearer picture of the sorts of systems to which CIS can
usefully be applied.
Particular attention should be given to problems that highlight the benefits
of the relatively assumption free approach to gaining insight into the behaviour
and control of a system and to problems that are difficult to solve using conventional techniques. This will likely require collaboration with experts in
domains from which example systems are drawn.

7.1.3

User engagement

The methodology described in this thesis enables a separation of roles between
the investigator with a problem to solve and the users whose physical efforts
provide solutions to that problem (see section 1.3.3). This separation of roles
reflects the theoretical difference between the investigator’s cognitive knowledge of the system and the CIS user’s motor knowledge of the system (Driscoll,
2005). This separation is reinforced by the nature of the CIS framework that
presents a dynamical system in a (virtual) physical form that abstracts away
any reference to the system’s domain origins. This was illustrated well in the
cart-pole study in which the physical origins of the system were unrecognisable
to all subjects in that study. This separation of roles was useful in pursuing
the research in this thesis as it allowed non-specialist users to participate in
the case studies.
However, one aspect of the methodology not explored in this thesis was the
effectiveness of the investigator themselves attempting to solve a problem using
the CIS approach. Would an investigator with domain-based knowledge of a
problem be more or less effective at solving the problem in the CIS framework
than a user with no such domain knowledge?
Another aspect of user engagement in CIS that requires further investigation is the effect of interaction between users as they attempt to solve a problem. In all of the case studies apart from the Wonderland strategy refinement
problem, subjects worked in isolation with no interaction with other subjects.
In the Wonderland strategy refinement problem, the users were allowed to
interact as they attempted to solve the problem. Little can be concluded regarding this interaction from the results of that study, although the results did

204

CHAPTER 7. TAKING STOCK

highlight a range of questions regarding interaction between users that would
be worth further study. For example, the two subjects in that study reported
afterwards that they approached the problem solving exercise as a competition. Work in physical skill development suggests that cooperation between
people is useful during skill development, but that competition might be used
to elicit improved performance once skills have been developed (Martens, 1969;
Peng and Hsieh, 2012; Stanne et al., 1999). Should strategy discovery occur in
a cooperative or competitive environment? What about strategy refinement?
Another topic for further work concerns variation in the physical abilities of
users. Are there physical characteristics that make it easier for users to solve
certain types of problems? How do users with distinct physical disabilities
perform on problem solving tasks? Understanding the ways in which physical ability affects problem solving performance will allow the approach to be
tailored to the widest population of potential problem solvers.

7.1.4

Strategy discovery

The Lotka-Volterra pest control, cart-pole, and Wonderland case studies provided examples of strategy discovery problems. In the case of the LotkaVolterra pest control system, subjects in the case study were given minimal
instruction and simply asked to “see what they could do” with the system.
The result was a range of discovered behaviours that revealed a number of stability properties (cycles, equilibria, and nullclines) and ways of manoeuvring
between them. In the cart-pole study, subjects were asked specifically to locate stable and unstable equilibria, which they were able to do with varying
degrees of success. In the Wonderland study, a subject was asked to try and
find alternative approaches to steering the system from an initial state to a
final state.
In all cases, the basic task given to the subjects was essentially exploratory
in nature. Subjects were asked to “experiment” with the system to see what
they could discover. In this respect, CIS provides a variation on the “what-if”
scenario-based exploration facilitated by other visualisation and computational
steering techniques (Wright et al., 2010). CIS facilitates scenario-based exploration in two ways. The first is that the CIS framework makes it easy to reset
and restart the simulation of the system allowing the user of the framework to
perform a large number of simulation runs in rapid succession. In the case of
the Lotka-Volterra system with randomised initial conditions, this would be
sufficient to reveal the basic periodic behaviour of the system. However, the
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real time interaction provided by the CIS framework also allows exploration
of behaviour as a simulation of a system executes. This exploration occurs in
a tight loop of movement action and sensory feedback mediated by the user’s
sensory-motor loop. In the case of a stable, periodic system such as the LotkaVolterra system or the cart-pole system, this “real time” exploration of the
dynamics of a system can continue for an extended period of time without
having to restart the simulation.
This strategy discovery approach does not guarantee that all possible behaviours of a system will be discovered. The behaviours that are discovered
will depend on a number of factors. Some behaviours will be relatively easy
to discover, such as behaviours that require only minimal intervention in the
intrinsic dynamics of the system. The “nudge” used to change the size of
the periodic cycle in the Lotka-Volterra pest control system required a simple, small movement action and was discovered by all subjects in that study.
Behaviours that result from a random perturbation of the system will also be
relatively easy to find, such as the existence of additional stable equilibria in
the cart-pole system. Discovering more complex behaviours requires the user
to have a greater level of skill at manipulating the system. The “bouncing”
behaviour in the Lotka-Volterra system is a combination of “nudges” that was
only discovered by two of the subjects in that study. The most successful subjects at finding unstable equilibria in the cart-pole study were those who were
most adept at manipulating the system between stable equilibria.
Another factor in the discoverability of behaviours is the presentation of
the system, as illustrated by the cart-pole system. Subjects in the cart-pole
study were unable to maintain the system at an unstable equilibrium. Without
being able to do this, any other behaviours that start with the system in an
unstable equilibrium would be difficult to discover. The brief demonstration in
section 5.4 that it is possible to stabilise this system under a different presentation suggests that any particular presentation of a system will allow certain
behaviours and features of a system to be discovered, but perhaps not others.
This is to be expected as the scaling of a dynamical system in any visualisation technique will make it possible to identify some features of a system, but
not others. A more complete exploration of a system may involve a variety of
presentations at different spatio-temporal scales in accordance with Guideline
3.1 in chapter 5.
A distinguishing feature of the CIS approach to discovering the features
and behaviour of a dynamical system is that it is fundamentally action-based.
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When a feature such as an equilibrium is discovered, not only is the existence
of the equilibrium discovered, so are the control actions for steering the system
to that equilibrium. This is both an advantage and a potential disadvantage.
On the one hand, building up an understanding of an equilibrium state based
on control actions provides a lot more information about the dynamics of a
system than merely identifying the existence of the equilibrium. Furthermore,
this can be done in a relatively assumption free way without recourse to specific forms of analysis. On the other hand, strategy discovery is, essentially, an
exploration of the controllability of a system. Those features and behaviours
that can be discovered are those that are accessible with the control actions
available. Regimes of behaviour that are not reachable with the controls available will not be discovered. Changes of initial conditions and parameters other
than control variables may open up regimes of behaviour that would not be accessible otherwise. Nonetheless, this approach seems to provide a qualitatively
different way of exploring dynamical systems providing information that is not
readily provided by other visualisation and computational steering techniques.
The strategy discovery performed in the case studies revealed a number of
topological features, such as periodic cycles, equilibria and nullclines, and a
range of dynamic behaviours. Further work on strategy discovery should focus
on the discovery of other topological features, such as attractors, repellors,
and separatrices. It would also be interesting to see how well this approach to
strategy discovery works with dynamical systems exhibiting chaotic behaviour
such as aperiodic cycles and bifurcations.

7.1.5

Strategy refinement

The Lotka-Volterra pest control, IS-LM, and Wonderland case studies all included a strategy refinement problem in which the goal was to refine a particular control strategy with respect to a specified performance criterion. In
general, these case studies have illustrated that it is possible to improve the performance of a control strategy with respect to a performance measure through
repeated practice in the CIS framework. However, the solutions produced to
these problems using the CIS approach will necessarily be approximate solutions. For this reason, the term “strategy refinement” has been used throughout this thesis rather than “strategy optimisation”, to acknowledge the approximate nature of CIS-based solutions.
There are a number of reasons why a solution produced in the CIS framework will be approximate that have been discussed in the case studies. The

7.1. PROGRESS AND FURTHER WORK

207

primary reason concerns limitations on the performance of the human sensorymotor loop, such as the well-known speed-accuracy trade-off. This manifests
itself in a (virtual) physical representation of a dynamical system with visual
elements that approximate underlying features in the system. For example,
a target state is represented by a target box surrounding the target state.
The size of the target box effectively defines the level of error in achieving
the target state that will be tolerated. Making the box smaller may improve
accuracy, but at the expense of making the target more difficult for the user
to acquire. There are similar considerations concerning the time scale of the
simulation that determines how quickly objects in the CIS framework move.
These considerations were an important topic for the development of guidelines in chapter 5, but inaccuracies of this form will persist even with the most
careful attention to the presentation of a system. Other sources of error in
solving strategy refinement problems concern the time taken to refine performance through practice, the effect of performance ceilings, and the general
variability in human performance.
Given the approximate nature of solutions produced by human users in a
CIS framework, it is worth questioning the value of the approach. In all of the
case studies, the dynamical systems under study were nonlinear. The study of
the control of nonlinear dynamical systems is challenging and the subject of ongoing research. While there are a range of techniques that might be used they
typically require significant mathematical expertise to apply and often only
under restrictive assumptions. Practitioners in domains that may make use of
dynamical systems models very often don’t have the expertise required to apply
the relevant techniques (Stewart, 2014). As one measure of this problem, the
solutions produced in the Lotka-Volterra pest control problem were compared
with the solution produced by an optimal control algorithm. However, this was
not done in the IS-LM or Wonderland case studies. The reason for this was
that a solution for the continuous minimum time terminal state Lotka-Volterra
pest control problem could be produced using the DIDO optimal control package relatively easily. This was not the case for the IS-LM continuous-delayed
stabilisation problem or the Wonderland discrete minimum time problem with
nonconvex constraints. Producing optimal solutions for problems such as these
is challenging (Gu and Niculescu, 2003; Hagenaars et al., 2004) and required
specialist skills that were not available for these case studies. Nonetheless, the
case studies demonstrated that solutions to these problems could be generated
by non-specialist users through physical interaction alone. The optimality of
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the best solutions produced remains in doubt, but they represented “good”
solutions in that they met the basic requirements of the problem and were
demonstrably better than a range of other solutions to the same problem.
A further comment can be made regarding the optimality of solutions. This
thesis has focused on optimality as a “gold standard” by which to measure
solutions, even if this comparison was only possible in one of the case studies.
An alternative view is that focusing on finding “the” optimal solution may
be counterproductive. It may be more useful to find solutions that are robust
rather than optimal, where “robust” means a solution that performs reasonably
well compared to alternatives and provides a degree of adaptability to deal
with unexpected contingencies (Lempert et al., 2003). The solutions produced
in the Wonderland case studies demonstrate a degree of robustness. In the
discovery phase, Strategies A and B might be considered more robust than
the better performing Strategy C in that the intervention in the system late
in the scenario (increased tax rate) provided an opportunity to correct for
disturbances that may have occurred earlier. Secondly, the variation in the
trajectories of the top ten solutions produced in the strategy refinement phase
illustrated a degree of robustness in that small deviations in trajectory would
not necessarily result in failure to achieve the policy objectives. The inherently
approximate and variable approach to strategy refinement provided by CIS
might be considered a positive benefit according to this view.
One particular aspect of strategy refinement that requires further work
before the approach can be made more generally applicable concerns the range
of performance measures used in the case studies. The pilot study on multiple
performance criteria explored minimum time, minimum control effort, and
minimum discounted control effort criteria, but the subsequent case studies all
used a minimum time criterion. The pilot study suggested that it is possible
for a human user to refine a control strategy with respect to minimum time
and minimum control effort, but refining the strategy with respect to the more
abstract minimum discounted control effort was more difficult. The key issue
here is providing the feedback that allows a user to evaluate how well they
are performing with respect to the performance measure. Minimum time and
minimum control effort performance can be evaluated (approximately at least)
by the user from their direct experience of performing the task. More abstract
performance measures will require other forms of feedback to allow a user to
evaluate and improve their performance with respect to those measures. It’s
not clear what form that feedback should take. Is post performance feedback
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in the form of a numeric score sufficient, or are there other, more effective
forms of inherent feedback that can be built into the user’s experience of the
system?

7.1.6

CIS framework

Much of the work in this thesis has been facilitated by the particular CIS
framework developed in chapter 4. This framework embodies one realisation
of the core idea underlying CIS. The design of this framework has been geared
toward generality and flexibility. The choice of an animated phase space representation of the state of a system and a haptic pen for input accommodates
a broad range of dynamical systems of up to six state and six control variables.
The specific features implemented in the framework were driven by experience
with the prototype framework used in the pilot studies and the anticipated
needs of the case studies planned for the remainder of the thesis. There are,
presumably, other forms of CIS framework that utilise different forms of visualisation and input device, perhaps geared toward the study of particular
types of systems. The focus here is on the CIS framework in its current form.
There are a number of areas in which this particular framework might be
further developed. A user’s experience of a system might be enhanced by using additional capabilities available in the technology platform used by the
framework to provide a multi-sensory experience of the system. Multi-sensory
displays have been explored more generally in the context of information and
scientific visualisation (e.g., Nesbitt, 2004). For example, the Microsoft DirectX platform on which the visualisation is built includes 3D surround sound
capabilities. It would be possible to associate sounds with events in a user’s
interaction with a system such as target acquisition or constraint violation.
The DirectX sound capabilities include moving sound sources with Doppler
effects that might be used to help reinforce the motion of the ball in space. Finally, sound might provide an additional sensory channel for additional state
variables. The Phantom Omni haptic pen used in the framework provides
high resolution input with the ability to constrain the movement of the pen
to match the input requirements of a particular system. However, the pen
also allows a range of haptic effects such as vibration and friction that might
be used to help reinforce aspects of a users interaction with the system. For
example, vibration of the pen might be used to help reinforce proximity to a
state or control constraint.
Future implementations of a CIS framework will also benefit from the use
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of state of the art 3D rendering environments such as those offered by readily
available game engines (e.g., Unity Technologies, 2015). These environments
provide capabilities such as advanced scene rendering, 3D sound effects, and
support for a wide range of input devices, including haptic devices. They also
provide the added benefit of being available across a range of desktop and
mobile platforms making it easier to build a CIS framework that can be used
by a broader range of participants.
Another area in which this particular CIS framework might be enhanced is
in the visualisation of the evolving state of the system. One of the advantages
of the animated phase space approach used is that it can represent the state of
systems with up to six state variables without the visual clutter of static phase
space representations (e.g., Wegenkittl et al., 1997b). However, the dynamic
nature of the CIS framework representation means that the presence of certain
features in the behaviour of the system might be difficult to identify, such as
the difference between a limit cycle and an a periodic cycle. It might be useful
to extend the visualisation with features that represent topological features
of a system, such as those found in static representations. The framework
developed in this thesis included two such examples. The CIS framework
included state markers that allowed users to mark particular states of interest.
This feature was used in the cart-pole case study to allow the subjects in that
study to record the location of the equilibria they discovered. The framework
also included the ability to render a reconstruction of the trajectory of the
system over a short period of time. This was done purely for illustration
purposes and was not used directly by subjects in the case studies. However,
features such as these might be more generally useful to users of the CIS
framework.
While a number of enhancements to the CIS framework are possible, the
framework in its current form is capable of supporting many of the key areas
of further research identified in this chapter.

7.1.7

Application guidelines

Chapter 5 proposed a set of guidelines to assist with the application of the CIS
framework to a particular problem. The need for guidelines stems from the
fact that there are a number of decisions to make when presenting a dynamical
system in the CIS framework. Each of these decisions impacts on the user’s
experience of the problem solving process and has the potential to enhance
or reduce their performance. For example, several of the guidelines have an
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important role to play in reducing the errors in solutions produced by users
discussed in section 7.1.5 above.
The guidelines were proposed on the assumption that problem solving in
CIS is, essentially, a motor learning and control phenomenon. The guidelines
were drawn from literature on human motor learning and control and user
interface design. The development of guidelines acknowledged that there is
an inherent challenge in solving a problem in a CIS framework (an essential
Gulf of Execution), but that the presentation of a particular problem should
aim to make this challenge no more difficult than it need be. The IS-LM case
study in chapter 5 compared the performance of subjects using a “default”
presentation to those using a presentation modified according to several key
guidelines. The results demonstrated a significantly better performance with
the modified presentation. This points to the effectiveness of the guidelines.
Furthermore, the behaviour of subjects using both presentations was consistent
with motor learning behaviour lending weight to the underlying assumption
on which the guidelines were proposed.
There are four main areas in which these guidelines could be improved.
The first is to identify additional guidelines that might assist in applying CIS.
Guidelines on interactions between users as they attempt to solve a problem
in one such area for further work that arose from the Wonderland case study.
The second is validating each of the guidelines in order to better assess
their relative contributions to improving user performance. The IS-LM case
study examined the effect of applying several guidelines at once, but did not
identify the individual contributions of each guideline. Understanding the
relative contribution of each guideline will help prioritise the application of
guidelines and help resolve trade-offs in cases where guidelines conflict with
one another.
The third area of further work is to try and quantify the guidelines as much
as possible. In their current form the guidelines are qualitative rather than
quantitative in nature. For example, the guidelines on spatio-temporal scaling
suggest the direction in which the scaling should move, such as increasing
temporal scaling for improved temporal accuracy, without guidance on how
much to increase it. Quantifying these guidelines on the basis of known human
perceptual and performance limits would make the systematic application of
the guidelines easier. The complicating factor in this is that these limits are
often task dependent. For example, Fitts Law (Fitts, 1954) includes a task
dependent Index of Difficulty that will vary considerably across different types
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of dynamical systems (Jagacinski et al., 1978). Having to empirically calibrate
guidelines in order to solve a particular problem would make the problem
solving process more complex. Nonetheless, the more specific the guidance
can be made, the easier the CIS approach will be to apply.
A final area in which the guidelines can be refined is by operationalising
them within the CIS framework itself. This suggestion was made with regard
to setting an initial time scale for a simulation in chapter 5 based on the velocity range in which human discrimination of differences in the direction and
velocity of motion are most acute. This could be extended to other aspects
of the presentation of a system. For example, if the relevant variant of Fitts’
law was available for a particular system, then the framework could enforce
this relationship and adjust the size of target boxes as the time scale of the
simulation changes, or vice versa. An example of automatically adjusting the
presentation of a system that is independent of the dynamics of any particular
system is the general adjustment of the spatio-temporal scaling of a system.
Since spatial and temporal scaling are linked through the velocity of the system
in the display, any adjustment to the spatial scaling will require a compensating adjustment to the time scale of the simulation if the apparent velocity of
the system is to remain the same. This relationship could be managed by
the framework so that changes in spatial scaling could be made without unintended consequences. Again, the more that guidelines can be enforced by the
framework itself, the easier it will be to apply CIS to specific systems.
Ongoing development of the methods and guidelines for applying CIS will
continue to emphasize the use of carefully designed studies with suitable numbers of subjects to ensure that the goals of the studies are achieved and the
results can be stated with confidence.

7.2

Future directions

This final section is an opportunity to look forward to what CIS might become
in the future if further work of the sort outlined in the previous section confirms
the viability and value of this approach.
Wider adoption of the CIS approach needs to consider the way in which
human motor learning and control capabilities are brought together with the
problems that need solving. The separation of roles enabled by the CIS
methodology provides an opportunity to consider a broader set of possibilities for deploying problems to users for them to solve.
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The more general field of human computation provides a useful framework
for considering a of range opportunities and issues that may arise in the wider
adoption of CIS. The advantage of this approach is that other attempts to
use human capabilities as a problem solving resource have anticipated a range
of issues that are relevant to CIS. The other reason for considering CIS as a
form of human computation is that current approaches to human computation
appear to have neglected human motor learning and control as a problem
solving resource. CIS may represent a useful addition to the set of techniques
currently employed.

7.2.1

CIS as human computation

Section 2.5 introduced the field of human computation in which human capabilities are used to complement conventional computational approaches to
solving difficult problems. Applications to date have included visual image
recognition (von Ahn and Dabbish, 2004; Westphal et al., 2005), language
abilities (Bernstein et al., 2010), spatial reasoning (Eiben et al., 2012), and
knowledge gathering and collation (Chklovski and Gil, 2005).
In order to examine the relationship of CIS to the broader field of human computation it is useful to turn to a taxonomy of human computation
systems developed by Quinn and Bederson (2011). This taxonomy describes
approaches to human computation in terms of the reasons why people participate, how to ensure that solutions produced are useful, how the results
of multiple participants are collated, the types of skills employed, and the
problem solving work flow.
The dimensions of the taxonomy are summarized in table 7.1 along with
example values for each of these dimensions drawn from existing human computation systems and the values of most relevance to CIS.
The motivation dimension captures the reasons why people might choose
to participate in a human computation system. Some human computation
systems don’t require explicit participation by users. In such cases the computational task is a side effect of some other task that a user performs in
the normal course of activity (e.g., von Ahn et al., 2008). More commonly,
users may explicitly choose to participate for a number of reasons including
financial reward, contribution to a worthwhile cause, enjoyment, or enhanced
reputation. There are a number of potential reasons why users might choose
to participate in CIS-based problem solving. A number of the subjects in the
case studies in this thesis reported that they found the CIS experience, to some
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Table 7.1: CIS in relation to the dimensions of human computation systems
Dimension
Motivation
Quality control

Aggregation
.
Human skill

Process order

Task-request
cardinality

Example values
Pay, Altruism, Enjoyment, Reputation, Implicit Work
Input/output agreement, Economic models, Defensive task
design, Redundancy, Ground
truth seeding, Statistical filtering, Multilevel review, Expert review, Automatic check, Reputation system
Collection, Wisdom of crowds,
Search, Iterative improvement,
Genetic algorithm, None
Visual recognition, Spatial reasoning, Language understanding,
Human communication
Computer → Worker → Requester, Worker → Requester →
Computer, Computer → Worker
→ Requester → Computer, Requester → Worker
One-to-one,
Many-to-many,
Many-to-one, Few-to-one

CIS
Enjoyment, altruism
Redundancy, Defensive task
design, Expert Review

Iterative improvement

Human motor learning and
control
Requester → Worker

Many-to-one, Few-to-one

extent, fun or enjoyable. On this basis, some users may choose to participate
for enjoyment. Motivation based on enjoyment might be further enhanced by
presenting a problem to be solved as a game as was done in the Wonderland
strategy refinement study. This approach is used in a number of human computation schemes (e.g., Eiben et al., 2012; von Ahn, 2006). Another possibility
not explored in this thesis is that users may choose to participate out of a sense
of altruism because they think a particular problem is worth solving. A more
remote possibility might be to pay users to help solve a problem, assuming
solutions to a particular problem were of sufficient value.
Quality control refers to how the solutions produced by participants are
checked for correctness and validity. In general solutions to any problem produced by humans are subject to errors and inaccuracies. As a result, it is important to be able to have some degree of confidence in the solutions produced.
A range of techniques have been used including various forms of review, filtering, and recommendation. For CIS strategy discovery and refinement problems
it is typically the feasibility and optimality of solutions that matter most. Redundancy is one approach to quality control that might apply to CIS. The
separation of roles enabled by CIS allows a problem to be given to multiple
participants allowing results to be compared across participants, increasing the
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likelihood that good solutions will be produced. This redundancy was evident
in several of the case studies in this thesis. The IS-LM study demonstrated the
value of this redundancy. Two of the subjects failed to solve the problem at
all. Had they been the only subjects, the problem solving exercise would have
failed. However, the remaining subjects were able to solve the problem with
varying degrees of success. The best of the solutions produced by these users
became candidate solutions for the problem. This redundancy could be further improved by engaging more users in the problem solving process, which
may lead to better solutions again. Another approach that can be used to
ensure the quality of solutions is defensive task design in which the structure
of the task presented to users guides them toward producing the desired solutions. The Wonderland strategy refinement problem illustrated this approach,
in which the rectangular obstacle helped define the general form of the trajectory the subjects were being asked to refine. Ultimately however, it will be
expert review from the investigator who initiated the problem solving exercise
that will determine the value of solutions produced.
Aggregation refers to the method by which individual contributions are
assembled to create a total solution. The most obvious form of aggregation
relevant to CIS is iterative improvement. Each individual user successively
improves their own solutions to both strategy discovery and strategy refinement problems through repeated attempts to discover new strategies or refine
a particular strategy. If interaction is allowed between users then this iterative
improvement could also occur between users through the sharing of solutions
in either a cooperative or a competitive setting.
The human skill utilised in CIS is motor learning and control – the general
capability to explore and master new physical skills. No previous examples of
using human motor learning and control to solve problems concerning the behaviour and control of arbitrary dynamical systems have been found in existing
human computation literature.
Process order refers to the work flow between the requestor and the worker.
In some human computation systems this work flow also involves a computer.
However, in the case of CIS the work flow implied by the CIS methodology (fig
1.11) is essentially from the requestor (investigator) to worker (CIS user). This
work flow may still be mediated by a computer system that acts as a clearing
house for problems to be solved. This is the role played by Amazon Mechanical
Turk that provides a web-service based interface to a pool of human workers
(Amazon.com Inc, 2015). It is also possible to imagine forms of CIS where
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solutions produced by users are used as initial estimates for computational
techniques that then optimise those solutions. In this case a computer would
become an active element in the work flow.
Given the desirability of involving a number of participants to help solve
a given problem the task-request cardinality might typically be many-to-one.
However, there may be systems for which particular individuals develop specialized skill in which the cardinality may be few-to-one or even one-to-one.
This analysis suggests that CIS can be aligned with the broader notion of
human computation systems as they are currently understood. Furthermore,
it appears that the proposed approach, being based on human motor learning
and control capabilities, represents an addition to the set of skills currently
employed in human computation schemes. Developing CIS as a form of human computation will place additional requirements on the CIS framework to
allow it to scale to large numbers of concurrent users. Software architectures
and technologies that provide this sort of scalability exist within the field of
human computation (e.g., Amazon.com Inc, 2015) and the online computer
gaming industry. Combining these with the use of commodity display/input
devices such as smart phones and tablets may enable widespread participation
in dynamics problem solving.
Of course, justifying the effort required to do this depends on the benefits
the CIS approach has to offer. The work presented in this thesis and the
areas for further work reviewed in this chapter should help to establish the
effectiveness and value of the approach that would make this development
worthwhile.

7.3

Concluding remarks

The work presented in this thesis was motivated by two observations. The first
is that the study of nonlinear dynamical systems can be difficult. The second
observation is that humans have an innate ability to explore and master a wide
range of complex nonlinear dynamics in the context of physical movement.
These observations lead to the central question addressed in this thesis. Can
the human ability to explore and master the dynamics of movement be used
as a means of understanding nonlinear dynamic behaviour in general? The
intuition at the beginning of this research was that the answer was an emphatic
yes. In the process of developing and applying the technique known in this
thesis as Continuous Interactive Simulation (CIS) a lot has been learned. At
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this stage of developing the approach the answer to the central question is a
qualified yes. The basic idea appears to work, but there is much to do to fully
develop both the framework in which movement-based problem solving occurs
and the guidelines needed for effective, reliable application of the approach.
The CIS approach can be viewed as a form of interactive visualisation in
which interaction is directed at a simulation of a dynamical system in a tight
loop of movement action and sensory feedback. A dynamical system becomes
a physical object to manipulate and control rather than a mathematical object
to observe and analyse. As a result, the approach bears some similarities with
existing techniques and a number of marked differences. The fundamentally
action-based approach to exploring a dynamical system leads to insights that
are not easily gained through other visualisation-based techniques.
The ideas and work presented in this thesis form the basis for ongoing work
to develop the CIS approach with the goal of it becoming a useful addition to
existing techniques for exploring and understanding dynamical systems.
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Appendix A
Case Study Task Definition Files
A.1

Schema overview

A CIS task is defined using an XML file (World Wide Web Consortium, 2015)
that contains a description of the task dynamics, the visual representation
of those dynamics, the input device and mappings between all three of these
elements. It also describes the performance measures and any constraints that
may apply to either the user input or to the dynamics themselves. The basic
structure of a task definition file is as follows:
< Task >
< SimulationEngine Solver = " ... " >
< Declaration Variables = " ... " Parameters = " ... " / >
< Functions > ... </ Functions >
< StateEquations > ... </ StateEquations >
< In itialC onditi ons > ... </ In itialC onditi ons >
< Per fo rm an ce Me as ur e > ... </ Per fo rm an ce Me as ur e >
</ SimulationEngine >
< InputDevice >
< Scaling > ... </ Scaling >
< InputElements > ... </ InputElements >
</ InputDevice >
< Display >
< Scaling > ... </ Scaling >
< DisplayElements > ... </ DisplayElements >
</ Display >
< Maps >
< InputMap > ... </ InputMap >
< OutputMap > ... </ OutputMap >
</ Maps >
</ Task >
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The Task element

The Task element is the root element of a task definition. It contains all other
elements in a definition and includes attributes that apply to the task as a
whole. The Task element provides the following attributes:
Name - specifies the name of the task as it will appear in the MBC platform
task list.
LogData - controls whether data is logged during the task. This data
includes all state variables and parameters of the task dynamics.
TimeLimit - determines how long, in milliseconds, a user has to complete
a task. At the end of the time limit, the task automatically stops.

A.1.2

The SimulationEngine element

The SimulationEngine element describes both the dynamics of the task system under study. The SimulationEngine element provides the following attributes:
Solver - specifies the solver to use for simulating the dynamics. Valid
values are RK4, RK4Delay or Discrete.
TimeScaleFactor - specifies the scaling between simulation time and real
time, i.e., T = TimeScaleFactor * t, where t is simulation time and T is real
time.
MaxSolverStepSize - specifies the maximimum step size allowed for the
solver. Depending on the value of TimeScalefactor the actual step size used
maybe smaller than MaxSolverStepSize, but it will never be larger.
The elements contained within the SimulationEngine element define the
dynamics of the system including initial conditions.
The PerformanceMeasure element includes both instantaneous and integrated components.
The expressions the Functions, StateEquations, InitialConditions,
and PerformanceMeasure elements are converted to C# source code and compiled for execution. As a result that can make use of any built-in functions in
the C# System.Math name space.

A.1.3

The InputDevice element

The InputDevice element describes the structure of the input device used to
control the system’s dynamics. This structure is rendered haptically to provide
a physical representation of the system’s control variables.
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The input device provides run time parameters for the xI , yI and zI position
that represents the current state of the input device. Each of the input device
parameters has a range of −50 to 50. The Scaling element contained within
the InputDevice element defines how to scale the xI , yI and zI parameters of
the input device so they can be mapped onto the parameters of the system’s
dynamics.
The InputElements elements contains a list of elements that are rendered
on the haptic pen.

A.1.4

The Display element

The Display element describes the structure of the visual representation of a
system’s dynamics. The visualisation provides runtime parameters for the xD ,
yD , zD , θxD , θyD , and θzD parameters that represent the current state of the
system. The xD , yD , and zD parameters have a range of −10.0 to 10.0. The
θxD , θyD , and θzD parameters have a range of 0 to 2π. The Scaling element
contained within the Display element defines how to scale the parameters of
the system’s dynamics so they can be mapped onto the xD , yD , zD , θxD , θyD ,
and θzD parameters of the visualisation.
The DisplayElements element contains a list of the elements that are
rendered in the visual scene. The DisplayElements element also contains the
definition of the camera that provides the user’s point of view and any lights
illuminating the scene.

A.1.5

The Maps element

The Maps element describes the mapping of the axes on the input device onto
the system’s control variables and the mapping of the system’s state variables
onto the axes of the display.
The following sections provide listings of the task definition file for each
of the case studies except for the pilot studies, for which there were no task
definition files as the presentation of the Lotka-Volterra system was hard coded
into the pilot framework.
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Cart-Pole strategy discovery task definition

<? xml version = " 1.0 " encoding = " utf -8 " ? >
< Task Name = " CartPole " LogData = " false " >
< SimulationEngine Solver = " RK4 " TimeScaleFactor = " 1.0 "
MaxS olver StepSi ze = " 0.01 " >
<! -- X1 = theta , X2 = theta dot , X3 = x in Florian ->
< Declaration Variables = " X1 X2 X3 " Parameters = " mp mc l
g F mu_c mu_p " / >
< Functions >
< Function Name = " sqr " Arguments = " x " > Math . Pow (x ,2) </
Function >
< Function Name = " sin " Arguments = " x " > Math . Sin ( x ) </
Function >
< Function Name = " cos " Arguments = " x " > Math . Cos ( x ) </
Function >
< Function Name = " sign " Arguments = " x " > Math . Sign ( x ) </
Function >
< Function Name = " Nc " Arguments = " a1 a2 a3 a4 a5 a6 a7
" > Math . Abs (( a2 + a3 ) * a1 - a2 * a7 *( a6 * sin ( a4 ) + a5 *
a5 * cos ( a4 ) ) ) </ Function >
</ Functions >
< StateEquations >
< StateEquation Variable = " X1 " > X2 </ StateEquation >
< StateEquation Variable = " X2 " >( g * sin ( X1 ) + cos ( X1 ) *(
( -1.0* F - mp * l * X2 * X2 *( sin ( X1 ) + mu_c * sign ( X3 ) *
cos ( X1 ) ) ) /( mp + mc ) + mu_c * sign ( X3 ) * g ) - mu_p *
X2 /( mp * l ) ) / ( l *( 4/3 - mp * cos ( X1 ) *( cos ( X1 ) - mu_c
* sign ( X3 ) ) /( mp + mc ) ) ) </ StateEquation >
< StateEquation Variable = " X3 " >( F + mp * l *( X2 * X2 * sin (
X1 ) - X2dot * cos ( X1 ) ) - mu_c * Nc (g , mp , mc , X1 , X2 ,
X2dot , l ) * sign ( X3 ) ) /( mp + mc ) </ StateEquation >
</ StateEquations >
< Ini tialCo nditi ons >
< Initialise Variable = " X1 " > 2.9 * Math . PI / 2.0 </
Initialise >
< Initialise Variable = " X2 " >0 </ Initialise >
< Initialise Variable = " X3 " > 15.0 </ Initialise >
< Initialise Parameter = " mp " > 0.2 </ Initialise >
< Initialise Parameter = " mc " > 0.5 </ Initialise >
< Initialise Parameter = " l " > 2.0 </ Initialise >
< Initialise Parameter = " F " > 0.0 </ Initialise >
< Initialise Parameter = " g " > 9.8 </ Initialise >
< Initialise Parameter = " mu_c " > 0.5 </ Initialise >
< Initialise Parameter = " mu_p " > 0.2 </ Initialise >
</ Ini tialCo nditi ons >
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</ SimulationEngine >
< InputDevice Type = " PhantomOmni " >
< Scaling >
< LinearScale Parameter = " X " RawLow = " -50 " RawHigh = "
50 " ScaledLow = " -10.0 " ScaledHigh = " 10.0 " / >
< LinearScale Parameter = " Y " RawLow = " -50 " RawHigh = "
50 " ScaledLow = " -1.0 " ScaledHigh = " 1.0 " / >
< LinearScale Parameter = " Z " RawLow = " -50 " RawHigh = "
50 " ScaledLow = " -1.0 " ScaledHigh = " 1.0 " / >
</ Scaling >
< InputElements >
< VirtualSpring Position = " 0 0 0 " Gain = " 0.2 "
Magnitude = " 0.5 " / >
< HapticPlane Position = " 0 -50 0 " Normal = " 0 1 0 " / >
< HapticPlane Position = " 0 -48 0 " Normal = " 0 -1 0 " / >
< HapticPlane Position = " 0 0 -1 " Normal = " 0 0 1 " / >
< HapticPlane Position = " 0 0 1 " Normal = " 0 0 -1 " / >
</ InputElements >
</ InputDevice >
< Display FrameRate = " 60 " T r a j e c t o r y B u f f e r L e n g t h = " 120 "
T r a j e c t o r y B u f f e r R a t e = " 10 " >
< Scaling >
< LinearScale Parameter = " X " RawLow = " -10 " RawHigh = "
10 " ScaledLow = " -10 " ScaledHigh = " 10 " / >
< LinearScale Parameter = " Y " RawLow = " -10 " RawHigh = "
10 " ScaledLow = " -10 " ScaledHigh = " 10 " / >
< LinearScale Parameter = " Z " RawLow = " -10 " RawHigh = "
10 " ScaledLow = " 10 " ScaledHigh = " -10 " / >
</ Scaling >
< Lights >
< Light Position = " 16.0 10.0 -16 " Direction = " -1.0
-1.0 1.0 " / >
</ Lights >
< Camera Position = " 0.0 3 -30.0 " Target = " 0.0 -3.0 0.0 " /
>
< DisplayElements >
< StateObject Mesh = " AlphaSphere " Size = " 1.0 1.0 1.0 " /
>
< DisplayElement Label = " Back Wall " Mesh = " Concrete1 "
Size = " 3.0 1.5 1.0 " Position = " 0 0 20 " Orientation
= " 0 0 0 " CastShadow = " false " / >
< DisplayElement Label = " Floor " Mesh = " Concrete3 " Size
= " 3.0 1.0 2.0 " Position = " 0 -10 0 " Orientation = "
1.5707 0 0 " CastShadow = " false " / >
</ DisplayElements >
</ Display >
< Maps >
< InputMap >
< MapElement From = " X " To = " F " / >

224

APPENDIX A. CASE STUDY TASK DEFINITION FILES

</ InputMap >
< OutputMap >
< MapElement From = " X1 " To = " X " / >
< MapElement From = " X2 " To = " Y " / >
< MapElement From = " X3 " To = " Z " / >
</ OutputMap >
</ Maps >
</ Task >
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IS-LM strategy refinement default task
definition

<? xml version = " 1.0 " encoding = " utf -8 " ? >
< Task Name = " IS - LM Default " LogData = " true " TimeLimit = "
10000 " >
< SimulationEngine Solver = " RK4Delay " TimeScaleFactor = "
20.0 " Ma xSolve rStepS ize = " 0.01 " Delay = " 20 " >
< Declaration Variables = " y r m " Parameters = " A a b
gamma lambda rhat alpha s beta tau g epsilon " / >
< Functions >
< Function Name = " pow " Arguments = " x y " > Math . Pow (x , y ) <
/ Function >
< Function Name = " sqrt " Arguments = " x " > Math . Sqrt ( x ) </
Function >
< Function Name = " squared " Arguments = " x " > Math . Pow (x
,2) </ Function >
</ Functions >
< StateEquations >
< StateEquation Variable = " y " > alpha * ( A * pow (y , a ) /
pow (r , b ) + g - s * ((1 - ( 1 - epsilon ) * tau )
* y - epsilon * tau * y_delayed ) - tau * ((1 epsilon ) * y + epsilon * y_delayed ) ) </
StateEquation >
< StateEquation Variable = " r " > beta * ( gamma * y +
lambda / ( r - rhat ) - m ) </ StateEquation >
< StateEquation Variable = " m " >g - tau * ((1 - epsilon
) * y + epsilon * y_delayed ) </ StateEquation >
</ StateEquations >
< In itialC onditi ons >
< Initialise Variable = " y " >5 </ Initialise >
< Initialise Variable = " r " >5 </ Initialise >
< Initialise Variable = " m " >2 </ Initialise >
< Initialise Variable = " A " > 0.03 </ Initialise >
< Initialise Parameter = " a " > 1.03 </ Initialise >
< Initialise Parameter = " b " > 0.6 </ Initialise >
< Initialise Parameter = " gamma " > 0.05 </ Initialise >
< Initialise Parameter = " lambda " >1 </ Initialise >
< Initialise Parameter = " rhat " > 0.001 </ Initialise >
< Initialise Parameter = " alpha " >1 </ Initialise >
< Initialise Parameter = " s " > 0.08 </ Initialise >
< Initialise Parameter = " beta " >1 </ Initialise >
< Initialise Parameter = " g " > 0.5 </ Initialise >
< Initialise Parameter = " epsilon " > 0.9 </ Initialise >
< Initialise Parameter = " tau " > 0.06 </ Initialise >
</ In itialC onditi ons >
< Per fo rm an ce Me as ur e >
< I n s t a n t a n e o u s M e a s u r e > IntegralMeasure </
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InstantaneousMeasure >
< IntegralMeasure > sqrt ( squared ( y - 8.3351) + squared
( r - 0.2403) + squared ( m - 4.5954) ) </
IntegralMeasure >
</ P er fo rm an ce Me as ur e >
</ SimulationEngine >
< InputDevice Type = " PhantomOmni " >
< Scaling >
< LinearScale Parameter = " X " RawLow = " -50 " RawHigh = "
50 " ScaledLow = " 0.03 " ScaledHigh = " 0.09 " / >
< LinearScale Parameter = " Y " RawLow = " -50 " RawHigh = "
50 " ScaledLow = " 0.0 " ScaledHigh = " 1.0 " / >
< LinearScale Parameter = " Z " RawLow = " -35 " RawHigh = "
35 " ScaledLow = " 0.0 " ScaledHigh = " 1.0 " / >
</ Scaling >
< InputElements >
< VirtualSpring Position = " 0 0 0 " Gain = " 0.2 "
Magnitude = " 0.2 " / >
< HapticPlane Position = " 0 -1 0 " Normal = " 0 1 0 " / >
< HapticPlane Position = " 0 1 0 " Normal = " 0 -1 0 " / >
< HapticPlane Position = " 0 0 -1 " Normal = " 0 0 1 " / >
< HapticPlane Position = " 0 0 1 " Normal = " 0 0 -1 " / >
< HapticPlane Position = " -50 0 0 " Normal = " 1 0 0 " / >
< HapticPlane Position = " 50 0 0 " Normal = " -1 0 0 " / >
</ InputElements >
</ InputDevice >
< Display FrameRate = " 60 " T r a j e c t o r y B u f f e r L e n g t h = " 60 "
Tr a j e c t o r y B u f f e r R a t e = " 4 " >
< Scaling >
< LinearScale Parameter = " X " RawLow = " 0 " RawHigh = " 10 "
ScaledLow = " -10 " ScaledHigh = " 10 " / >
< LinearScale Parameter = " Y " RawLow = " 0 " RawHigh = " 10 "
ScaledLow = " -10 " ScaledHigh = " 10 " / >
< LinearScale Parameter = " Z " RawLow = " 0 " RawHigh = " 10 "
ScaledLow = " 10 " ScaledHigh = " -10 " / >
< LinearScale Parameter = " Rz " RawLow = " -10 " RawHigh = "
10 " ScaledLow = " 10 " ScaledHigh = " -10 " / >
</ Scaling >
< Lights >
< Light Position = " 16.0 10.0 -16 " Direction = " -1.0
-1.0 1.0 " / >
</ Lights >
< Camera Position = " 10 0 -40 " Target = " 1 -0 0 " / >
< DisplayElements >
< StateObject Mesh = " PinkSphere " Size = " 0.5 0.5 0.5 " / >
< TargetBox Label = " Target Box " TerminateTask = " true "
T e r m i n a t e T a s k D w el l T i m e = " 2000 " Mesh = " YellowBox "
Size = " 0.5 0.5 0.5 " Position = " 8.3351 0.2403
4.5954 " / >
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< DisplayElement Label = " Back Wall " Mesh = " Concrete1 "
Size = " 1.0 1.0 1.0 " Position = " 5 0 10 " Orientation
= " 0 0 0 " CastShadow = " false " / >
< VisualArtifact Label = " Left Wall " Mesh = " Concrete2 "
Size = " 1.0 1.0 1.0 " Position = " -5 0 0 " Orientation
= " 0 -1.5707 0 " CastShadow = " false " / >
< VisualArtifact Label = " Floor " Mesh = " Concrete3 " Size
= " 1.0 1.0 1.0 " Position = " 5 -10 0 " Orientation = "
1.5707 0 0 " CastShadow = " false " / >
</ DisplayElements >
</ Display >
< Maps >
< InputMap >
< MapElement From = " X " To = " tau " / >
</ InputMap >
< OutputMap >
< MapElement From = " y " To = " X " / >
< MapElement From = " r " To = " Y " / >
< MapElement From = " m " To = " Z " / >
</ OutputMap >
</ Maps >
</ Task >
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IS-LM strategy refinement modified task
definition

<? xml version = " 1.0 " encoding = " utf -8 " ? >
< Task Name = " IS - LM Modified " LogData = " true " TimeLimit = "
20000 " >
< SimulationEngine Solver = " RK4Delay " TimeScaleFactor = "
10.0 " Ma xSolve rStepSize = " 0.01 " Delay = " 20 " >
< Declaration Variables = " y r m " Parameters = " A a b
gamma lambda rhat alpha s beta tau g epsilon " / >
< Functions >
< Function Name = " pow " Arguments = " x y " > Math . Pow (x , y ) <
/ Function >
< Function Name = " sqrt " Arguments = " x " > Math . Sqrt ( x ) </
Function >
< Function Name = " squared " Arguments = " x " > Math . Pow (x
,2) </ Function >
</ Functions >
< StateEquations >
< StateEquation Variable = " y " > alpha * ( A * pow (y , a ) /
pow (r , b ) + g - s * ((1 - ( 1 - epsilon ) * tau )
* y - epsilon * tau * y_delayed ) - tau * ((1 epsilon ) * y + epsilon * y_delayed ) ) </
StateEquation >
< StateEquation Variable = " r " > beta * ( gamma * y +
lambda / ( r - rhat ) - m ) </ StateEquation >
< StateEquation Variable = " m " >g - tau * ((1 - epsilon
) * y + epsilon * y_delayed ) </ StateEquation >
</ StateEquations >
< Ini tialCo nditi ons >
< Initialise Variable = " y " >5 </ Initialise >
< Initialise Variable = " r " >5 </ Initialise >
< Initialise Variable = " m " >2 </ Initialise >
< Initialise Variable = " y " >5 </ Initialise >
< Initialise Variable = " r " >5 </ Initialise >
< Initialise Variable = " m " >2 </ Initialise >
< Initialise Variable = " A " > 0.03 </ Initialise >
< Initialise Parameter = " a " > 1.03 </ Initialise >
< Initialise Parameter = " b " > 0.6 </ Initialise >
< Initialise Parameter = " gamma " > 0.05 </ Initialise >
< Initialise Parameter = " lambda " >1 </ Initialise >
< Initialise Parameter = " rhat " > 0.001 </ Initialise >
< Initialise Parameter = " alpha " >1 </ Initialise >
< Initialise Parameter = " s " > 0.08 </ Initialise >
< Initialise Parameter = " beta " >1 </ Initialise >
< Initialise Parameter = " g " > 0.5 </ Initialise >
< Initialise Parameter = " epsilon " > 0.9 </ Initialise >
< Initialise Parameter = " tau " > 0.06 </ Initialise >
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</ In itialC onditi ons >
< Per fo rm an ce Me as ur e >
< I n s t a n t a n e o u s M e a s u r e > IntegralMeasure </
InstantaneousMeasure >
< IntegralMeasure > sqrt ( squared ( y - 8.3351) + squared
( r - 0.2403) + squared ( m - 4.5954) ) </
IntegralMeasure >
</ Per fo rm an ce Me as ur e >
</ SimulationEngine >
< InputDevice Type = " PhantomOmni " >
< Scaling >
< LinearScale Parameter = " X " RawLow = " -50 " RawHigh = " 50 "
ScaledLow = " 0.09 " ScaledHigh = " 0.03 " / >
< LinearScale Parameter = " Y " RawLow = " -50 " RawHigh = "
50 " ScaledLow = " 0.0 " ScaledHigh = " 1.0 " / >
< LinearScale Parameter = " Z " RawLow = " -35 " RawHigh = "
35 " ScaledLow = " 0.0 " ScaledHigh = " 1.0 " / >
</ Scaling >
< InputElements >
< VirtualSpring Position = " 0 0 0 " Gain = " 0.2 "
Magnitude = " 0.2 " / >
< HapticPlane Position = " 0 -1 0 " Normal = " 0 1 0 " / >
< HapticPlane Position = " 0 1 0 " Normal = " 0 -1 0 " / >
< HapticPlane Position = " 0 0 -1 " Normal = " 0 0 1 " / >
< HapticPlane Position = " 0 0 1 " Normal = " 0 0 -1 " / >
< HapticPlane Position = " -50 0 0 " Normal = " 1 0 0 " / >
< HapticPlane Position = " 50 0 0 " Normal = " -1 0 0 " / >
</ InputElements >
</ InputDevice >
< Display FrameRate = " 60 " T r a j e c t o r y B u f f e r L e n g t h = " 60 "
TrajectoryBufferRate ="4">
< Scaling >
< LinearScale Parameter = " X " RawLow = " 0 " RawHigh = " 10 "
ScaledLow = " -10 " ScaledHigh = " 10 " / >
< LinearScale Parameter = " Y " RawLow = " 0 " RawHigh = " 10 "
ScaledLow = " -10 " ScaledHigh = " 10 " / >
< LinearScale Parameter = " Z " RawLow = " 0 " RawHigh = " 10 "
ScaledLow = " 10 " ScaledHigh = " -10 " / >
< LinearScale Parameter = " Rz " RawLow = " -10 " RawHigh = "
10 " ScaledLow = " 10 " ScaledHigh = " -10 " / >
</ Scaling >
< Lights >
< Light Position = " 16.0 10.0 -16 " Direction = " -1.0
-1.0 1.0 " / >
</ Lights >
< Camera Position = " 5 0 -20 " Target = " 5 0 0 " / >
< DisplayElements >
< StateObject Mesh = " PinkSphere " Size = " 0.5 0.5 0.5 " /
>
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< TargetBox Label = " Target Box " TerminateTask = " true "
T e r m i n a t e T a s k D w e l l T i m e = " 4000 " Mesh = " YellowBox "
Size = " 0.5 0.5 0.5 " Position = " 8.3351 4.5954 0 " / >
< DisplayElement Label = " Back Wall " Mesh = " Concrete1 "
Size = " 1.0 1.0 1.0 " Position = " 5 0 10 " Orientation
= " 0 0 0 " CastShadow = " false " / >
</ DisplayElements >
</ Display >
< Maps >
< InputMap >
< MapElement From = " X " To = " tau " / >
</ InputMap >
< OutputMap >
< MapElement From = " y " To = " X " / >
< MapElement From = " m " To = " Y " / >
</ OutputMap >
</ Maps >
</ Task >
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Wonderland strategy discovery task definition

<? xml version = " 1.0 " encoding = " utf -8 " ? >
< Task Name = " Wonderland Discovery " LogData = " false " >
< SimulationEngine Solver = " Discrete " TimeScaleFactor = "
100 " >
< Declaration Variables = " X Y Z P " Parameters = " beta0
beta1 beta alpha0 alpha1 alpha2 alpha theta delta
rho omega gamma eta lambda chi tau chi0 gamma0 phi
mu kappa epsilon " / >
< Functions >
< Function Name = " n " Arguments = " y z " >b (y , z ) - d (y , z ) <
/ Function >
< Function Name = " b " Arguments = " y z " > beta0 * ( beta1 (1 / (1 + Math . Exp ( -1 * beta * y ) ) ) ) </ Function >
< Function Name = " d " Arguments = " y z " > alpha0 * ( alpha1
- (1 /(1 + ( Math . Exp ( -1 * alpha * y ) ) ) ) ) * (1 +
alpha2 * Math . Pow ((1 - z ) , theta ) ) </ Function >
< Function Name = " q " Arguments = " x y z p " > delta * Math
. Pow (z , rho ) - omega * f (x ,y , p ) </ Function >
< Function Name = " f " Arguments = " x y p " >x * y * p </
Function >
</ Functions >
< StateEquations >
< StateEquation Variable = " X " >X * (1 + n (Y , Z ) /1000) </
StateEquation >
< StateEquation Variable = " Y " >Y * (1 + gamma - ( gamma
+ eta ) * Math . Pow (1 - Z , lambda ) - gamma0 *( tau
/ (1 - tau ) ) ) </ StateEquation >
< StateEquation Variable = " Z " >Z * Math . Exp ( q (X ,Y ,Z , P )
) / (1 - Z + Z * Math . Exp ( q (X ,Y ,Z , P ) ) ) </
StateEquation >
< StateEquation Variable = " P " >P * (1 - chi - chi0 * (
tau / (1 + tau ) ) ) </ StateEquation >
</ StateEquations >
< In itialC onditi ons >
< Initialise Variable = " X " >1 </ Initialise >
< Initialise Variable = " Y " >1 </ Initialise >
< Initialise Variable = " Z " > 0.98 </ Initialise >
< Initialise Variable = " P " >1 </ Initialise >
< Initialise Parameter = " gamma " > 0.04 </ Initialise >
< Initialise Parameter = " eta " > 0.04 </ Initialise >
< Initialise Parameter = " lambda " > 2.0 </ Initialise >
< Initialise Parameter = " chi " > 0.01 </ Initialise >
< Initialise Parameter = " delta " > 1.0 </ Initialise >
< Initialise Parameter = " rho " > 0.2 </ Initialise >
< Initialise Parameter = " omega " > 0.1 </ Initialise >
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< Initialise Parameter = " alpha " > 0.09 </ Initialise >
< Initialise Parameter = " alpha0 " > 10.0 </ Initialise >
< Initialise Parameter = " alpha1 " > 2.5 </ Initialise >
< Initialise Parameter = " alpha2 " > 2.0 </ Initialise >
< Initialise Parameter = " beta " > 0.08 </ Initialise >
< Initialise Parameter = " beta0 " > 40.0 </ Initialise >
< Initialise Parameter = " beta1 " > 1.375 </ Initialise >
< Initialise Parameter = " theta " > 15.0 </ Initialise >
< Initialise Parameter = " tau " > 0.02 </ Initialise >
< Initialise Parameter = " gamma0 " > 0.5 </ Initialise >
< Initialise Parameter = " chi0 " > 0.005 </ Initialise >
</ Ini tialC onditi ons >
< Per fo rm an ce Me as ur e >
< I n s t a n t a n e o u s M e a s u r e > Time </ I n s t a n t a n e o u s M e a s u r e >
< IntegralMeasure > </ IntegralMeasure >
</ P er fo rm an ce Me as ur e >
</ SimulationEngine >
< InputDevice Type = " PhantomOmni " >
< Scaling >
< LinearScale Parameter = " X " RawLow = " -50 " RawHigh = "
50 " ScaledLow = " -0.01 " ScaledHigh = " 0.01 " / >
< LinearScale Parameter = " Y " RawLow = " -50 " RawHigh = "
50 " ScaledLow = " -0.5 " ScaledHigh = " 0.5 " / >
< LinearScale Parameter = " Z " RawLow = " -50 " RawHigh = "
50 " ScaledLow = " -0.1 " ScaledHigh = " 0.1 " / >
</ Scaling >
< InputElements >
< VirtualSpring Position = " 0 0 0 " Gain = " 0.2 "
Magnitude = " 0.2 " / >
< HapticPlane Position = " 0 0 0 " Normal = " 0 1 0 " / >
< HapticPlane Position = " 0 50 0 " Normal = " 0 -1 0 " / >
< HapticPlane Position = " 0 0 0 " Normal = " 0 0 1 " / >
< HapticPlane Position = " 0 0 50 " Normal = " 0 0 -1 " / >
< HapticPlane Position = " -1 0 0 " Normal = " 1 0 0 " / >
< HapticPlane Position = " 1 0 0 " Normal = " -1 0 0 " / >
</ InputElements >
</ InputDevice >
< Display FrameRate = " 60 " >
< Scaling >
< LinearScale Parameter = " X " RawLow = " 5 " RawHigh = " 0 "
ScaledLow = " -10 " ScaledHigh = " 10 " / >
< LinearScale Parameter = " Y " RawLow = " 1.1 " RawHigh = " 0 "
ScaledLow = " -10 " ScaledHigh = " 10 " / >
< LinearScale Parameter = " Z " RawLow = " 100 " RawHigh = " 0 "
ScaledLow = " 10 " ScaledHigh = " -10 " / >
< LinearScale Parameter = " Rz " RawLow = " 0 " RawHigh = " 1 "
ScaledLow = " 3.14159 " ScaledHigh = " 0 " / >
</ Scaling >
< Lights >
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< Light Position = " 16.0 10.0 -10 " Direction = " -1.0
-1.0 1.0 " / >
</ Lights >
< Camera Position = " -10 8 -40 " Target = " 1 -4 0 " / >
< DisplayElements >
< StateObject Mesh = " Indicator " Size = " 0.5 0.1 10 " / >
< DisplayElement Label = " Floor " Mesh = " SciFiFloor "
Size = " 1.5 1.5 1.5 " Position = " 0 -10 0 "
Orientation = " 1.5707 0 0 " CastShadow = " false " / >
< DisplayElement Label = " Back Wall " Mesh = " SciFiWall "
Size = " 1.5 1.5 1.5 " Position = " 0 0 10 " Orientation
= " 0 0 0 " CastShadow = " false " / >
</ DisplayElements >
</ Display >
< Maps >
< InputMap >
< MapElement From = " Z " To = " tau " / >
< MapElement From = " Y " To = " chi0 " / >
</ InputMap >
< OutputMap >
< MapElement From = " X " To = " X " / >
< MapElement From = " Y " To = " Z " / >
< MapElement From = " P " To = " Y " / >
< MapElement From = " Z " To = " Rz " / >
</ OutputMap >
</ Maps >
</ Task >
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Wonderland strategy refinement task definition

<? xml version = " 1.0 " encoding = " utf -8 " ? >
< Task Name = " Wonderland Refinement " LogData = " true "
TimeLimit = " 15000 " >
< Instruction InstructionFile = " Wonderland . html " / >
< SimulationEngine Solver = " Discrete " TimeScaleFactor = "
100 " >
< Declaration Variables = " X Y Z P " Parameters = " beta0
beta1 beta alpha0 alpha1 alpha2 alpha theta delta
rho omega gamma eta lambda chi tau chi0 gamma0 phi
mu kappa epsilon " / >
< Functions >
< Function Name = " n " Arguments = " y z " >b (y , z ) - d (y , z ) <
/ Function >
< Function Name = " b " Arguments = " y z " > beta0 * ( beta1 (1 / (1 + Math . Exp ( -1 * beta * y ) ) ) ) </ Function >
< Function Name = " d " Arguments = " y z " > alpha0 * ( alpha1
- (1 /(1 + ( Math . Exp ( -1 * alpha * y ) ) ) ) ) * (1 +
alpha2 * Math . Pow ((1 - z ) , theta ) ) </ Function >
< Function Name = " q " Arguments = " x y z p " > delta * Math
. Pow (z , rho ) - omega * f (x ,y , p ) </ Function >
< Function Name = " f " Arguments = " x y p " >x * y * p </
Function >
</ Functions >
< StateEquations >
< StateEquation Variable = " X " >X * (1 + n (Y , Z ) /1000) </
StateEquation >
< StateEquation Variable = " Y " >Y * (1 + gamma - ( gamma
+ eta ) * Math . Pow (1 - Z , lambda ) - gamma0 *( tau
/ (1 - tau ) ) ) </ StateEquation >
< StateEquation Variable = " Z " >Z * Math . Exp ( q (X ,Y ,Z , P )
) / (1 - Z + Z * Math . Exp ( q (X ,Y ,Z , P ) ) ) </
StateEquation >
< StateEquation Variable = " P " >P * (1 - chi - chi0 * (
tau / (1 + tau ) ) ) </ StateEquation >
</ StateEquations >
< Ini tialCo nditi ons >
< Initialise Variable = " X " >1 </ Initialise >
< Initialise Variable = " Y " >1 </ Initialise >
< Initialise Variable = " Z " > 0.98 </ Initialise >
< Initialise Variable = " P " >1 </ Initialise >
< Initialise Parameter = " gamma " > 0.04 </ Initialise >
< Initialise Parameter = " eta " > 0.04 </ Initialise >
< Initialise Parameter = " lambda " > 2.0 </ Initialise >
< Initialise Parameter = " chi " > 0.01 </ Initialise >
< Initialise Parameter = " delta " > 1.0 </ Initialise >
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< Initialise Parameter = " rho " > 0.2 </ Initialise >
< Initialise Parameter = " omega " > 0.1 </ Initialise >
< Initialise Parameter = " alpha " > 0.09 </ Initialise >
< Initialise Parameter = " alpha0 " > 10.0 </ Initialise >
< Initialise Parameter = " alpha1 " > 2.5 </ Initialise >
< Initialise Parameter = " alpha2 " > 2.0 </ Initialise >
< Initialise Parameter = " beta " > 0.08 </ Initialise >
< Initialise Parameter = " beta0 " > 40.0 </ Initialise >
< Initialise Parameter = " beta1 " > 1.375 </ Initialise >
< Initialise Parameter = " theta " > 15.0 </ Initialise >
< Initialise Parameter = " tau " > 0.02 </ Initialise >
< Initialise Parameter = " gamma0 " > 0.5 </ Initialise >
< Initialise Parameter = " chi0 " > 0.005 </ Initialise >
</ In itialC onditi ons >
< Per fo rm an ce Me as ur e >
< I n s t a n t a n e o u s M e a s u r e > Time </ I n s t a n t a n e o u s M e a s u r e >
< IntegralMeasure > </ IntegralMeasure >
</ Per fo rm an ce Me as ur e >
</ SimulationEngine >
< InputDevice Type = " PhantomOmni " >
< Scaling >
< LinearScale Parameter = " X " RawLow = " -50 " RawHigh = "
50 " ScaledLow = " -0.01 " ScaledHigh = " 0.01 " / >
< LinearScale Parameter = " Y " RawLow = " -50 " RawHigh = "
50 " ScaledLow = " -0.5 " ScaledHigh = " 0.5 " / >
< LinearScale Parameter = " Z " RawLow = " -50 " RawHigh = "
50 " ScaledLow = " -0.1 " ScaledHigh = " 0.1 " / >
</ Scaling >
< InputElements >
< VirtualSpring Position = " 0 0 0 " Gain = " 0.2 "
Magnitude = " 0.2 " / >
< HapticPlane Position = " 0 0 0 " Normal = " 0 1 0 " / >
< HapticPlane Position = " 0 50 0 " Normal = " 0 -1 0 " / >
< HapticPlane Position = " 0 0 0 " Normal = " 0 0 1 " / >
< HapticPlane Position = " 0 0 50 " Normal = " 0 0 -1 " / >
< HapticPlane Position = " -1 0 0 " Normal = " 1 0 0 " / >
< HapticPlane Position = " 1 0 0 " Normal = " -1 0 0 " / >
</ InputElements >
</ InputDevice >
< Display FrameRate = " 60 " >
< Scaling >
< LinearScale Parameter = " X " RawLow = " 5 " RawHigh = " 0 "
ScaledLow = " -10 " ScaledHigh = " 10 " / >
< LinearScale Parameter = " Y " RawLow = " 1.1 " RawHigh = " 0 "
ScaledLow = " -10 " ScaledHigh = " 10 " / >
< LinearScale Parameter = " Z " RawLow = " 100 " RawHigh = " 0 "
ScaledLow = " 10 " ScaledHigh = " -10 " / >
< LinearScale Parameter = " Rz " RawLow = " 0 " RawHigh = " 1 "
ScaledLow = " 3.14159 " ScaledHigh = " 0 " / >
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</ Scaling >
< Lights >
< Light Position = " 16.0 10.0 -10 " Direction = " -1.0
-1.0 1.0 " / >
</ Lights >
< Camera Position = " -10 8 -40 " Target = " 1 -4 0 " / >
< DisplayElements >
< StateObject Mesh = " Indicator " Size = " 0.5 0.1 10 " / >
< TargetBox Label = " Target Box " TerminateTask = " true "
RequiredState = " true " Mesh = " SciFiVent " TargetMesh
= " GreenBox " Size = " 0.5 0.1 10 " Position = " 4.0 0.1
100.0 " / >
< TargetBox Label = " Waypoint Box " TerminateTask = "
false " RequiredState = " true " Mesh = " YellowBox "
TargetMesh = " GreenBox " Size = " 0.5 0.1 10 " Position
= " 3.4 0.2 50.0 " / >
< ConstraintBox Label = " Collapse Box " Mesh = " GridBox "
ViolationMesh = " RedBox " Size = " 1 1.2 10 " Position =
" 2.5 0.9 25.0 " / >
< RunningScore Font = " FixedSys " Size = " 0.5 0.5 0.5 "
Position = " 4.5 0.92 0 " / >
< DisplayElement Label = " Floor " Mesh = " SciFiFloor "
Size = " 1.5 1.5 1.5 " Position = " 0 -10 0 "
Orientation = " 1.5707 0 0 " CastShadow = " false " / >
< DisplayElement Label = " Back Wall " Mesh = " SciFiWall "
Size = " 1.5 1.5 1.5 " Position = " 0 0 10 " Orientation
= " 0 0 0 " CastShadow = " false " / >
</ DisplayElements >
</ Display >
< Maps >
< InputMap >
< MapElement From = " Z " To = " tau " / >
< MapElement From = " Y " To = " chi0 " / >
</ InputMap >
< OutputMap >
< MapElement From = " X " To = " X " / >
< MapElement From = " Y " To = " Z " / >
< MapElement From = " P " To = " Y " / >
< MapElement From = " Z " To = " Rz " / >
< MapElement From = " Per fo rm an ce Me as ur e " To = " Score " / >
</ OutputMap >
</ Maps >
</ Task >
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